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66       return last.data;
67    }
68 
69    /**
70       Removes the last element in the linked list.
71       @return the removed element
72    */
73    public Object removeLast()
74    {  
75       if (last == null) { throw new NoSuchElementException(); }
76       Object element = last.data;
77       last = last.previous;
78       if (last == null) { first = null; } // List is now empty
79       else { last.next = null; }
80       return element;
81    }
82 
83    /**
84       Adds an element to the back of the linked list.
85       @param element the element to add
86    */
87    public void addLast(Object element)
88    {  
89       Node newNode = new Node();
90       newNode.data = element;
91       newNode.next = null;
92       newNode.previous = last;
93       if (last == null) { first = newNode; }
94       else { last.next = newNode; }
95       last = newNode;
96    }
97    
98    /**
99       Returns an iterator for iterating through this list.

100        @return an iterator for iterating through this list
101     */
102     public ListIterator listIterator()
103     {  
104        return new LinkedListIterator();
105     }
106     
107     class Node
108     {  
109        public Object data;
110        public Node next;
111        public Node previous;
112     }
113  
114     class LinkedListIterator implements ListIterator
115     {  
116        private Node position;
117        private boolean isAfterNext;
118        private boolean isAfterPrevious;
119  
120        /**
121           Constructs an iterator that points to the front
122           of the linked list.
123        */
124        public LinkedListIterator()
125        {  
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126           position = null;
127           isAfterNext = false;
128           isAfterPrevious = false;
129        }
130        
131        /**
132           Moves the iterator past the next element.
133           @return the traversed element
134        */
135        public Object next()
136        {  
137           if (!hasNext()) { throw new NoSuchElementException(); }
138           isAfterNext = true;
139           isAfterPrevious = false;
140  
141           if (position == null)
142           {
143              position = first;
144          }
145          else
146          {
147             position = position.next;
148          }
149 
150          return position.data;
151       }
152       
153       /**
154          Tests if there is an element after the iterator position.
155          @return true if there is an element after the iterator position
156       */
157       public boolean hasNext()
158       {  
159          if (position == null)
160          {
161             return first != null;
162          }
163          else
164          {
165             return position.next != null;
166          }
167       }
168 
169       /**
170          Moves the iterator before the previous element.
171          @return the traversed element
172       */
173       public Object previous()
174       {  
175          if (!hasPrevious()) { throw new NoSuchElementException(); }
176          isAfterNext = false;
177          isAfterPrevious = true;
178 
179          Object result = position.data;
180          position = position.previous;
181          return result;
182       }
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183       
184       /**
185           Tests if there is an element before the iterator position.
186           @return true if there is an element before the iterator position
187        */
188        public boolean hasPrevious()
189        {  
190           return position != null;
191        }
192        
193        /**
194           Adds an element before the iterator position
195           and moves the iterator past the inserted element.
196           @param element the element to add
197        */
198        public void add(Object element)
199        {  
200           if (position == null)
201           {
202             addFirst(element);
203             position = first;
204          }
205          else if (position == last)
206          {
207             addLast(element);
208             position = last;
209          }
210          else
211          {  
212             Node newNode = new Node();
213             newNode.data = element;
214             newNode.next = position.next;
215             newNode.next.previous = newNode;
216             position.next = newNode;
217             newNode.previous = position;
218             position = newNode;
219          }
220 
221          isAfterNext = false;
222          isAfterPrevious = false;
223       }
224       
225       /**
226          Removes the last traversed element. This method may
227          only be called after a call to the next method.
228       */
229       public void remove()
230       {  
231          Node positionToRemove = lastPosition();
232 
233          if (positionToRemove == first)
234          {
235             removeFirst();
236          }
237          else if (positionToRemove == last)
238          {
239             removeLast();
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240          }
241          else
242          {
243             positionToRemove.previous.next = positionToRemove.next;
244             positionToRemove.next.previous = positionToRemove.previous;
245          }
246 
247          if (isAfterNext) 
248          { 
249             position = position.previous;
250          }
251 
252          isAfterNext = false;
253          isAfterPrevious = false;
254       }
255 
256       /**
257          Sets the last traversed element to a different value. 
258          @param element the element to set
259       */
260       public void set(Object element)
261       {
262          Node positionToSet = lastPosition();
263          positionToSet.data = element; 
264        }
265  
266        /**
267           Returns the last node traversed by this iterator, or
268           throws an IllegalStateException if there wasn’t an immediately
269           preceding call to next or previous.
270           @return the last traversed node
271        */
272        private Node lastPosition()
273        {
274           if (isAfterNext) 
275           { 
276              return position; 
277           }
278           else if (isAfterPrevious) 
279           {
280              if (position == null)
281              {
282                 return first;
283              }
284              else
285              {
286                  return position.next;
287              }
288           }
289           else { throw new IllegalStateException(); }
290        }      
291     }
292  }
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worked_example_1/LinkedListTest.java

1 import java.util.NoSuchElementException;
2 
3 /**
4    This program tests the doubly-linked list implementation.
5 */
6 public class LinkedListTest
7 {
8    public static void main(String[] args)
9    {

10       LinkedList lst = new LinkedList();
11       check("", lst, "Constructing empty list");
12       lst.addLast("A"); 
13       check("A", lst, "Adding last to empty list");
14       lst.addLast("B"); 
15       check("AB", lst, "Adding last to non-empty list");
16 
17       lst = new LinkedList();
18       lst.addFirst("A"); 
19       check("A", lst, "Adding first to empty list");
20       lst.addFirst("B"); 
21       check("BA", lst, "Adding first to non-empty list");
22 
23       assertEquals("B", lst.removeFirst());
24       check("A", lst, "Removing first, yielding non-empty list");
25       assertEquals("A", lst.removeFirst());
26       check("", lst, "Removing first, yielding empty list");
27 
28       lst = new LinkedList();
29       lst.addLast("A"); 
30       lst.addLast("B"); 
31       check("AB", lst, "");
32 
33       assertEquals("B", lst.removeLast());
34       check("A", lst, "Removing last, yielding non-empty list");
35       assertEquals("A", lst.removeLast());
36       check("", lst, "Removing last, yielding empty list");
37 
38       lst = new LinkedList();
39       lst.addLast("A"); 
40       lst.addLast("B"); 
41       lst.addLast("C"); 
42       check("ABC", lst, "");      
43 
44       ListIterator iter = lst.listIterator();
45       assertEquals("A", iter.next());
46       iter.set("D");
47       check("DBC", lst, "Set element after next");
48       assertEquals("D", iter.previous());
49       iter.set("E");
50       check("EBC", lst, "Set first element after previous");
51       assertEquals("E", iter.next());
52       assertEquals("B", iter.next());
53       assertEquals("B", iter.previous());
54       iter.set("F");
55       check("EFC", lst, "Set second element after previous");      
56       assertEquals("F", iter.next());
57       assertEquals("C", iter.next());
58       assertEquals("C", iter.previous());
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59       iter.set("G");
60       check("EFG", lst, "Set last element after previous");      
61 
62       lst = new LinkedList();
63       lst.addLast("A"); 
64       lst.addLast("B"); 
65       lst.addLast("C"); 
66       lst.addLast("D"); 
67       lst.addLast("E"); 
68       check("ABCDE", lst, "");      
69       iter = lst.listIterator();
70       assertEquals("A", iter.next());
71       iter.remove();
72       check("BCDE", lst, "Remove first element after next");
73       assertEquals("B", iter.next());
74       assertEquals("C", iter.next());
75       iter.remove();
76       check("BDE", lst, "Remove middle element after next");
77       assertEquals("D", iter.next());
78       assertEquals("E", iter.next());
79       iter.remove();
80       check("BD", lst, "Remove last element after next");
81       
82       lst = new LinkedList();
83       lst.addLast("A"); 
84       lst.addLast("B"); 
85       lst.addLast("C"); 
86       lst.addLast("D"); 
87       lst.addLast("E"); 
88       check("ABCDE", lst, "");      
89       iter = lst.listIterator();
90       assertEquals("A", iter.next());
91       assertEquals("B", iter.next());
92       assertEquals("C", iter.next());
93       assertEquals("D", iter.next());
94       assertEquals("E", iter.next());
95       assertEquals("E", iter.previous());
96       iter.remove();
97       check("ABCD", lst, "Remove last element after previous");
98       assertEquals("D", iter.previous());
99       assertEquals("C", iter.previous());

100       iter.remove();
101       check("ABD", lst, "Remove middle element after previous");
102       assertEquals("B", iter.previous());
103       assertEquals("A", iter.previous());
104       iter.remove();
105       check("BD", lst, "Remove first element after previous");
106 
107       lst = new LinkedList();
108       lst.addLast("B"); 
109       lst.addLast("C"); 
110       check("BC", lst, "");      
111       iter = lst.listIterator();
112       iter.add("A");
113       check("ABC", lst, "Add first element");
114       assertEquals("B", iter.next());
115       iter.add("D");
116       check("ABDC", lst, "Add middle element");
117       assertEquals("C", iter.next());
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118       iter.add("E");
119       check("ABDCE", lst, "Add last element");      
120    }
121 
122    /**
123       Checks whether two objects are equal and throws an exception if not.
124       @param expected the expected value
125       @param actual the actual value
126    */
127    public static void assertEquals(Object expected, Object actual)
128    {
129       if (expected == null && actual != null ||
130          !expected.equals(actual))
131       {
132          throw new AssertionError("Expected " + expected + " but found "
133             + actual);
134       }
135    }
136 
137    /**
138       Checks whether a linked list has the expected contents, and throws 
139       an exception if not.
140       @param expected the letters that are expected in each node
141       @param actual the linked list
142       @param what a string explaining what has been tested. It is included
143       in the message that is displayed when the test passes.
144    */
145    public static void check(String expected, LinkedList actual, String what)
146    {
147       int n = expected.length();
148       if (n > 0)
149       {
150          // Check first and last references       
151          assertEquals(expected.substring(0, 1), actual.getFirst());
152          assertEquals(expected.substring(n - 1), actual.getLast());
153 
154          // Check next references
155          ListIterator iter = actual.listIterator();
156          for (int i = 0; i < n; i++)
157          {
158             assertEquals(true, iter.hasNext());
159             assertEquals(expected.substring(i, i + 1), iter.next());
160          }
161          assertEquals(false, iter.hasNext());
162 
163           // Check previous references
164           for (int i = n - 1 ; i >= 0; i--)
165           {
166              assertEquals(true, iter.hasPrevious());
167              assertEquals(expected.substring(i, i + 1), iter.previous());
168           }
169           assertEquals(false, iter.hasPrevious());
170        }
171        else
172        {
173           // Check that first and last are null
174           try
175           {
176              actual.getFirst();



WE14 Chapter 16  Basic Data Structures 

Big Java, 6e, Cay Horstmann, Copyright © 2015 John Wiley and Sons, Inc. All rights reserved.

177              throw new IllegalStateException("first not null");
178           }
179           catch (NoSuchElementException ex) 
180           {
181           }
182  
183           try
184           {
185              actual.getLast();
186              throw new IllegalStateException("last not null");
187           }
188           catch (NoSuchElementException ex)
189           {
190           }                
191        }
192        if (what.length() > 0)
193        {
194           System.out.println("Passed \"" + what + "\"."); 
195        }
196     }
197  }
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In this chapter, we study data structures that organize  
elements hierarchically, creating arrangements that resemble 
trees. These data structures offer better performance for 
adding, removing, and finding elements than the linear 
structures you have seen so far. You will learn about 
commonly used tree-shaped structures and study their 
implementation and performance.

17.1 Basic Tree Concepts
In computer science, a tree is a hierar-
chical data structure composed of nodes. 
Each node has a sequence of child nodes, 
and one of the nodes is the root node.

Like a linked list, a tree is composed 
of nodes, but with a key difference. In a 
linked list, a node can have only one 
child node, so the data structure is a 
linear chain of nodes. In a tree, a node 
can have more than one child. The 
resulting shape resembles an actual tree 
with branches. However, in computer 
science, it is customary to draw trees 
upside-down, with the root on top (see 
Figure 1).

Austrian Archives/Imagno/GettyImages, Inc.
A family tree shows the descendants of a 
common ancestor.

A tree is composed of 
nodes, each of which 
can have child nodes.

The root is the node 
with no parent. A 
leaf is a node with 
no children. 

Figure 1 A Family Tree
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Trees are commonly used to represent hierarchical relationships. When we talk 
about nodes in a tree, it is customary to use intuitive words such as roots and leaves, 
but also parents, children, and siblings—see Table 1 for commonly used terms.

Table 1  Tree Terminology

Term Definition Example (using Figure 1)

Node The building block of a tree: A tree is 
composed of linked nodes. 

This tree has 26 nodes: George V, 
Edward VIII, ..., Savannah.

Child Each node has, by definition, a sequence of 
links to other nodes called its child nodes. 

The children of Elizabeth II are 
Charles, Anne, Andrew, and Edward.

Leaf A node with no child nodes. This tree has 16 leaves, including 
William, Harry, and Savannah.

Interior node A node that is not a leaf. George V or George VI, but not Mary.

Parent If the node c is a child of the node p, then p 
is a parent of c.

Elizabeth II is the parent of Charles.

Sibling If the node p has children c and d, then 
these nodes are siblings.

Charles and Anne are siblings.

Root The node with no parent. By definition, 
each tree has one root node. 

George V.

Path A sequence of nodes c1, c2, ..., ckwhere ci + 1 
is a child of ci.

Elizabeth II, Anne, Peter, Savannah is 
a path of length 4.

Descendant d is a descendant of c if there is a path from 
c to d.

Peter is a descendant of Elizabeth II 
but not of Henry.

Ancestor c is an ancestor of d if d is a descendant of c. Elizabeth II is an ancestor of Peter, but 
Henry is not.

Subtree The subtree rooted at node n is the tree 
formed by taking n as the root node and 
including all its descendants.

The subtree with root Anne is

Anne

Peter Zara

Savannah

Height The number of nodes in the longest path 
from the root to a leaf. (Some authors 
define the height to be the number of edges 
in the longest path, which is one less than 
the height used in this book.)

This tree has height 6. The longest 
path is George V, George VI, 
Elizabeth II, Anne, Peter, Savannah.
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Figure 2 A Directory Tree

Sample Code

ch01 ch02

section_4 section_1 section_2 worked_example_1 how_to_1

Trees have many applications in computer science; see for example Figures 2 and 3.
There are multiple ways of implementing a tree. Here we present an outline of a 

simple implementation that is further explored in Exercises P17.1 and P17.2. A node 
holds a data item and a list of references to the child nodes. A tree holds a reference to 
the root node.

public class Tree
{
   private Node root;

   class Node
   {
      public Object data;
      public List<Node> children;
   }

   public Tree(Object rootData)
   {
      root = new Node();
      root.data = rootData;
      root.children = new ArrayList<>();
   }

   public void addSubtree(Tree subtree)
   {
      root.children.add(subtree.root);
   }
   . . .
}

A tree class uses 
a node class to 
represent nodes 
and has an instance 
variable for the  
root node.

Figure 3 An Inheritance Tree

Question

MultiChoiceQuestion

FillInQuestion ChoiceQuestion NumericQuestion FreeResponseQuestion
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Note that, as with linked lists, the Node class is nested inside the Tree class. It is consid-
ered an implementation detail. Users of the class only work with Tree objects.

When computing properties of trees, it is often convenient to use recursion. For 
example, consider the task of computing the tree size, that is, the number of nodes 
in the tree. Compute the sizes of its subtrees, add them up, and add one for the root.

For example, in Figure 1, the tree with root node Elizabeth II has four subtrees, 
with node counts 3, 4, 3, and 3, yielding a count of 1 + 3 + 4 + 3 + 3 = 14 for that tree.

Formally, if r is the root node of a tree, then

size(r) = 1 + size(c1) + ... + size(ck), where c1 ... ck are the children of r

. . . 

size(c1)

size(c2)

size(ck)

1

To implement this size method, first provide a recursive helper:
class Node
{
   . . .
   public int size()
   {
      int sum = 0;
      for (Node child : children) { sum = sum + child.size(); }
      return 1 + sum;
   }
}

Then call this helper method from a method of the Tree class:
public class Tree
{
   . . .
   public int size() { return root.size(); }
}

It is useful to allow an empty tree; a tree whose root node is null. This is analogous to 
an empty list—a list with no elements. Because we can’t invoke the helper method on 
a null reference, we need to refine the Tree class’s size method:

public int size() 
{ 
   if (root == null) { return 0; }
   else { return root.size(); }
}

1. What are the paths starting with Anne in the tree shown in Figure 1?
2. What are the roots of the subtrees consisting of three nodes in the tree shown in 

Figure 1?
3. What is the height of the subtree with root Anne?
4. What are all possible shapes of trees of height 3 with two leaves?

© Yvette Harris/iStockphoto.When computing tree 
properties, it is com-
mon to recursively 
visit smaller and 
smaller subtrees.

Many tree properties 
are computed with 
recursive methods.

FULL CODE EXAMPLE

Go to wiley.com/go/
bjeo6code to down-
load the code for the 
Tree class and recur-
sive size method.
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5. Describe a recursive algorithm for counting all leaves in a tree.
6. Using the public interface of the Tree class in this section, construct a tree that is 

identical to the subtree with root Anne in Figure 1.
7. Is the size method of the Tree class recursive? Why or why not?

Practice It Now you can try these exercises at the end of the chapter: R17.1, R17.2, E17.1.

17.2 Binary Trees
In the following sections, we discuss binary trees, 
trees in which each node has at most two children. 
As you will see throughout this chapter, binary 
trees have many very important applications.

17.2.1 Binary Tree Examples

In this section, you will see several typical examples of binary trees. Figure 4 shows a 
decision tree for guessing an animal from one of several choices. Each non-leaf node 
contains a question. The left subtree corresponds to a “yes” answer, and the right 
subtree to a “no” answer.

This is a binary tree because every node has either two children (if it is a decision) 
or no children (if it is a conclusion). Exercises E17.4 and P17.7 show you how you 
can build decision trees that ask good questions for a particular data set.

© kali9/iStockphoto.

In a binary tree, each node has a left 
and a right child node.

A binary tree consists 
of nodes, each of 
which has at most 
two child nodes.

© AlbanyPictures/iStockphoto.
A decision tree con-
tains questions used 
to decide among a 
number of options.

Figure 4 A Decision Tree for an Animal Guessing Game

Is it a mammal?

Does it have stripes?

Is it a carnivore? It is a pig.

It is a tiger. It is a zebra. It is a penguin. It is an ostrich.

Does it �y?

It is an eagle. Does it swim?
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Figure 5 A Huffman Tree for Encoding the Thirteen Characters of Hawaiian Text

A

O K

L H U INE

M

PW

'

Encoded as 010.

0           1

0           1 0           1

0       10       1 0       1

0      10      1 0      1 0      1

0      1

0      1

Another example of a binary tree is a Huffman tree. In a Huffman tree, the leaves 
contain symbols that we want to encode. To encode a particular symbol, walk along 
the path from the root to the leaf containing the symbol, and produce a zero for every 
left turn and a one for every right turn. For example, in the Huffman tree of Figure 5, 
an H is encoded as 0001 and an A as 10. Worked Example 17.1 shows how to build a 
Huffman tree that gives the shortest codes for the most frequent symbols.

Binary trees are also used to show the evaluation order in arithmetic expressions. 
For example, Figure 6 shows the trees for the expressions

(3 + 4) * 5
3 + 4 * 5

The leaves of the expression trees contain numbers, and the interior nodes contain the 
operators. Because each operator has two operands, the tree is binary.

In a Huffman tree, 
the left and right 
turns on the paths to 
the leaves describe 
binary encodings.

An expression tree 
shows the order  
of evaluation in  
an arithmetic 
expression. 

Figure 6 Expression Trees
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17.2.2 Balanced Trees

When we use binary trees to store data, as we will 
in Section 17.3, we would like to have trees that are 
balanced. In a balanced tree, all paths from the root 
to one of the leaf nodes have approximately the 
same length. Figure 7 shows examples of a balanced 
and an unbalanced tree.

Recall that the height of a tree is the number of 
nodes in the longest path from the root to a leaf. 
The trees in Figure 7 have height 5. As you can see, 
for a given height, a balanced tree can hold more 
nodes than an unbalanced tree.

We care about the height of a tree because many 
tree operations proceed along a path from the root 
to a leaf, and their efficiency is better expressed by 
the height of the tree than the number of elements 
in the tree.

A binary tree of height h can have up to n = 2h – 1 
nodes. For example, a completely filled binary tree 
of height 4 has 1 + 2 + 4 + 8 = 15 = 24 – 1 nodes (see Figure 8).

In other words, h = log2(n + 1) for a completely filled binary tree. For a balanced 
tree, we still have h ≈ log2 n. For example, the height of a balanced binary tree with 
1,000 nodes is approximately 10 (because 1000 ≈ 1024 = 210). A balanced binary tree 
with 1,000,000 nodes has a height of approximately 20 (because 106 ≈ 220). As you 
will see in Section 17.3, you can find any element in such a tree in about 20 steps. That 
is a lot faster than traversing the 1,000,000 elements of a list.

© Emrah Turudu/iStockphoto.

In a balanced binary tree, each 
subtree has approximately the 
same number of nodes.

In a balanced tree, all 
paths from the root 
to the leaves have 
approximately the 
same length.  

Figure 7 Balanced and Unbalanced Trees
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17.2.3 

Figure 8 A Completely Filled Binary Tree of Height 4

1 node

2 nodes

4 nodes

8 nodes

A Binary Tree Implementation

Every node in a binary tree has references to two children, a left child and a right 
child. Either one may be null. A node in which both children are null is a leaf.

A binary tree can be implemented in Java as follows:
public class BinaryTree
{
   private Node root;

   public BinaryTree() { root = null; } // An empty tree

   public BinaryTree(Object rootData, BinaryTree left, BinaryTree right)
   {
      root = new Node();
      root.data = rootData;
      root.left = left.root;
      root.right = right.root;
   }
   
   class Node
   {
      public Object data;
      public Node left;
      public Node right;
   }

   . . .
}

As with general trees, we often use recursion to define operations on binary trees. 
Consider computing the height of a tree; that is, the number of nodes in the longest 
path from the root to a leaf.

To get the height of the tree t, take the larger of the heights of the children and add 
one, to account for the root.

height(t) = 1 + max(height(l ), height(r))

where l and r are the left and right subtrees.
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height(l)

1

l
r

height(r)

When we implement this method, we could add a height method to the Node class. 
However, nodes can be null and you can’t call a method on a null reference. It is easier 
to make the recursive helper method a static method of the Tree class, like this:

public class BinaryTree
{
   . . .
   private static int height(Node n)
   {
      if (n == null) { return 0; }
      else { return 1 + Math.max(height(n.left), height(n.right)); }
   }
   . . .
}

To get the height of the tree, we provide this public method:
public class BinaryTree
{
   . . .
   public int height() { return height(root); }
}

Note that there are two height methods: a public method with no arguments, return-
ing the height of the tree, and a private recursive helper method, returning the height 
of a subtree with a given node as its root.

8. Encode ALOHA, using the Huffman code in Figure 5.
9. In an expression tree, where is the operator stored that gets executed last?

10. What is the expression tree for the expression 3 – 4 – 5?
11. How many leaves do the binary trees in Figure 4, Figure 5, and Figure 6 have? 

How many interior nodes?
12. Show how the recursive height helper method can be implemented as an instance 

method of the Node class. What is the disadvantage of that approach?

Practice It Now you can try these exercises at the end of the chapter: R17.4, E17.2, E17.3, E17.4.

FULL CODE EXAMPLE

Go to wiley.com/
go/bjeo6code to 
download a program 
that implements 
the animal guessing 
game in Figure 4.

© Alex Slobodkin/iStockphoto.

© Nicholas Homrich/iStockphoto.

S E L F  C H E C K

© Tom Horyn/iStockphoto.

WORkED ExAMPLE 17.1 Building a Huffman Tree

Learn how to build a Huffman tree for compressing the color 
data of an image. Go to wiley.com/go/bjeo6examples and down-
load Worked Example 17.1.

Charlotte and Emily Horstmann.

© Alex Slobodkin/iStockphoto.

C
ha

rl
ot

te
 a

nd
 E

m
ily

 
 H

or
st

m
an

n.



17.3 Binary Search Trees  775

17.3 Binary Search Trees
A set implementation is allowed to rearrange its elements in any way it chooses so 
that it can find ele ments quickly. Suppose a set implementation sorts its entries. Then 
it can use binary search to locate ele ments quickly. Binary search takes O(log(n)) 
steps, where n is the size of the set. For example, binary search in an array of 1,000 ele-
ments is able to locate an element in at most 10 steps by cutting the size of the search 
interval in half in each step.

If we use an array to store the elements of a set, inserting or removing an element is 
an O(n) operation. In the following sections, you will see how tree-shaped data struc-
tures can keep elements in sorted order with more efficient insertion and removal.

17.3.1 The Binary Search Property

A binary search tree is a binary tree in which all nodes fulfill the following property:

• The data values of all descendants to the left are less than the data value stored in 
the node, and all descendants to the right have greater data values.

d

> d
< d

The tree in Figure 9 is a binary search tree. 
We can verify the binary search property for each node in Figure 9. Consider the 

node “Juliet”. All descendants to the left have data before “Juliet”. All descendants to 
the right have data after “Juliet”. Move on to “Eve”. There is a single descendant to 
the left, with data “Adam” before “Eve”, and a single descendant to the right, with 
data “Harry” after “Eve”. Check the remaining nodes in the same way. 

Figure 10 shows a binary tree that is not a binary search tree. Look carefully—the 
root node passes the test, but its two children do not. 

All nodes in a binary 
search tree fulfill the 
property that the 
descendants to the 
left have smaller data 
values than the node 
data value, and the 
descendants to the 
right have larger  
data values.

Figure 9 A Binary Search Tree

Left descendants 
Adam, Eve, Harry < Juliet

Right descendants 
Romeo, Tom > Juliet

Left descendant 
Adam < Eve

Right descendant 
Tom > Romeo

Juliet

Eve Romeo

Adam Harry Tom
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Figure 10 A Binary Tree That Is Not a Binary Search Tree

Eve 
is in the left subtree 

but Eve > Adam

Romeo 
is in the right subtree 

but Romeo < Tom

Juliet

Adam Tom

Eve Harry Romeo

When you implement binary search tree classes, the data variable should have type 
Comparable, not Object. After all, you must be able to compare the values in a binary 
search tree in order to place them into the correct position.

public class BinarySearchTree
{ 
   private Node root;
 
   public BinarySearchTree() { . . . }
   public void add(Comparable obj) { . . . }
   . . .
   class Node
   { 
      public Comparable data;
      public Node left;
      public Node right;

      public void addNode(Node newNode) { . . . }
      . . .
   }
}

17.3.2 Insertion

To insert data into the tree, use the following algorithm: 

• If you encounter a non-null node reference, look at its data value. If the data value 
of that node is larger than the value you want to insert, continue the process with 
the left child. If the node’s data value is smaller than the one you want to insert, 
continue the process with the right child. If the node’s data value is the same as the 
one you want to insert, you are done, because a set does not store duplicate values.

• If you encounter a null node reference, replace it with the new node. 

For example, consider the tree in Figure 11. It is the result of the following statements:
BinarySearchTree tree = new BinarySearchTree();
tree.add("Juliet"); 1
tree.add("Tom");       2
tree.add("Diana");  3
tree.add("Harry");     4

To insert a value into 
a binary search tree, 
keep comparing the 
value with the node 
data and follow the 
nodes to the left or 
right, until reaching a 
null node.
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Figure 11 Binary Search Tree After Four Insertions

1

23

4

Juliet

Diana Tom

Harry

We want to insert a new element Romeo into it:
tree.add("Romeo");  5

Start with the root node, Juliet. Romeo comes after Juliet, so you move to the right 
subtree. You encounter the node Tom. Romeo comes before Tom, so you move to the left 
subtree. But there is no left subtree. Hence, you insert a new Romeo node as the left 
child of Tom (see Figure 12). 

You should convince yourself that the resulting tree is still a binary search tree. 
When Romeo is inserted, it must end up as a right descendant of Juliet—that is what the 
binary search tree condition means for the root node Juliet. The root node doesn’t 
care where in the right subtree the new node ends up. Moving along to Tom, the right 
child of Juliet, all it cares about is that the new node Romeo ends up somewhere on its 
left. There is nothing to its left, so Romeo becomes the new left child, and the resulting 
tree is again a binary search tree. 

Here is the code for the add method of the BinarySearchTree class: 
public void add(Comparable obj)
{ 
   Node newNode = new Node();
   newNode.data = obj;
   newNode.left = null;
   newNode.right = null;
   if (root == null) { root = newNode; }
   else { root.addNode(newNode); }
}

Figure 12 Binary Search Tree After Five Insertions

Juliet

Diana Tom

Harry
5

Romeo

Romeo comes
after Juliet

Romeo comes
before Tom
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If the tree is empty, simply set its root to the new node. Otherwise, you know that 
the new node must be inserted somewhere within the nodes, and you can ask the root 
node to perform the insertion. That node object calls the addNode method of the Node 
class, which checks whether the new object is less than the object stored in the node. 
If so, the element is inserted in the left subtree; if not, it is inserted in the right subtree: 

class Node
{ 
   . . .
   public void addNode(Node newNode)
   { 
      int comp = newNode.data.compareTo(data);
      if (comp < 0)
      { 
         if (left == null) { left = newNode; }
         else { left.addNode(newNode); }
      }
      else if (comp > 0)
      { 
         if (right == null) { right = newNode; }
         else { right.addNode(newNode); }
      } 
   }
   . . .
}

Let’s trace the calls to addNode when inserting Romeo into the tree in Figure 11. The first 
call to addNode is 

root.addNode(newNode)

Because root points to Juliet, you compare Juliet with Romeo and find that you must 
call 

root.right.addNode(newNode)

The node root.right is Tom. Compare the data values again (Tom vs. Romeo) and find that 
you must now move to the left. Because root.right.left is null, set root.right.left to 
newNode, and the insertion is complete (see Figure 12). 

Unlike a linked list or an array, and like a hash table, a binary tree has no insert posi-
tions. You cannot select the position where you would like to insert an element into a 
binary search tree. The data structure is self-organizing; that is, each element finds its 
own place.

17.3.3 Removal

We will now discuss the removal algorithm. Our task is to remove a node from the 
tree. Of course, we must first find the node to be removed. That is a simple matter, 
due to the characteristic property of a binary search tree. Compare the data value to 
be removed with the data value that is stored in the root node. If it is smaller, keep 
looking in the left subtree. Otherwise, keep looking in the right subtree. 

Let us now assume that we have located the node that needs to be removed. First, 
let us consider the easiest case. If the node to be removed has no children at all, then 
the parent link is simply set to null (Figure 13).

When the node to be removed has only one child, the situation is still simple (see 
Figure 14). 
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Figure 13 Removing a Node with No Children

Parent

Node to be removed

Set to null

Figure 14 Removing a Node with One Child

Parent

Node to be removed

Reroute
link

To remove the node, simply modify the parent link that points to the node so that 
it points to the child instead.

The case in which the node to be removed has two children is more challenging. 
Rather than removing the node, it is easier to replace its data value with the next larger 
value in the tree. That replacement pre serves the binary search tree property. (Alter-
natively, you could use the largest element of the left sub tree—see Exercise P17.5).

To locate the next larger value, go to the right subtree and find its smallest data 
value. Keep following the left child links. Once you reach a node that has no left 
child, you have found the node containing the smallest data value of the subtree. Now 
remove that node—it is easily removed because it has at most one child to the right. 
Then store its data value in the original node that was slated for removal. Figure 15 
shows the details. 

When removing a 
node with only one 
child from a binary 
search tree, the child 
replaces the node to 
be removed.

When removing 
a node with two 
children from a 
binary search tree, 
replace it with the 
smallest node of the 
right subtree.

Figure 15  
Removing a Node  
with Two Children

Node to be removed

Smallest child in
right subtree

Reroute
link

Copy
value
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At the end of this section, you will find the source code for the BinarySearchTree 
class. It contains the add and remove methods that we just described, a find method that 
tests whether a value is present in a binary search tree, and a print method that we will 
analyze in Section 17.4. 

17.3.4 Efficiency of the Operations

Now that you have seen the implementation of this data structure, you may well 
wonder whether it is any good. Like nodes in a list, the nodes are allocated one at 
a time. No existing elements need to be moved when a new element is inserted or 
removed; that is an advantage. How fast insertion and removal are, however, depends 
on the shape of the tree. These operations are fast if the tree is balanced.

Because the operations of finding, adding, and removing an element process the 
nodes along a path from the root to a leaf, their execution time is proportional to the 
height of the tree, and not to the total number of nodes in the tree. 

For a bal anced tree, we have h ≈ O(log(n)). Therefore, inserting, finding, or remov-
ing an element is an O(log(n)) operation. On the other hand, if the tree happens to be 
unbalanced, then binary tree operations can be slow—in the worst case, as slow as 
insertion into a linked list. Table 2 summarizes these observations.

If elements are added in fairly random order, the resulting tree is likely to be well 
balanced. However, if the incoming elements happen to be in sorted order already, 
then the resulting tree is completely unbal anced. Each new element is inserted at the 
end, and the entire tree must be traversed every time to find that end! 

Binary search trees work well for random data, but if you suspect that the data in 
your application might be sorted or have long runs of sorted data, you should not 
use a binary search tree. There are more sophisticated tree structures whose methods 
keep trees balanced at all times. In these tree structures, one can guarantee that find-
ing, adding, and removing elements takes O(log(n)) time. The standard Java library 
uses red-black trees, a special form of balanced binary trees, to implement sets and 
maps. We discuss these structures in Section 17.5. 

Table 2  Efficiency of Binary Search Tree Operations

Operation
Balanced Binary 

Search Tree
Unbalanced Binary 

Search Tree

Find an element. O(log(n)) O(n)

Add an element. O(log(n)) O(n)

Remove an element. O(log(n)) O(n)

section_3/BinarySearchTree.java

1 /**
2    This class implements a binary search tree whose
3    nodes hold objects that implement the Comparable
4    interface.
5 */

In a balanced tree, 
all paths from the 
root to the leaves 
have about the 
same length.

If a binary search 
tree is balanced, then 
adding, locating, or 
removing an element 
takes O(log(n)) time.
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6 public class BinarySearchTree
7 { 
8    private Node root;
9 

10    /**
11       Constructs an empty tree.
12    */
13    public BinarySearchTree()
14    { 
15       root = null;
16    }
17    
18    /**
19       Inserts a new node into the tree.
20       @param obj the object to insert
21    */
22    public void add(Comparable obj) 
23    { 
24       Node newNode = new Node();
25       newNode.data = obj;
26       newNode.left = null;
27       newNode.right = null;
28       if (root == null) { root = newNode; }
29       else { root.addNode(newNode); }
30    }
31 
32    /**
33       Tries to find an object in the tree.
34       @param obj the object to find
35       @return true if the object is contained in the tree
36    */
37    public boolean find(Comparable obj)
38    {
39       Node current = root;
40       while (current != null)
41       {
42          int d = current.data.compareTo(obj);
43          if (d == 0) { return true; }
44          else if (d > 0) { current = current.left; }
45          else { current = current.right; }
46       }
47       return false;
48    }
49      
50    /**
51       Tries to remove an object from the tree. Does nothing
52       if the object is not contained in the tree.
53       @param obj the object to remove
54    */
55    public void remove(Comparable obj)
56    {
57       // Find node to be removed
58 
59       Node toBeRemoved = root;
60       Node parent = null;
61       boolean found = false;
62       while (!found && toBeRemoved != null)
63       {
64          int d = toBeRemoved.data.compareTo(obj);
65          if (d == 0) { found = true; }
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66          else 
67          {
68             parent = toBeRemoved;
69             if (d > 0) { toBeRemoved = toBeRemoved.left; }
70             else { toBeRemoved = toBeRemoved.right; }
71          }
72       }
73 
74       if (!found) { return; }
75 
76       // toBeRemoved contains obj
77 
78       // If one of the children is empty, use the other
79 
80       if (toBeRemoved.left == null || toBeRemoved.right == null)
81       {
82          Node newChild;
83          if (toBeRemoved.left == null) 
84          {
85             newChild = toBeRemoved.right;
86          }
87          else 
88          {
89             newChild = toBeRemoved.left;
90          }
91 
92          if (parent == null) // Found in root
93          {
94             root = newChild;
95          }
96          else if (parent.left == toBeRemoved)
97          {
98             parent.left = newChild;
99          }

100           else 
101           {
102              parent.right = newChild;
103           }
104           return;
105        }
106        
107        // Neither subtree is empty
108  
109        // Find smallest element of the right subtree
110  
111        Node smallestParent = toBeRemoved;
112        Node smallest = toBeRemoved.right;
113        while (smallest.left != null)
114        {
115           smallestParent = smallest;
116           smallest = smallest.left;
117        }
118  
119        // smallest contains smallest child in right subtree
120           
121        // Move contents, unlink child
122  
123        toBeRemoved.data = smallest.data;
124        if (smallestParent == toBeRemoved)
125        {
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126           smallestParent.right = smallest.right;
127        }
128        else
129        {
130           smallestParent.left = smallest.right;
131        }
132     }
133  
134     /**
135        Prints the contents of the tree in sorted order.
136     */
137     public void print()
138     { 
139        print(root);
140        System.out.println();
141     }  
142  
143     /**
144        Prints a node and all of its descendants in sorted order.
145        @param parent the root of the subtree to print
146     */
147     private static void print(Node parent)
148     {  
149        if (parent == null) { return; }
150        print(parent.left);
151        System.out.print(parent.data + " ");
152        print(parent.right);
153     }
154  
155     /**
156        A node of a tree stores a data item and references
157        to the left and right child nodes.
158     */
159     class Node
160     {  
161        public Comparable data;
162        public Node left;
163        public Node right;
164  
165        /**
166           Inserts a new node as a descendant of this node.
167           @param newNode the node to insert
168        */
169        public void addNode(Node newNode)
170        {  
171           int comp = newNode.data.compareTo(data);
172           if (comp < 0)
173           {  
174              if (left == null) { left = newNode; }
175              else { left.addNode(newNode); }
176           }
177           else if (comp > 0)
178           {  
179              if (right == null) { right = newNode; }
180              else { right.addNode(newNode); }
181           }
182        }
183     }
184  }
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13. What is the difference between a tree, a binary tree, and a balanced binary tree?
14. Are the left and right children of a binary search tree always binary search trees? 

Why or why not? 
15. Draw all binary search trees containing data values A, B, and C.
16. Give an example of a string that, when inserted into the tree of Figure 12, 

becomes a right child of Romeo.
17. Trace the removal of the node “Tom” from the tree in Figure 12.
18. Trace the removal of the node “Juliet” from the tree in Figure 12.

Practice It Now you can try these exercises at the end of the chapter: R17.7, R17.13, R17.15, 
E17.6.

17.4 Tree Traversal
We often want to visit all elements in a tree. There are many different orderings in 
which one can visit, or traverse, the tree elements. The following sections introduce 
the most common ones.

17.4.1 Inorder Traversal

Suppose you inserted a number of data values into a binary search tree. What can you 
do with them? It turns out to be surprisingly simple to print all elements in sorted 
order. You know that all data in the left subtree of any node must come before the 
root node and before all data in the right subtree. That is, the following algorithm will 
print the elements in sorted order: 

Print the left subtree.
Print the root data.
Print the right subtree.

Let’s try this out with the tree in Figure 12 on page 777. The algorithm tells us to 

1. Print the left subtree of Juliet; that is, Diana and descendants.
2. Print Juliet.
3. Print the right subtree of Juliet; that is, Tom and descendants.

How do you print the subtree starting at Diana? 

1. Print the left subtree of Diana. There is nothing to print.
2. Print Diana.
3. Print the right subtree of Diana, that is, Harry.

That is, the left subtree of Juliet is printed as 
Diana Harry

The right subtree of Juliet is the subtree starting at Tom. How is it printed? Again, 
using the same algo rithm: 

1. Print the left subtree of Tom, that is, Romeo.
2. Print Tom.
3. Print the right subtree of Tom. There is nothing to print.

© Nicholas Homrich/iStockphoto.
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To visit all elements 
in a tree, visit the 
root and recursively 
visit the subtrees. 
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Thus, the right subtree of Juliet is printed as 
Romeo Tom

Now put it all together: the left subtree, Juliet, and the right subtree: 
Diana Harry Juliet Romeo Tom

The tree is printed in sorted order. 
It is very easy to implement this print method. We start with a recursive helper 

method: 
private static void print(Node parent)
{ 
   if (parent == null) { return; }
   print(parent.left);
   System.out.print(parent.data + " ");
   print(parent.right);
}

To print the entire tree, start this recursive printing process at the root:
public void print()
{
   print(root);
} 

This visitation scheme is called inorder traversal (visit the left subtree, the root, the 
right subtree). There are two related traversal schemes, called preorder traversal and 
postorder traversal, which we discuss in the next section. 

17.4.2 Preorder and Postorder Traversals

In Section 17.4.1, we visited a binary tree in order: 
first the left subtree, then the root, then the right 
subtree. By modifying the visitation rules, we 
obtain other traversals.

In preorder traversal, we visit the root before 
visiting the subtrees, and in postorder traversal, 
we visit the root after the subtrees. 

Preorder(n) Postorder(n)
Visit n. For each child c of n
For each child c of n  Postorder(c).
 Preorder(c). Visit n.

These two visitation schemes will not print a binary search tree in sorted order. How-
ever, they are important in other applications. Here is an example. 

In Section 17.2, you saw trees for arithmetic expressions. Their leaves store num-
bers, and their interior nodes store opera tors. The expression trees describe the order 
in which the operators are applied. 

Let’s apply postorder traversal to the expression trees in Figure 6 on page 771. 
The first tree yields

3 4 + 5 *

whereas the second tree yields
3 4 5 * +

© Pawel Gaul/iStockphoto.When visiting all nodes of a tree, one 
needs to choose a traversal order.

We distinguish 
between preorder, 
inorder, and 
postorder traversal.
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You can interpret the traversal result as an expression in “reverse Polish notation” 
(see Special Topic 15.2), or equivalently, instructions for a stack-based calculator (see 
Section 15.6.2). 

Here is another example of the importance of traversal order. Consider a directory 
tree such as the following: 

Sample Code

ch01 ch02

section_4 section_1 section_2 worked_example_1 how_to_1

These directories are 
removed �rst.

This directory is 
removed last.

Consider the task of removing all directories from such a tree, with the restriction 
that you can only remove a directory when it contains no other directories. In this 
case, you use a postorder traversal.

Conversely, if you want to copy the directory tree, you start copying the root, 
because you need a target directory into which to place the children. This calls for 
preorder traversal.

Sample Code Sample Code

ch01 ch02

section_4 section_1 section_2 worked_example_1 how_to_1

These �les can be 
copied after the parent 

has been copied.

Note that pre- and postorder traversal can be defined for any trees, not just binary 
trees (see the sample code for this section). However, inorder traversal makes sense 
only for binary trees. 

17.4.3 The Visitor Pattern

In the preceding sections, we simply printed each tree node that we visited. Often, 
we want to process the nodes in some other way. To make visitation more generic, we 
define an interface type

public interface Visitor
{
   void visit(Object data);
} 

Postorder traversal  
of an expression 
tree yields the 
instructions for 
evaluating the 
expression on 
a stack-based 
calculator.
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The preorder method receives an object of some class that implements this interface 
type, and calls its visit method:

private static void preorder(Node n, Visitor v)
{
   if (n == null) { return; }
   v.visit(n.data);
   for (Node c : n.children) { preorder(c, v); }
}

public void preorder(Visitor v) { preorder(root, v); }

Methods for postorder and, for a binary tree, inorder traversals can be implemented 
in the same way. 

Let’s say we want to count short names (with at most five letters). The following 
visitor will do the job. We’ll make it into an inner class of the method that uses it.

public static void main(String[] args)
{
   BinarySearchTree bst = . . .; 

   class ShortNameCounter implements Visitor
   {
      public int counter = 0;
      public void visit(Object data) 
      {
         if (data.toString().length() <= 5) { counter++; }
      }
   }
   
   ShortNameCounter v = new ShortNameCounter();
   bst.inorder(v);
   System.out.println("Short names: " + v.counter);
}

Here, the visitor object accumulates the count. After the visit is complete, we can 
obtain the result. Because the class is an inner class, we don’t worry about making the 
counter private. 

17.4.4 Depth-First and Breadth-First Search

The traversals in the preceding sections are 
expressed using recursion. If you want to process 
the nodes of a tree, you supply a visitor, which is 
applied to all nodes. Sometimes, it is useful to use 
an iterative approach instead. Then you can stop 
processing nodes when a goal has been met. 

To visit the nodes of a tree iteratively, we 
replace the recursive calls with a stack that keeps 
track of the children that need to be visited. Here 
is the algorithm:

Push the root node on a stack.
While the stack is not empty
 Pop the stack; let n be the popped node.
 Process n.
 Push the children of n on the stack, starting with the last one.

© David Jones/iStockphoto.

In a depth-first search, one moves 
as quickly as possible to the deepest 
nodes of the tree.
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This algorithm is called depth-first search because it goes deeply into the tree and then 
backtracks when it reaches the leaves (see Figure 16). Note that the tree can be an 
arbitrary tree––it need not be binary.

We push the children on the stack in right-to-left order so that the visit starts with the 
leftmost path. In this way, the nodes are visited in preorder. If the leftmost child had 
been pushed first, we would still have a depth-first search, just in a less intuitive order. 

If we replace the stack with a queue, the visitation order changes. Instead of going 
deeply into the tree, we first visit all nodes at the same level before going on to the 
next level. This is called breadth-first search (Figure 17).

For this algorithm, we modify the Visitor interface of Section 17.4.3. The visit method 
now returns a flag indicating whether the traversal should continue. For example, if 
you want to visit the first ten nodes, you should provide an implementation of the 
Visitor interface whose visit method returns false when it has visited the tenth node.

Here is an implementation of the breadth-first algorithm:
public interface Visitor
{
   boolean visit(Object data);
} 

public void breadthFirst(Visitor v)
{
   if (root == null) { return; }
   Queue<Node> q = new LinkedList<>();
   q.add(root);
   boolean more = true;
   while (more && q.size() > 0)
   {
      Node n = q.remove();
      more = v.visit(n.data);

Depth-first search 
uses a stack to track 
the nodes that it still 
needs to visit.

Figure 16  
Depth-First  
Search
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      if (more) 
      {
         for (Node c : n.children) { q.add(c); }
      }
   }
}

For depth-first search, replace the queue with a stack (Exercise E17.9).

17.4.5 Tree Iterators

The Java collection library uses iterators to process elements of a tree, like this:
TreeSet<String> t = . . .
Iterator<String> iter = t.iterator();
String first = iter.next();
String second = iter.next();

It is easy to implement such an iterator with depth-first or breadth-first search. Make 
the stack or queue into an instance variable of the iterator object. The next method 
executes one iteration of the loop that you saw in the last section. 

class BreadthFirstIterator 
{
   private Queue<Node> q;
   public BreadthFirstIterator(Node root) 
   {
      q = new LinkedList<>(); 
      if (root != null) { q.add(root); } 
   }
   public boolean hasNext() { return q.size() > 0; }
   public Object next()
   {
      Node n = q.remove();
      for (Node c : n.children) { q.add(c); }
      return n.data;
   }
}

Note that there is no visit method. The user of the iterator receives the node data, 
processes it, and decides whether to call next again. 

This iterator produces the nodes in breadth-first order. For a binary search tree, 
one would want the nodes in sorted order instead. Exercise P17.9 shows how to 
implement such an iterator.

19. What are the inorder traversals of the two trees in Figure 6 on page 771?
20. Are the trees in Figure 6 binary search trees?
21. Why did we have to declare the variable v in the sample program in Section 

17.4.4 as ShortNameCounter and not as Visitor?
22. Consider this modification of the recursive inorder traversal. We want traversal 

to stop as soon as the visit method returns false for a node.
public static void inorder(Node n, Visitor v)
{
   if (n == 0) { return; }
   inorder(n.left, v);
   if (v.visit(n.data)) { inorder(n.right, v); }

FULL CODE EXAMPLE

Go to wiley.com/go/
bjeo6code to down-
load a program that 
demonstrates preor-
der and breadth-first 
traversal in a tree.

© Alex Slobodkin/iStockphoto.

© Nicholas Homrich/iStockphoto.
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}

Why doesn’t that work?
23. In what order are the nodes in Figure 17 visited if one pushes children on the 

stack from left to right instead of right to left? 
24. What are the first eight visited nodes in the breadth-first traversal of the tree in 

Figure 1?

Practice It Now you can try these exercises at the end of the chapter: R17.11, R17.14, E17.8.

17.5 Red-Black Trees
As you saw in Section 17.3, insertion and removal in a binary search tree are O(log(n)) 
operations provided that the tree is balanced. In this section, you will learn about 
red-black trees, a special kind of binary search tree that rebalances itself after each 
insertion or removal. With red-black trees, we can guarantee efficiency of these oper-
ations. In fact, the Java Collections framework uses red-black trees to implement tree 
sets and tree maps.

17.5.1 Basic Properties of Red-Black Trees

A red-black tree is a binary search tree with the following additional properties:

• Every node is colored red or black.
• The root is black.
• A red node cannot have a red child (the “no double reds” rule).
• All paths from the root to a null have the same number of black nodes (the “equal 

exit cost” rule).

Of course, the nodes aren’t actually colored. Each node simply has a flag to indicate 
whether it is considered red or black. (The choice of these colors is traditional; one 
could have equally well used some other attributes. Perhaps, in an alternate universe, 
students learn about chocolate-vanilla trees.)

In a red-black tree, 
node coloring rules 
ensure that the tree 
is balanced.  

Figure 18  
A Red-Black Tree
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Figure 19 A Tree that Violates the “Equal Exit Cost” Rule
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null null null
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Path to here 
has cost 1

Instead of thinking of the colors, 
imagine each node to be a toll booth. As 
you travel from the root to one of the 
null references (an exit), you have to pay 
$1 at each black toll booth, but the red 
toll booths are free. The “equal exit cost” 
rule says that the cost of the trip is the 
same, no matter which exit you choose.

Figure 18 shows an example of a red-
black tree, and Figures 19 and 20 show 
examples of trees that violate the “equal 
exit cost” and “no double reds” rules.

Note that the “equal exit cost” rule 
does not just apply to paths that end in a 
leaf, but to any path from the root to a node with one or two empty children. For 
example, in Figure 19, the path F–B violates the equal exit cost, yet B is not a leaf.

© Virginia N/iStockphoto.Think of each node of a red-black tree as a toll 
booth. The total toll to each exit is the same.

Figure 20 A Tree that Violates the “No Double Red” Rule
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The “equal exit cost” rule eliminates highly unbalanced trees. You can’t have null 
references high up in the tree. In other words, the nodes that aren’t near the leaves 
need to have two children.

The “no double reds” rule gives some flexibility to add nodes without having to 
restructure the tree all the time. Some paths can be a bit longer than others—by alter-
nating red and black nodes—but none can be longer than twice the black height.

The cost of traveling on a path from a given node to a null (that is, the number of 
black nodes on the path), is called the black height of the node. The cost of traveling 
from the root to a null is called the black height of the tree. 

A tree with given black height bh can’t be too sparse—it must have at least 2bh – 1 
nodes (see Exercise R17.18). Or, if we turn this relationship around,

2bh – 1 ≤ n

2bh ≤ n + 1

bh ≤ log(n + 1)

The “no double reds” rule says that the total height h of a tree is at most twice the 
black height:

h ≤ 2 · bh ≤ 2 · log(n + 1)

Therefore, traveling from the root to a null is O(log(n)).

17.5.2 Insertion

To insert a new node into a red-black tree, first insert it as you would into a regular 
binary search tree (see Section 17.3.2). Note that the new node is a leaf.

If it is the first node of the tree, it must be black. Otherwise, color it red. If its par-
ent is black, we still have a red-black tree, and we are done.

However, if the parent is also red, we have a “double red” and need to fix it. Because 
the rest of the tree is a proper red-black tree, we know that the grandparent is black.

There are four possible configurations of a “double red”, shown in Figure 21.
Of course, our tree is a binary search tree, and we will now take advantage of that 

fact. In each tree of Figure 21, we labeled the smallest, middle, and largest of the three 
nodes as n1, n2, and n3. We also labeled their children in sorted order, starting with 
t1. To fix the “double red”, rearrange the three nodes as shown in Figure 22, keeping 
their data values, but updating their left and right references.

To rebalance a 
red-black tree after 
inserting an element, 
fix all double-red 
violations. 

Figure 21 The Four Possible Configurations of a “Double Red”
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Figure 22  
Fixing the “Double Red”  
Violation
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t1 t2

n2

n3

t3 t4

Because the fix preserves the sort order, the result is a binary search tree. The fix 
does not change the number of black nodes on a path. Therefore, it preserves the 
“equal exit cost” rule.

If the parent of n2 is black, we get a red-black tree, and we are done. If that parent 
is red, we have another “double red“, but it is one level closer to the root. In that case, 
fix the double-red violation of n2 and its parent. You may have to continue fixing 
double-red violations, moving closer to the root each time. If the red parent is the 
root, simply turn it black. This increments all path costs, preserving the “equal exit 
cost” rule.

Worked Example 17.2 has an implementation of this algorithm.
We can determine the efficiency with more precision than we were able to in Sec-

tion 17.5.1. To find the insertion location requires at most h steps, where h is the 
height of the tree. To fix the “double red” violations takes at most h / 2 steps. (Look 
carefully at Figures 21 and 22 to see that each fix pushes the violation up two nodes. 
If the top node of each subtree in Figure 21 has height t, then the nodes of the double-
red violation have heights t + 1 and t + 2. In Figure 22, the top node also has height t. 
If there is a double-red violation, it is between that node and its parent at height t – 1.) 
We know from Section 17.5.1 that h = O(log(n)). Therefore, insertion into a red-black 
tree is guaranteed to be O(log(n)).

17.5.3 Removal

To remove a node from a red-black tree, you first use the removal algorithm for 
binary search trees (Section 17.3.3). Note that in that algorithm, the removed node 
has at most one child. We never remove a node with two children; instead, we fill it 
with the value of another node with at most one child and remove that node. 

Two cases are easy. First, if the node to be removed is red, there is no problem with 
the removal—the resulting tree is still a red-black tree.

Next, assume that the node to be removed has a child. Because of the “equal exit 
cost” rule, the child must be red. Simply remove the parent and color the child black.

n1

n2

t1 t2

null n2

t1 t2

To be removed
Color black



794 Chapter 17  Tree Structures 

The troublesome case is the removal of a black leaf. We can’t just remove it because 
the exit cost to the null replacing it would be too low. Instead, we’ll first turn it into a 
red node.

To turn a black node into a red one, we will temporarily “bubble up” the costs, 
raising the cost of the parent by 1 and lowering the cost of the children by 1.

Add 1

Subtract 1Subtract 1

This process leaves all path costs unchanged, and it turns the black leaf into a red one 
which we can safely remove.

Now consider a black leaf that is to be 
removed. Because of the equal-exit rule, it 
must have a sibling. The sibling and the par-
ent can be black or red, but they can’t both 
be red. The leaf to be removed can be to the 
left or to the right. The figure at right shows 
all possible cases.

In the first column, bubbling up will work 
perfectly—it simply turns the red node into 
a black one and the black ones into red ones. 
One of the red ones is removed. The other 
may cause a double-red violation with one 
of its children, which we fix if necessary.

But in the other cases, a new problem arises. Adding 1 to a black parent yields a 
price of 2, which we call double-black. Subtracting 1 from a red child yields a nega-
tive-red node with a price of –1. These are not valid nodes in a red-black tree, and we 
need to eliminate them.

A negative-red node is always below a double-black one, and the pair can be elimi-
nated by the transformation shown in Figure 23.

X X X

X X X

Before removing a 
node in a red-black 
tree, turn it red and 
fix any double-black 
and double-red 
violations. 

Figure 23 Eliminating a Negative-Red Node with a Double-Black Parent
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Figure 24   
Fixing a Double-Red  
Violation Also Fixes  
a Double-Black  
Grandparent

Sometimes, the creation of a double-black node also causes a double-red violation 
below. We can fix the double-red violation as in the preceding section, but now we 
color the middle node black instead of red—see Figure 24.

To see that this transformation is valid, imagine a trip through one of the node 
sequences in Figure 24 from the top node to one of the trees below. The price of that 
portion of the trip is 2 for each tree, both before and after the transformation.

Sometimes, neither of the two transformations applies, and then we need to “bub-
ble up” again, which pushes the double-black node closer to the root. Figure 25 shows 
the possible cases.

Figure 25  
Bubbling Up a  
Double-Black Node
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If the double-black node reaches the root, we can replace it with a regular black 
node. This reduces the cost of all paths by 1 and preserves the “equal exit cost” rule.

See Worked Example 17.2 for an implementation of node removal.
Let us now determine the efficiency of this process. Removing a node from a 

binary search tree requires O(h) steps, where h is the height of the tree. The double-
black node may bubble up, perhaps all the way to the root. Bubbling up will happen 
at most h times, and its cost is constant—it only involves changing the costs of three 
nodes. If we generate a negative red, we remove it (as shown in Figure 23), and the 
bubbling stops. We may have to fix one double-red violation, which takes O(h) steps. 
It is also possible that bubbling creates a double-red violation, but its fix will absorb 
the double-black node, and bubbling also stops. The entire process takes O(h) steps. 
Because h = O(log(n)), removal from a red-black tree is also guaranteed to be 
O(log(n)).

Table 3  Efficiency of Red-Black Tree Operations

Find an element. O(log(n))

Add an element. O(log(n)) 

Remove an element. O(log(n)) 

25. Consider the extreme example of a tree with only right children 
and at least three nodes. Why can’t this be a red-black tree?

26. What are the shapes and colorings of all possible red-black trees 
that have four nodes?

27. Why does Figure 21 show all possible configurations of a 
double-red violation?

28. When inserting an element, can there ever be a triple-red violation in Figure 21? 
That is, can you have a red node with two red children? (For example, in the first 
tree, can t1 have a red root?)

29. When removing an element, show that it is possible to have a triple-red violation 
in Figure 23.

30. What happens to a triple-red violation when the double-red fix is applied?

Practice It Now you can try these exercises at the end of the chapter: R17.18, R17.20, E17.11.

Adding or removing 
an element in a 
red-black tree is an 
O(log(n)) operation. 

© Nicholas Homrich/iStockphoto.
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WORkED ExAMPLE 17.2 Implementing a Red-Black Tree

Learn how to implement a red-black tree as described in Section 17.5. Go to wiley.com/go/
bjeo6examples and download Worked Example 17.2.

© Alex Slobodkin/iStockphoto.
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17.6 Heaps
In this section, we discuss a tree structure that is 
particularly suited for implementing a priority 
queue from which the smallest element can be 
removed efficiently. (Priority queues were intro-
duced in Section 15.5.3.)

A heap (or, for greater clarity, min-heap) is a 
binary tree with two properties:

1. A heap is almost completely filled: all nodes 
are filled in, except the last level which may 
have some nodes missing toward the right 
(see Figure 26). 

2. All nodes of the tree fulfill the heap prop-
erty: the node value is at most as large as the 
values of all descendants (see Figure 27 on 
page 798). 

In particular, because the root fulfills the heap 
property, its value is the minimum of all values in 
the tree. 

A heap is superficially similar to a binary search 
tree, but there are two important differences:

1. The shape of a heap is very regular. Binary search trees can have arbitrary 
shapes.

2. In a heap, the left and right subtrees both store elements that are larger than the 
root element. In contrast, in a binary search tree, smaller elements are stored in 
the left subtree and larger elements are stored in the right subtree. 

© Lisa Marzano/iStockphoto.

In an almost complete tree, all lay-
ers but one are completely filled.

A heap is an almost 
completely filled 
binary tree in which 
the value of any node 
is less than or equal 
to the values of its 
descendants.

Figure 26 An Almost Completely Filled Tree
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Figure 27 A Heap
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Suppose you have a heap and want to insert a new element. After insertion, the heap 
property should again be fulfilled. The following algorithm carries out the insertion 
(see Figure 28). 

1. First, add a vacant slot to the end of the tree.
2. Next, demote the parent of the empty slot if it is larger than the element to be 

inserted. That is, move the parent value into the vacant slot, and move the 
vacant slot up. Repeat this demotion as long as the parent of the vacant slot is 
larger than the element to be inserted.

3. At this point, either the vacant slot is at the root, or the parent of the vacant 
slot is smaller than the element to be inserted. Insert the element into the 
vacant slot. 

Figure 28 Inserting an Element into a Heap
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Figure 28 (continued) Inserting an Element into a Heap 
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We will not consider an algorithm for removing an arbitrary node from a heap. The 
only node that we will remove is the root node, which contains the minimum of all of 
the values in the heap. Figure 29 shows the algorithm in action. 

1. Extract the root node value. 
2. Move the value of the last node of the heap into the root node, and remove the 

last node. Now the heap property may be violated for the root node, because 
one or both of its children may be smaller.

3. Promote the smaller child of the root node. Now the root node again ful fills 
the heap property. Repeat this process with the demoted child. That is, pro-
mote the smaller of its children. Continue until the demoted child has no 
smaller children. The heap property is now fulfilled again. This process is 
called “fixing the heap”. 

Figure 29 Removing the Minimum Value from a Heap
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Figure 29 (continued)  Removing the Minimum Value from a Heap
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Inserting and removing heap elements is very efficient. The reason lies in the balanced 
shape of a heap. The insertion and removal operations visit at most h nodes, where h 
is the height of the tree. A heap of height h contains at least 2h–1 elements, but less 
than 2h elements. In other words, if n is the number of elements, then 

n2 21h h≤ <−

or
n1 log ( )2h h− ≤ <

This argument shows that the insertion and removal operations in a heap with n ele-
ments take O(log(n)) steps. 

Contrast this finding with the situation of a binary search tree. When a binary 
search tree is unbalanced, it can degenerate into a linked list, so that in the worst case 
insertion and removal are O(n) operations.

Inserting or removing 
a heap element is an 
O(log(n)) operation.
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Figure 30 Storing a Heap in an Array
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Heaps have another major advantage. Because of the regular layout of the heap 
nodes, it is easy to store the node values in an array or array list. First store the first 
layer, then the second, and so on (see Figure 30). For convenience, we leave the 0 ele-
ment of the array empty. Then the child nodes of the node with index i have index 2 · i 
and 2 · i + 1 , and the parent node of the node with index i has index i 2. For example, 
as you can see in Figure 30, the children of the node with index 4 are the nodes with 
index values 8 and 9, and the parent is the node with index 2. 

Storing the heap values in an array may not be intuitive, but it is very efficient. 
There is no need to allo cate individual nodes or to store the links to the child nodes. 
Instead, child and parent positions can be determined by very simple computations. 

The program at the end of this section contains an implementation of a heap. For 
greater clarity, the computation of the parent and child index positions is carried out 
in methods getParentIndex, getLeftChild Index, and getRightChildIndex. For greater effi-
ciency, the method calls could be avoided by using expres sions index / 2, 2 * index, and 
2 * index + 1 directly. 

In this section, we have organized our heaps such that the smallest element is 
stored in the root. It is also possible to store the largest element in the root, simply by 
reversing all comparisons in the heap-building algorithm. If there is a possibility of 
misunderstanding, it is best to refer to the data structures as min-heap or max-heap.

The test program demonstrates how to use a min-heap as a priority queue.

section_6/MinHeap.java

1 import java.util.*;
2 
3 /**
4    This class implements a heap.
5 */

The regular layout  
of a heap makes 
it possible to 
store heap nodes 
efficiently in an array.
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6 public class MinHeap
7 {
8    private ArrayList<Comparable> elements;
9 

10    /**
11       Constructs an empty heap.
12    */
13    public MinHeap()
14    {
15       elements = new ArrayList<>();
16       elements.add(null); 
17    }
18 
19    /**
20       Adds a new element to this heap.
21       @param newElement the element to add
22    */
23    public void add(Comparable newElement)
24    {
25       // Add a new leaf
26       elements.add(null);
27       int index = elements.size() - 1;
28       
29       // Demote parents that are larger than the new element
30       while (index > 1 
31             && getParent(index).compareTo(newElement) > 0) 
32       {
33          elements.set(index, getParent(index));
34          index = getParentIndex(index);
35       }
36 
37       // Store the new element in the vacant slot
38       elements.set(index, newElement);
39    }
40 
41    /**
42       Gets the minimum element stored in this heap.
43       @return the minimum element
44    */
45    public Comparable peek()
46    {
47       return elements.get(1);
48    }
49 
50    /**
51       Removes the minimum element from this heap.
52       @return the minimum element
53    */
54    public Comparable remove()
55    {
56       Comparable minimum = elements.get(1);      
57 
58       // Remove last element
59       int lastIndex = elements.size() - 1;
60       Comparable last = elements.remove(lastIndex);
61 
62       if (lastIndex > 1)
63       {
64          elements.set(1, last);
65          fixHeap();     
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66       }
67 
68       return minimum;
69    }
70 
71    /**
72       Turns the tree back into a heap, provided only the root 
73       node violates the heap condition.
74    */
75    private void fixHeap()
76    {
77       Comparable root = elements.get(1);
78 
79       int lastIndex = elements.size() - 1;
80       // Promote children of removed root while they are smaller than root      
81 
82       int index = 1;
83       boolean more = true;
84       while (more)
85       {
86          int childIndex = getLeftChildIndex(index);
87          if (childIndex <= lastIndex)
88          {
89             // Get smaller child 
90 
91             // Get left child first
92             Comparable child = getLeftChild(index);
93 
94             // Use right child instead if it is smaller
95             if (getRightChildIndex(index) <= lastIndex 
96                   && getRightChild(index).compareTo(child) < 0)
97             {
98                childIndex = getRightChildIndex(index);
99                child = getRightChild(index);

100             }
101 
102             // Check if smaller child is smaller than root
103             if (child.compareTo(root) < 0) 
104             {
105                // Promote child
106                elements.set(index, child);
107                index = childIndex;
108             }
109             else
110              {
111                 // Root is smaller than both children
112                 more = false;
113              }
114           }
115           else 
116           {
117              // No children
118              more = false; 
119           }
120        }
121  
122        // Store root element in vacant slot
123        elements.set(index, root);
124     }
125  
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126     /**
127        Checks whether this heap is empty.
128     */
129     public boolean empty()
130     {
131        return elements.size() == 1;
132     }
133  
134     /**
135        Returns the index of the left child.
136        @param index the index of a node in this heap
137        @return the index of the left child of the given node
138     */
139     private static int getLeftChildIndex(int index)
140     {
141        return 2 * index;
142     }
143  
144     /**
145        Returns the index of the right child.
146        @param index the index of a node in this heap
147        @return the index of the right child of the given node
148     */
149     private static int getRightChildIndex(int index)
150     {
151        return 2 * index + 1;
152     }
153  
154     /**
155        Returns the index of the parent.
156        @param index the index of a node in this heap
157        @return the index of the parent of the given node
158     */
159     private static int getParentIndex(int index)
160     {
161        return index / 2;
162     }
163  
164     /**
165        Returns the value of the left child.
166        @param index the index of a node in this heap
167        @return the value of the left child of the given node
168     */
169     private Comparable getLeftChild(int index)
170     {
171        return elements.get(2 * index);
172     }
173  
174     /**
175        Returns the value of the right child.
176        @param index the index of a node in this heap
177        @return the value of the right child of the given node
178     */
179     private Comparable getRightChild(int index)
180     {
181        return elements.get(2 * index + 1);
182     }
183  
184     /**
185        Returns the value of the parent.
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186        @param index the index of a node in this heap
187        @return the value of the parent of the given node
188     */
189     private Comparable getParent(int index)
190     {
191        return elements.get(index / 2);
192     }
193  }

section_6/WorkOrder.java

1 /**
2    This class encapsulates a work order with a priority.
3 */
4 public class WorkOrder implements Comparable
5 {
6    private int priority;
7    private String description;
8 
9    /**

10       Constructs a work order with a given priority and description.
11       @param aPriority the priority of this work order
12       @param aDescription the description of this work order
13    */
14    public WorkOrder(int aPriority, String aDescription)
15    {
16       priority = aPriority;
17       description = aDescription;
18    }
19 
20    public String toString()
21    {
22       return "priority=" + priority + ", description=" + description;
23    }
24 
25    public int compareTo(Object otherObject)
26    {
27       WorkOrder other = (WorkOrder) otherObject;
28       if (priority < other.priority) { return -1; }
29       if (priority > other.priority) { return 1; }
30       return 0;
31    }
32 }

section_6/HeapDemo.java

1 /**
2    This program demonstrates the use of a heap as a priority queue.
3 */
4 public class HeapDemo
5 {
6    public static void main(String[] args)
7    {
8       MinHeap q = new MinHeap();
9       q.add(new WorkOrder(3, "Shampoo carpets"));

10       q.add(new WorkOrder(7, "Empty trash"));
11       q.add(new WorkOrder(8, "Water plants"));
12       q.add(new WorkOrder(10, "Remove pencil sharpener shavings"));
13       q.add(new WorkOrder(6, "Replace light bulb"));
14       q.add(new WorkOrder(1, "Fix broken sink"));
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15       q.add(new WorkOrder(9, "Clean coffee maker"));
16       q.add(new WorkOrder(2, "Order cleaning supplies"));
17 
18       while (!q.empty())
19       {
20          System.out.println(q.remove());      
21       }
22    }
23 }

Program Run

priority=1, description=Fix broken sink
priority=2, description=Order cleaning supplies
priority=3, description=Shampoo carpets
priority=6, description=Replace light bulb
priority=7, description=Empty trash
priority=8, description=Water plants
priority=9, description=Clean coffee maker
priority=10, description=Remove pencil sharpener shavings

31. The software that controls the events in a user interface keeps the events in a data 
structure. When ever an event such as a mouse move or repaint request occurs, 
the event is added. Events are retrieved according to their importance. What 
abstract data type is appropriate for this application?

32. In an almost-complete tree with 100 nodes, how many nodes are missing in the 
lowest level?

33. If you traverse a heap in preorder, will the nodes be in sorted order?
34. What is the heap that results from inserting 1 into the following?

2

3 9

5 4

35. What is the result of removing the minimum from the following?

2

3 9

5 4

Practice It Now you can try these exercises at the end of the chapter: R17.24, R17.25, E17.12.

© Nicholas Homrich/iStockphoto.
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17.7 The Heapsort Algorithm
Heaps are not only useful for implementing priority queues, they also give rise to an 
efficient sorting algorithm, heapsort. In its simplest form, the heapsort algorithm 
works as follows. First insert all elements to be sorted into the heap, then keep 
extracting the minimum. 

This algorithm is an O(n log(n)) algorithm: each insertion and removal is O(log(n)), 
and these steps are repeated n times, once for each element in the sequence that is to 
be sorted. 

The algorithm can be made a bit more efficient. Rather than inserting the elements 
one at a time, we will start with a sequence of values in an array. Of course, that array 
does not represent a heap. We will use the procedure of “fixing the heap” that you 
encountered in the preceding section as part of the ele ment removal algorithm. “Fix-
ing the heap” operates on a binary tree whose child trees are heaps but whose root 
value may not be smaller than the descendants. The procedure turns the tree into a 
heap, by repeatedly promoting the smallest child value, moving the root value to its 
proper location. 

Of course, we cannot simply apply this procedure to the initial sequence of 
unsorted values—the child trees of the root are not likely to be heaps. But we can 
first fix small subtrees into heaps, then fix larger trees. Because trees of size 1 are auto-
matically heaps, we can begin the fixing procedure with the subtrees whose roots are 
located in the next-to-last level of the tree. 

The sorting algorithm uses a generalized fixHeap method that fixes a subtree: 
public static void fixHeap(int[] a, int rootIndex, int lastIndex) 

The subtree is specified by the index of its root and of its last node. 
The fixHeap method needs to be invoked on all subtrees whose roots are in the 

next-to-last level. Then the subtrees whose roots are in the next level above are fixed, 
and so on. Finally, the fixup is applied to the root node, and the tree is turned into a 
heap (see Figure 31).

That repetition can be programmed easily. Start with the last node on the next-
to-lowest level and work toward the left. Then go to the next higher level. The node 
index values then simply run backward from the index of the last node to the index of 
the root.

int n = a.length - 1;
for (int i = (n - 1) / 2; i >= 0; i--)
{
   fixHeap(a, i, n);
}

It can be shown that this procedure turns an arbitrary array into a heap in O(n) steps.
Note that the loop ends with index 0. When working with a given array, we don’t 

have the luxury of skipping the 0 entry. We consider the 0 entry the root and adjust 
the formulas for computing the child and parent index values. 

After the array has been turned into a heap, we repeatedly remove the root ele-
ment. Recall from the preceding section that removing the root element is achieved by 
placing the last element of the tree in the root and calling the fixHeap method. Because 
we call the O(log(n)) fixHeap method n times, this process requires O(n log(n)) steps.

The heapsort 
algorithm is based on 
inserting elements 
into a heap and 
removing them in 
sorted order.

Heapsort is an 
O(n log(n)) algorithm.
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Figure 31 Turning a Tree into a Heap
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Rather than moving the root element into a separate array, we can swap the root 
element with the last element of the tree and then reduce the tree size. Thus, the 
removed root ends up in the last position of the array, which is no longer needed by 
the heap. In this way, we can use the same array both to hold the heap (which gets 
shorter with each step) and the sorted sequence (which gets longer with each step).

while (n > 0)
{
   ArrayUtil.swap(a, 0, n);
   n--;
   fixHeap(a, 0, n);
}

There is just a minor inconvenience. When we use a min-heap, the sorted sequence is 
accumulated in reverse order, with the smallest element at the end of the array. We 
could reverse the sequence after sort ing is complete. However, it is easier to use a 
max-heap rather than a min-heap in the heapsort algorithm. With this modification, 
the largest value is placed at the end of the array after the first step. After the next step, 
the next-largest value is swapped from the heap root to the second position from the 
end, and so on (see Figure 32). 

The following class implements the heapsort algorithm:

section_7/HeapSorter.java

1 /**
2    The sort method of this class sorts an array, using the heap 
3    sort algorithm.
4 */
5 public class HeapSorter
6 {
7    /**
8       Sorts an array, using selection sort.
9       @param a the array to sort

10    */
11    public static void sort(int[] a)
12    {  
13       int n = a.length - 1;
14       for (int i = (n - 1) / 2; i >= 0; i--)
15       {
16          fixHeap(a, i, n);
17       }
18       while (n > 0)
19       {

Figure 32 Using Heapsort to Sort an Array

Already sorted values

Root Last element
of unsorted heap

Largest
value
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20          ArrayUtil.swap(a, 0, n);
21          n--;
22          fixHeap(a, 0, n);
23       }
24    }
25 
26    /**
27       Ensures the heap property for a subtree, provided its
28       children already fulfill the heap property.
29       @param a the array to sort
30       @param rootIndex the index of the subtree to be fixed
31       @param lastIndex the last valid index of the tree that 
32       contains the subtree to be fixed
33    */
34    private static void fixHeap(int[] a, int rootIndex, int lastIndex)
35    {
36       // Remove root
37       int rootValue = a[rootIndex];
38 
39       // Promote children while they are larger than the root      
40 
41       int index = rootIndex;
42       boolean more = true;
43       while (more)
44       {
45          int childIndex = getLeftChildIndex(index);
46          if (childIndex <= lastIndex)
47          {
48             // Use right child instead if it is larger
49             int rightChildIndex = getRightChildIndex(index);
50             if (rightChildIndex <= lastIndex
51                   && a[rightChildIndex] > a[childIndex])
52             {
53                childIndex = rightChildIndex;
54             }
55             
56             if (a[childIndex] > rootValue) 
57             {
58                // Promote child
59                a[index] = a[childIndex];
60                index = childIndex;
61             }
62             else
63             {
64                // Root value is larger than both children
65                more = false;
66             }
67          }
68          else 
69          {
70             // No children
71             more = false; 
72          }
73       }
74 
75       // Store root value in vacant slot
76       a[index] = rootValue;
77    }
78 
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79     /**
80        Returns the index of the left child.
81        @param index the index of a node in this heap
82        @return the index of the left child of the given node
83     */
84     private static int getLeftChildIndex(int index)
85     {
86        return 2 * index + 1;
87     }
88  
89     /**
90        Returns the index of the right child.
91        @param index the index of a node in this heap
92        @return the index of the right child of the given node
93     */
94     private static int getRightChildIndex(int index)
95     {
96        return 2 * index + 2;
97     }
98  }

36. Which algorithm requires less storage, heapsort or merge sort? 
37. Why are the computations of the left child index and the right child index in the 

HeapSorter different than in MinHeap?
38. What is the result of calling HeapSorter.fixHeap(a, 0, 4) where a contains 1 4 9 5 3?
39. Suppose after turning the array into a heap, it is 9 4 5 1 3. What happens in the 

first iteration of the while loop in the sort method?
40. Does heapsort sort an array that is already sorted in O(n) time?

Practice It Now you can try these exercises at the end of the chapter: R17.28, E17.13.

Describe and implement general trees.

• A tree is composed of nodes, each of which can have child nodes.
• The root is the node with no parent. A leaf is a node with no children.
• A tree class uses a node class to represent nodes and has an instance variable for 

the root node.
• Many tree properties are computed with recursive methods.

Describe binary trees and their applications.

• A binary tree consists of nodes, each of which has at most two child nodes.
• In a Huffman tree, the left and right turns on the paths to the leaves describe 

binary encodings.
• An expression tree shows the order of evaluation in an arithmetic expression. 
• In a balanced tree, all paths from the root to the leaves have approximately the 

same length.

© Nicholas Homrich/iStockphoto.
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Explain the implementation of a binary search tree and its performance characteristics.

• All nodes in a binary search tree fulfill the property that the descendants to the 
left have smaller data values than the node data value, and the descendants to the 
right have larger data values.

• To insert a value into a binary search tree, keep comparing the value with the node 
data and follow the nodes to the left or right, until reaching a null node.

• When removing a node with only one child from a binary search tree, the child 
replaces the node to be removed.

• When removing a node with two children from a binary search tree, replace it 
with the smallest node of the right subtree.

• In a balanced tree, all paths from the root to the leaves have about the same length.
• If a binary search tree is balanced, then adding, locating, or removing an element 

takes O(log(n)) time.

Describe preorder, inorder, and postorder tree traversal.

• To visit all elements in a tree, visit the root and recursively visit the subtrees. 
• We dis tinguish between preorder, inorder, and postorder traversal.
• Postorder traversal of an expression tree yields the instructions for evaluating the 

expression on a stack-based calculator.
• Depth-first search uses a stack to track the nodes that it still needs to visit.
• Breadth-first search first visits all nodes on the same level before visiting the 

children.

Describe how red-black trees provide guaranteed O(log(n)) operations.

• In a red-black tree, node coloring rules ensure that the tree is balanced.
• To rebalance a red-black tree after inserting an element, fix all double-red 

violations.
• Before removing a node in a red-black tree, turn it red and fix any double-black 

and double-red violations. 
• Adding or removing an element in a red-black tree is an O(log(n)) operation.

Describe the heap data structure and the efficiency of its operations.

• A heap is an almost completely filled tree in which the value of any node is less 
than or equal to the values of its descendants.

• Inserting or removing a heap element is an O(log(n)) operation.
• The regular layout of a heap makes it possible to store heap nodes efficiently in 

an array.

Describe the heapsort algorithm and its run-time performance.

• The heapsort algorithm is based on inserting elements into a heap and removing 
them in sorted order.

• Heapsort is an O(n log(n)) algorithm.

© Pawel Gaul/iStockphoto.
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• R17.1 What are all possible shapes of trees of height h with one leaf? Of height 2 with k 
leaves?

•• R17.2 Describe a recursive algorithm for finding the maximum number of siblings in a tree.

••• R17.3 Describe a recursive algorithm for finding the total path length of a tree. The total 
path length is the sum of the lengths of all paths from the root to the leaves. (The 
length of a path is the number of nodes on the path.) What is the efficiency of your 
algorithm?

•• R17.4 Show that a binary tree with l leaves has at least l – 1 interior nodes, and exactly l – 1 
interior nodes if all of them have two children.

• R17.5 What is the difference between a binary tree and a binary search tree? Give exam ples 
of each. 

• R17.6 What is the difference between a balanced tree and an unbalanced tree? Give exam-
ples of each. 

• R17.7 The following elements are inserted into a binary search tree. Make a drawing that 
shows the resulting tree after each insertion. 

Adam 
Eve 
Romeo 
Juliet 
Tom 
Diana 
Harry 

•• R17.8 Insert the elements of Exercise R17.7 in opposite order. Then determine how the 
BinarySearchTree.print method from Section 17.4 prints out both the tree from Exer-
cise R17.7 and this tree. Explain how the printouts are related. 

•• R17.9 Consider the following tree. In which order are the nodes printed by the Binary-
SearchTree.print method? The numbers identify the nodes. The data stored in the 
nodes is not shown.

1

2 3

7 98 10

4 65

•• R17.10 Design an algorithm for finding the kth element (in sort order) of a binary search 
tree. How efficient is your algorithm?

•• R17.11 Design an O(log(n)) algorithm for finding the kth element in a binary search tree, 
provided that each node has an instance variable containing the size of the subtree. 
Also describe how these instance variables can be maintained by the insertion and 
removal operations without affecting their big-Oh efficiency.

R E V I E W  E x E R C I S E S
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•• R17.12 Design an algorithm for deciding whether two binary trees have the same shape. 
What is the running time of your algorithm?

• R17.13 Insert the following eleven words into a binary search tree: 
 Mary had a little lamb. Its fleece was white as snow.
Draw the resulting tree.

• R17.14 What is the result of printing the tree from Exercise R17.13 using preorder, inorder, 
and postorder traversal?

•• R17.15 Locate nodes with no children, one child, and two children in the tree of Exercise 
R17.13. For each of them, show the tree of size 10 that is obtained after removing the 
node.

•• R17.16 Repeat Exercise R17.13 for a red-black tree.

••• R17.17 Repeat Exercise R17.15 for a red-black tree.

•• R17.18 Show that a red-black tree with black height bh has at least 2bh –1 nodes. Hint: Look 
at the root. A black child has black height bh – 1. A red child must have two black 
children of black height bh – 1.

•• R17.19 Let rbts(bh) be the number of red-black trees with black height bh. Give a recursive 
formula for rbts(bh) in terms of rbts(bh – 1). How many red-black trees have heights 
1, 2, and 3? Hint: Look at the hint for Exercise R17.18.

•• R17.20 What is the maximum number of nodes in a red-black tree with black height bh?

•• R17.21 Show that any red-black tree must have fewer interior red nodes than it has black 
nodes.

••• R17.22 Show that the “black root” rule for red-black trees is not essential. That is, if one 
allows trees with a red root, insertion and deletion still occur in O(log(n)) time.

•• R17.23 Many textbooks use “dummy nodes”—black nodes with two null children—instead 
of regular null references in red-black trees. In this representation, all non-dummy 
nodes of a red-black tree have two children. How does this simplify the description 
of the removal algorithm?

•• R17.24 Could a priority queue be implemented efficiently as a binary search tree? Give a 
detailed argument for your answer.

••• R17.25 Will preorder, inorder, or postorder traversal print a heap in sorted order? Why or 
why not?

••• R17.26 Prove that a heap of height h contains at least 2h–1 elements but less than 2h ele ments. 
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••• R17.27 Suppose the heap nodes are stored in an array, starting with index 1. Prove that the 
child nodes of the heap node with index i have index 2 · i and 2 · i + 1, and the parent 
node of the heap node with index i has index i 2. 

•• R17.28 Simulate the heapsort algorithm manually to sort the array

11 27 8 14 45 6 24 81 29 33

Show all steps.

• E17.1 Write a method that counts the number of all leaves in a tree.

• E17.2 Add a method countNodesWithOneChild to the BinaryTree class.

• E17.3 Add a method swapChildren that swaps all left and right children to the BinaryTree 
class.

•• E17.4 Implement the animal guessing game described in Section 17.2.1. Start with the tree 
in Figure 4, but present the leaves as “Is it a(n) X?” If it wasn’t, ask the user what the 
animal was, and ask for a question that is true for that animal but false for X. For 
example,

Is it a mammal? Y
Does it have stripes? N
Is it a pig? N
I give up. What is it? A hamster
Please give me a question that is true for a hamster and false for a pig.
Is it small and cuddly?

In this way, the program learns additional facts.

•• E17.5 Reimplement the addNode method of the Node class in BinarySearchTree as a static 
method of the BinarySearchTree class:

private static Node addNode(Node parent, Node newNode)

If parent is null, return newNode. Otherwise, recursively add newNode to parent and 
return parent. Your implementation should replace the three null checks in the add 
and original addNode methods with just one null check.

• E17.6 Write a method of the BinarySearchTree class 
Comparable smallest()

that returns the smallest element of a tree. You will also need to add a method to the 
Node class. 

• E17.7 Add methods
void preorder(Visitor v)
void inorder(Visitor v)
void postorder(Visitor v)

to the BinaryTree class of Section 17.2.

•• E17.8 Using a visitor, compute the average value of the elements in a binary tree filled with 
Integer objects.

P R A C T I C E  E x E R C I S E S
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• E17.9 Add a method void depthFirst(Visitor v) to the Tree class of Section 17.4. Keep visit-
ing until the visit method returns false.

•• E17.10 Implement an inorder method for the BinaryTree class of Section 17.2 so that it stops 
visiting when the visit method returns false. (Hint: Have inorder return false when 
visit returns false.)

•• E17.11 Write a method for the RedBlackTree class of Worked Example 17.2 that checks that 
the tree fulfills the rules for a red-black tree.

•• E17.12 Modify the implementation of the MinHeap class so that the parent and child index 
positions and elements are computed directly, without calling helper methods.

• E17.13 Time the results of heapsort and merge sort. Which algorithm behaves better in 
practice?

••• P17.1 A general tree (in which each node can have arbitrarily many children) can be imple-
mented as a binary tree in this way: For each node with n children, use a chain of n 
binary nodes. Each left reference points to a child and each right reference points 
to the next node in the chain. Using the binary tree implementation of Section 17.2, 
implement a tree class with the same interface as the one in Section 17.1.

••• P17.2 A general tree in which all non-leaf nodes have null data can be implemented as a list 
of lists. For example, the tree

B D

C

A

is the list [[A, B], C, [D]].
Using the list implementation from Section 16.1, implement a tree class with the 
same interface as the one in Section 17.1. Hint: Use n instanceof List to check whether 
a list element n is a subtree or a leaf.

••• P17.3 Continue Exercise E17.4 and write the tree to a file when the program exits. Load 
the file when the program starts again.

••• P17.4 Change the BinarySearchTree.print method to print the tree as a tree shape. You can 
print the tree sideways. Extra credit if you instead display the tree with the root node 
centered on the top.

••• P17.5 In the BinarySearchTree class, modify the remove method so that a node with two chil-
dren is replaced by the largest child of the left subtree.

•• P17.6 Reimplement the remove method in the RedBlackTree class of Worked Example 17.2 so 
that the node is first removed using the binary search tree removal algorithm, and the 
tree is rebalanced after removal.

P R O G R A M M I N G  P R O J E C T S
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••• P17.7 The ID3 algorithm describes how to build a decision tree for a given a set of sample 
facts. The tree asks the most important questions first. We have a set of criteria 
(such as “Is it a mammal?”) and an objective that we want to decide (such as “Can 
it swim?”). Each fact has a value for each criterion and the objective. Here is a set of 
five facts about animals. (Each row is a fact.) There are four criteria and one objective 
(the columns of the table). For simplicity, we assume that the values of the criteria 
and objective are binary (Y or N).

Is it a mammal? Does it have fur? Does it have a tail? Does it lay eggs? Can it swim?

N N Y Y N

N N N  Y Y

N N Y Y Y

Y N Y N Y

Y Y Y N N 

We now need several definitions. Given any probability value p between 0 and 1, its 
uncertainty is

U p p p p p( ) = − ( ) − −( ) −( )log log2 21 1

If p is 0 or 1, the outcome is certain, and the uncertainty U(p) is 0. If p = 1 / 2, then the 
outcome is completely uncertain and U(p) = 1.

0

1

1

Let n be the number of facts and n(c = Y) be the number of facts for which the 
criterion c has the value Y. Then the uncertainty U(c, o) that c contributes to the 
outcome o is the weighted average of two uncertainties:
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Find the criterion c that minimizes the uncertainty U(c, o). That question becomes 
the root of your tree. Recursively, repeat for the subsets of the facts for which c is Y 
(in the left subtree) and N (in the right subtree). If it happens that the objective is 
constant, then you have a leaf with an answer, and the recursion stops.
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In our example, we have

Is it a mammal?

Do
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Two out of �ve 
are mammals.

One of those 
two swims.

Two of those 
three swim.

Three out of �ve 
aren’t mammals.

Therefore, we choose “Does it have fur?” as our first criterion. 
In the left subtree, look at the animals with fur. There is only one, a non-swimmer, so 
you can declare “It doesn’t swim.” For the right subtree, you now have four facts 
(the animals without fur) and three criteria. Repeat the process.

••• P17.8 Modify the expression evaluator from Section 13.5 to produce an expression tree. 
(Note that the resulting tree is a binary tree but not a binary search tree.) Then use 
postorder traversal to evaluate the expression, using a stack for the intermediate 
results.

••• P17.9 Implement an iterator for the BinarySearchTree class that visits the nodes in sorted 
order. Hint: In the constructor, keep pushing left nodes on a stack until you reach 
null. In each call to next, deliver the top of the stack as the visited node, but first push 
the left nodes in its right subtree.

E H

G

B I

A

Stack
G B A     Constructor
G B      
G E D C  
G E D
G E       After calling next
G F
G
I H        
I

FD

C

••• P17.10 Implement an iterator for the RedBlackTree class in Worked Example 17.2 that visits 
the nodes in sorted order. Hint: Take advantage of the parent links.

••• P17.11 Modify the implementation of the MinHeap class in Section 17.6 so that the 0 element 
of the array is not wasted. 
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A N S W E R S  T O  S E L F - C H E C k  Q U E S T I O N S

1. There are four paths:
Anne
Anne, Peter
Anne, Zara
Anne, Peter, Savannah

2. There are three subtrees with three nodes—
they have roots Charles, Andrew, and Edward.

3. 3.
4. 

5. If n is a leaf, the leaf count is 1.
Otherwise
 Let c1 ... cn be the children of n.
 The leaf count is leafCount(c1) + ...
  + leafCount(cn).

6. Tree t1 = new Tree("Anne");
Tree t2 = new Tree("Peter");
t1.addSubtree(t2);
Tree t3 = new Tree("Zara");
t1.addSubtree(t3);
Tree t4 = new Tree("Savannah");
t2.addSubtree(t4);

7. It is not. However, it calls a recursive 
method—the size method of the Node class.

8. A=10, L=0000, O=001, H=0001, therefore 
ALOHA = 100000001000110.

9. In the root.
10. 

11. Figure 4: 6 leaves, 5 interior nodes.
Figure 5: 13 leaves, 12 interior nodes.
Figure 6: 3 leaves, 2 interior nodes.
You might guess from these data that the 
number of leaves always equals the 

number of interior nodes + 1. That is true 
if all interior nodes have two children, 
but it is false otherwise—consider this 
tree whose root only has one child.

12. public class BinaryTree
{
   . . .
   public int height()
   {
      if (root == null) { return 0; }
      else { return root.height(); }
   }

   class Node
   {
      . . .
      public int height()
      {
         int leftHeight = 0;
         if (left != null) 
         { 
            leftHeight = left.height();
         }
         int rightHeight = 0;
         if (right != null) 
         { 
            rightHeight = right.height(); 
         }
         return 1 + Math.max(
            leftHeight, rightHeight);
      }
   }
}

This solution requires three null checks; the 
solution in Section 17.2.3 only requires one.

13. In a tree, each node can have any number of 
children. In a binary tree, a node has at most 
two children. In a balanced binary tree, all 
nodes have approximately as many descen-
dants to the left as to the right.

14. Yes––because the binary search condition 
holds for all nodes of the tree, it holds for all 
nodes of the subtrees.

15. 

5

3

–

4

–

B C

B

C B

A

A

B

A A B C C

C

A
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16. For example, Sarah. Any string between Romeo 
and Tom will do.

17. “Tom” has a single child. That child replaces 
“Tom” in the parent “Juliet”.

Juliet

Diana Romeo

Harry

18. “Juliet” has two children. We look for the 
smallest child in the right subtree, “Romeo”. 
The data replaces “Juliet”, and the node is 
removed from its parent “Tom”.

Romeo

Diana Tom

Harry

19. For both trees, the inorder traversal is 3 + 4 * 5.
20. No—for example, consider the children of +. 

Even without looking up the Unicode values 
for 3, 4, and +, it is obvious that + isn’t between 
3 and 4.

21. Because we need to call v.counter in order to 
retrieve the result.

22. When the method returns to its caller, the 
caller can continue traversing the tree. For 
example, suppose the tree is

3

–1

2

0

1

Let’s assume that we want to stop visit-
ing as soon as we encounter a zero, so visit 
returns false when it receives a zero. We first 
call inorder on the node containing 2. That 
calls inorder on the node containing 0, which 

calls inorder on the node containing –1. Then 
visit is called on 0, returning false. Therefore, 
inorder is not called on the node containing 1, 
and the inorder call on the node containing 0 
is finished, returning to the inorder call on the 
root node. Now visit is called on 2, returning 
true, and the visitation continues, even though 
it shouldn’t. See Exercise E17.10 for a fix.

23. AGIHFBEDC 
24. That’s the royal family tree, the first tree in the 

chapter: George V, Edward VIII, George VI, 
Mary, Henry, George, John, Elizabeth II.

25. The root must be black, and the second or 
third node must also be black, because of the 
“no double reds” rule. The left null of the root 
has black height 1, but the null child of the next 
black node has black height 2.

26. 

27. The top red node can be the left or right child 
of the black parent, and the bottom red node 
can be the left or right child of its (red) parent, 
yielding four configurations.

28. No. Look at the first tree. At the beginning, n2 
must have been the inserted node. Because the 
tree was a valid red-black tree before insertion, 
t1 couldn’t have had a red root. Now consider 
the step after one double-red removal. The 
parent of n2 in Figure 22 may be red, but then 
n2 can’t have a red sibling—otherwise the tree 
would not have been a red-black tree.
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29. Consider this scenario, where X is the black 
leaf to be removed.

X

n4

n2

n1
n3

Bubble up: 

X

n4

n2

n1
n3

Fix the negative-red: 

X

n3

n2

n1

n4

30. It goes away. Suppose the sibling of the red 
grandchild in Figure 21 is also red. That means 
that one of the ti has a red root. However, all of 
them become children of the black n1 and n3 in 
Figure 22.

31. A priority queue is appropriate because we 
want to get the important events first, even if 
they have been inserted later.

32. 27. The next power of 2 greater than 100 is 128, 
and a completely filled tree has 127 nodes.

33. Generally not. For example, the heap in Figure 
30 in preorder is 20 75 84 90 96 91 93 43 57 71.

34. 

35. 

36. Heapsort requires less storage because it 
doesn’t need an auxiliary array.

37. The MinHeap wastes the 0 entry to make the 
formulas more intuitive. When sorting an 
array, we don’t want to waste the 0 entry, so 
we adjust the formulas instead.

38. In tree form, that is

1

4 9

5 3

1

5 9

4 3

15

4 3

9

Remember, it’s a max-heap!
39. The 9 is swapped with 3, and the heap is fixed 

up again, yielding
 5 4 3 1 | 9.

40. Unfortunately not. The largest element is 
removed first, and it must be moved to the 
root, requiring O(log(n)) steps. The second-
largest element is still toward the end of the 
array, again requiring O(log(n)) steps, and 
so on.

2

3 9

5 4

2

3

95 4

23

95 4

23

95 4

1

4

3 9

5

3

4 9

5
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Charlotte and Emily Horstmann.
We want a short code (perhaps 0) for white and a long one (perhaps 1110) for green. Such a 
variable-length encoding minimizes the overall length of the encoded data.

1

1

1

0

0

The challenge is to build a tree that yields an optimal encoding. The following algorithm, 
developed by David Huffman when he was a graduate student, achieves this task.

Make a tree node for each symbol to be encoded. Each node has an instance variable for the 
frequency.

Add all nodes to a priority queue.
While there are two nodes left
 Remove the two nodes with the smallest frequencies.
 Make them children of a parent whose frequency is the sum of the child frequencies.
 Add the parent to the priority queue.

The remaining node is the root of the Huffman tree. 

© Tom Horyn/iStockphoto.

WORkED ExAMPLE 17.1 Building a Huffman Tree

A Huffman code encodes symbols into sequences of zeroes and ones, so that the most fre-
quently occurring symbols have the shortest encodings. The symbols can be characters of the 
alphabet, but they can also be something else. For example, when images are compressed using 
a Huffman encoding, the symbols are the colors that occur in the image.

Problem Statement Encode a child’s painting like the one below by building a Huffman 
tree with an optimal encoding. Most of the pixels are white (50%), there are lots of orange 
(20%) and pink (20%) pixels, and small amounts of yellow (5%), blue (3%), and green (2%).

© Alex Slobodkin/iStockphoto.
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The following figure shows the algorithm applied to our sample data.

1

2

3

4

5

6

50% 20% 20% 5% 2%3%

2%3%

5%50% 20% 20% 5%

2%3%

5%5%

10%50% 20% 20%

2%3%

5%5%

20% 10%

30%50% 20%

2%3%

5%5%

20% 10%

30% 20%

50%50%

2%3%

5%5%

20% 10%

30% 20%

50%50%

100%

After the tree has been constructed, the frequencies are no longer needed.
The resulting code is

White   0
Pink  100
Yellow  1010
Blue  10110
Green  10111
Orange   11

Note that this is not a code for encrypting information. The code is known to all; its purpose 
is to compress data by using the shortest codes for the most common symbols. Also note that 
the code has the property that no codeword is the prefix of another codeword. For example, 
because white is encoded as 0, no other codeword starts with 0, and because orange is 11, no 
other codeword starts with 11.
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The implementation is very straightforward. The Node class needs instance variables for 
holding the symbol to be encoded (which we assume to be a character) and its frequency. It 
must also implement the Comparable interface so that we can put nodes into a priority queue:

class Node implements Comparable<Node>
{
   public char character;
   public int frequency;
   public Node left;
   public Node right;
   public int compareTo(Node other) { return frequency - other.frequency; }
}

When constructing a tree, we need the frequencies for all characters. The tree constructor 
receives them in a Map<Character, Integer>. The frequencies need not be percentages. They can 
be counts from a sample text.

First, we make a node for each character to be encoded, and add each node to a priority 
queue:

PriorityQueue<Node> nodes = new PriorityQueue<>();
for (char ch : frequencies.keySet())
{
   Node newNode = new Node();
   newNode.character = ch;
   newNode.frequency = frequencies.get(ch);
   nodes.add(newNode);
}

Then, following the algorithm, we keep combining the two nodes with the lowest frequencies:

while (nodes.size() > 1)
{
   Node smallest = nodes.remove();
   Node nextSmallest = nodes.remove();
   Node newNode = new Node();
   newNode.frequency = smallest.frequency + nextSmallest.frequency;
   newNode.left = smallest;
   newNode.right = nextSmallest;
   nodes.add(newNode);
}
root = nodes.remove();      

Decoding a sequence of zeroes and ones is very simple: just follow the links to the left or right 
until a leaf is reached. Note that each node has either two or no children, so we only need to 
check whether one of the children is null to detect a leaf. Here we use strings of 0 or 1 charac-
ters, not actual bits, to keep the demonstration simple.

public String decode(String input)
{
   String result = "";
   Node n = root;
   for (int i = 0; i < input.length(); i++)
   {
      char ch = input.charAt(i);
      if (ch == '0')
      {
         n = n.left;
      }
      else
      {
         n = n.right;



WE4 Chapter 17  Tree Structures 

Big Java, 6e, Cay Horstmann, Copyright © 2015 John Wiley and Sons, Inc. All rights reserved.

      }
      if (n.left == null) // n is a leaf
      {
         result = result + n.character;
         n = root;
      }
   }
   return result;
}

The tree is not useful for efficient encoding because we don’t want to search through the leaves 
each time we encode a character. Instead, we will just compute a map that maps each character 
to its encoding. This can be done by recursively visiting the subtrees and remembering the cur-
rent prefix, that is, the path to the root of the subtree. Follow the left or right children, adding a 
0 or 1 to the end of that prefix, or, if the subtree is a leaf, simply add the character and the prefix 
to the map:

class Node implements Comparable<Node>
{
   . . .
   public void fillEncodingMap(Map<Character, String> map, String prefix)
   {
      if (left == null) // It’s a leaf
      {
         map.put(character, prefix);
      }
      else
      {
         left.fillEncodingMap(map, prefix + "0");
         right.fillEncodingMap(map, prefix + "1");
      }
   }
}

This recursive helper method is called from the HuffmanTree class:

public class HuffmanTree
{
   . . .
   public Map<Character, String> getEncodingMap()
   {
      Map<Character, String> map = new HashMap<>();
      if (root != null) { root.fillEncodingMap(map, ""); }
      return map;
   }
}

The demonstration program (in your ch17/worked_example_1 code folder) computes the Huff-
man encoding for the Hawaiian language, which was chosen because it uses fewer letters than 
most other languages. The frequencies were obtained from a text sample on the Internet.
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The Node Implementation
The nodes of the red-black tree need to store the “color”, which we represent as the cost of 
traversing the node:

static final int BLACK = 1;
static final int RED = 0;
private static final int NEGATIVE_RED = -1;
private static final int DOUBLE_BLACK = 2;

static class Node
{  
   public Comparable data;
   public Node left;
   public Node right;
   public Node parent;
   public int color;
   . . .
}

The first two color constants and the Node class have package visibility. We will add a test class 
to the same package, which is discussed later in this worked example.

Nodes in a red-black tree also have a link to the parent. When adding or moving a node, it 
is important that the parent and child links are synchronized. Because this synchronization is 
tedious and error-prone, we provide several helper methods:

public class RedBlackTree
{
   . . .
   static class Node
   {  
      . . .
      
      /**
         Sets the left child and updates its parent reference.
         @param child the new left child
      */
      public void setLeftChild(Node child)
      {
         left = child;
         if (child != null) { child.parent = this; }
      }
      
      /**
         Sets the right child and updates its parent reference.
         @param child the new right child
      */
      public void setRightChild(Node child)
      {
         right = child;
         if (child != null) { child.parent = this; }
      }

© Tom Horyn/iStockphoto.

WORkED ExAMPLE 17.2 Implementing a Red-Black Tree

Problem Statement Implement a red-black tree using the algorithm for adding and 
removing elements from Section 17.5. Read that section first if you have not done so already.

© Alex Slobodkin/iStockphoto.
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   }

   /**
      Updates the parent’s and replacement node’s links when a node is replaced.
      Also updates the root reference if the root is replaced.
      @param toBeReplaced the node that is to be replaced
      @param replacement the node that replaces that node
   */
   private void replaceWith(Node toBeReplaced, Node replacement)
   {
      if (toBeReplaced.parent == null) 
      { 
         replacement.parent = null; 
         root = replacement; 
      }
      else if (toBeReplaced == toBeReplaced.parent.left) 
      { 
         toBeReplaced.parent.setLeftChild(replacement); 
      }
      else 
      { 
         toBeReplaced.parent.setRightChild(replacement); 
      }
   }
}

Insertion
Insertion is handled as it is in a binary search tree. We insert a red node. Afterward, we call a 
method that fixes up the tree so it is a red-black tree again:

public void add(Comparable obj) 
{  
   Node newNode = new Node();
   newNode.data = obj;
   newNode.left = null;
   newNode.right = null;
   if (root == null) { root = newNode; }
   else { root.addNode(newNode); }
   fixAfterAdd(newNode);

}

If the inserted node is the root, it is turned black. Otherwise, we fix up any double-red viola-
tions:

/**
   Restores the tree to a red-black tree after a node has been added.
   @param newNode the node that has been added
*/
private void fixAfterAdd(Node newNode)
{
   if (newNode.parent == null) 
   { 
      newNode.color = BLACK; 
   }
   else
   {
      newNode.color = RED;
      if (newNode.parent.color == RED) { fixDoubleRed(newNode); }
   }
}
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The code for fixing up a double-red violation is quite long. Recall that there are four possible 
arrangements of the double red nodes:

n1

t1 t2

n2

n3

t3 t4

n1

n3

n2

t2 t3

t1

t4

n1

n2

n3

t3 t4

t1

t2

n3

n2
t4

t3n1

t1 t2

n3

n1
t4

t1 n2

t2 t3

In each case, we must sort the nodes and their children. Once we have the seven references 
n1, n2, n3, t1, t2, t3, and t4, the remainder of the procedure is straightforward. We build the 
replacement tree, change the reds to black, and subtract one from the color of the grandparent 
(which might be a double-black node when this method is called during node removal).

If we find that we introduced another double-red violation, we continue fixing it. Eventu-
ally, the violation is removed, or we reach the root, in which case the root is simply colored 
black:

/**
   Fixes a “double red” violation.
   @param child the child with a red parent
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*/
private void fixDoubleRed(Node child)
{
   Node parent = child.parent;      
   Node grandParent = parent.parent;
   if (grandParent == null) { parent.color = BLACK; return; }
   Node n1, n2, n3, t1, t2, t3, t4;
   if (parent == grandParent.left)
   {
      n3 = grandParent; t4 = grandParent.right;
      if (child == parent.left)
      {
         n1 = child; n2 = parent;
         t1 = child.left; t2 = child.right; t3 = parent.right;
      }
      else
      {
         n1 = parent; n2 = child;
         t1 = parent.left; t2 = child.left; t3 = child.right; 
      }
   }
   else
   {
      n1 = grandParent; t1 = grandParent.left;
      if (child == parent.left)
      {
         n2 = child; n3 = parent;
         t2 = child.left; t3 = child.right; t4 = parent.right;
      }
      else
      {
         n2 = parent; n3 = child;
         t2 = parent.left; t3 = child.left; t4 = child.right; 
      }         
   }
      
   replaceWith(grandParent, n2);            
   n1.setLeftChild(t1);
   n1.setRightChild(t2);
   n2.setLeftChild(n1);
   n2.setRightChild(n3);
   n3.setLeftChild(t3);
   n3.setRightChild(t4);
   n2.color = grandParent.color - 1; 
   n1.color = BLACK;
   n3.color = BLACK;

   if (n2 == root)
   {
      root.color = BLACK;
   }
   else if (n2.color == RED && n2.parent.color == RED)
   {
      fixDoubleRed(n2);
   }
}
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Removal
We remove a node in the same way as in a binary search tree. However, before removing it, we 
want to make sure that it is colored red. There are two cases for removal, removing an element 
with one child and removing the successor of an element with two children. Both branches 
must be modified:

public void remove(Comparable obj)
{
   // Find node to be removed

   Node toBeRemoved = root;
   boolean found = false;
   while (!found && toBeRemoved != null)
   {
      int d = toBeRemoved.data.compareTo(obj);
      if (d == 0) { found = true; }
      else 
      {
         if (d > 0) { toBeRemoved = toBeRemoved.left; }
         else { toBeRemoved = toBeRemoved.right; }
      }
   }

   if (!found) { return; }

   // toBeRemoved contains obj

   // If one of the children is empty, use the other

   if (toBeRemoved.left == null || toBeRemoved.right == null)
   {
      Node newChild;
      if (toBeRemoved.left == null) { newChild = toBeRemoved.right; }
      else { newChild = toBeRemoved.left; }

      fixBeforeRemove(toBeRemoved); 
      replaceWith(toBeRemoved, newChild);
      return;
   }
      
   // Neither subtree is empty

   // Find smallest element of the right subtree

   Node smallest = toBeRemoved.right;
   while (smallest.left != null)
   {
      smallest = smallest.left;
   }

   // smallest contains smallest child in right subtree
         
   // Move contents, unlink child

   toBeRemoved.data = smallest.data;
   fixBeforeRemove(smallest);
   replaceWith(smallest, smallest.right);
}
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The replaceWith helper method, which was shown earlier, takes care of updating the parent, 
child, and root links. The fixBeforeRemove method has three cases. Removing a red leaf is safe. 
If a black node has a single child, that child must be red, and we can safely swap the colors. (We 
don’t actually bother to color the node that is to be removed.) The case with a black leaf is the 
hardest. We need to initiate the “bubbling up” process:

/** 
   Fixes the tree so that it is a red-black tree after a node has been removed.
   @param toBeRemoved the node that is to be removed
*/
private void fixBeforeRemove(Node toBeRemoved)
{
   if (toBeRemoved.color == RED) { return; }

   if (toBeRemoved.left != null || toBeRemoved.right != null) // It is not a leaf
   {
      // Color the child black
      if (toBeRemoved.left == null) { toBeRemoved.right.color = BLACK; }
      else { toBeRemoved.left.color = BLACK; }
   }   
   else { bubbleUp(toBeRemoved.parent); }
}

To bubble up, we move a “toll charge” from the children to the parent. This may result in a 
negative-red or double-red child, which we fix. If neither fix was successful, and the parent 
node is still double-black, we bubble up again until we reach the root. The root color can be 
safely changed to black. 

/**
   Move a charge from two children of a parent.
   @param parent a node with two children, or null (in which case nothing is done)
*/
private void bubbleUp(Node parent)
{
   if (parent == null) { return; }
   parent.color++;
   parent.left.color--;
   parent.right.color--;
   
   if (bubbleUpFix(parent.left)) { return; } 
   if (bubbleUpFix(parent.right)) { return; }

   if (parent.color == DOUBLE_BLACK) 
   { 
      if (parent.parent == null) { parent.color = BLACK; }
      else { bubbleUp(parent.parent); }
   }
}

/**
   Fixes a negative-red or double-red violation introduced by bubbling up.
   @param child the child to check for negative-red or double-red violations
   @return true if the tree was fixed
*/
private boolean bubbleUpFix(Node child)
{
   if (child.color == NEGATIVE_RED) { fixNegativeRed(child); return true; }
   else if (child.color == RED)
   {
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      if (child.left != null && child.left.color == RED) 
      { 
         fixDoubleRed(child.left); return true;
      }
      if (child.right != null && child.right.color == RED) 
      { 
         fixDoubleRed(child.right); return true;
      }
   }
   return false; 
}

We are left with the negative red removal. In the diagram in the book, we show only one of the 
two possible situations. In the code, we also need to handle the mirror image.

n4

n2
t3

n3

t1 t2

n1

n3

n2

n1

n4

t2 t3t1

May need to 
�x double red

n1

n3
t1

n4

t2 t3

n2

n2

n1

n4

n3

t2 t3t1

May need to 
�x double red

The implementation is not difficult, just long.

/**
   Fixes a “negative red” violation.
   @param negRed the negative red node
*/
private void fixNegativeRed(Node negRed)
{
   Node parent = negRed.parent;
   Node child;
   if (parent.left == negRed)
   {
      Node n1 = negRed.left;
      Node n2 = negRed;
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      Node n3 = negRed.right;
      Node n4 = parent;
      Node t1 = n3.left;
      Node t2 = n3.right;
      Node t3 = n4.right;
      n1.color = RED;
      n2.color = BLACK;
      n4.color = BLACK;

      replaceWith(n4, n3);
      n3.setLeftChild(n2);
      n3.setRightChild(n4);
      n2.setLeftChild(n1);
      n2.setRightChild(t1);
      n4.setLeftChild(t2);
      n4.setRightChild(t3);

      child = n1;
   }
   else // Mirror image
   {
      Node n4 = negRed.right;
      Node n3 = negRed;
      Node n2 = negRed.left;
      Node n1 = parent;
      Node t3 = n2.right;
      Node t2 = n2.left;
      Node t1 = n1.left;
      n4.color = RED;
      n3.color = BLACK;
      n1.color = BLACK;

      replaceWith(n1, n2);
      n2.setRightChild(n3);
      n2.setLeftChild(n1);
      n3.setRightChild(n4);
      n3.setLeftChild(t3);
      n1.setRightChild(t2);
      n1.setLeftChild(t1);

      child = n4;
   }
   
   if (child.left != null && child.left.color == RED) 
   { 
      fixDoubleRed(child.left); 
   }
   else if (child.right != null && child.right.color == RED) 
   { 
      fixDoubleRed(child.right);  
   }
}
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Simple Tests
With such a complex implementation, it is extremely likely that some errors slipped in some-
where, and it is important to carry out thorough testing.

We can start with the test case used for the binary search tree from the book:

public static void testFromBook()
{
   RedBlackTree t = new RedBlackTree();
   t.add("D");
   t.add("B");
   t.add("A");
   t.add("C");
   t.add("F");
   t.add("E");
   t.add("I");
   t.add("G");
   t.add("H");
   t.add("J");
   t.remove("A"); // Removing leaf
   t.remove("B"); // Removing element with one child
   t.remove("F"); // Removing element with two children
   t.remove("D"); // Removing root
   assertEquals("C E G H I J ", t.toString());
}

The toString method is just like the print method of the binary search tree, but it returns the 
string instead of printing it.

If this test fails (which it did for the author at the first attempt), it is fairly easy to debug. If 
it passes, it gives some confidence. But there are so many different configurations that more 
thorough tests are required.

For a more exhaustive test, we can insert all permutations of the ten letters A – J and check 
that the resulting tree has the desired contents. Here, we use the permutation generator from 
Section 13.4.

/**
   Inserts all permutations of a string into a red-black tree and checks that 
   it contains the strings afterwards.
   @param letters a string of letters without repetition
*/
public static void insertionTest(String letters)
{
   PermutationGenerator gen = new PermutationGenerator(letters);
   for (String perm : gen.getPermutations())
   {
      RedBlackTree t = new RedBlackTree();
      for (int i = 0; i < perm.length(); i++)
      {
         String s = perm.substring(i, i + 1);
         t.add(s);
      }
      assertEquals(letters, t.toString().remove(" ", ""));
   }
}

This test runs through 10! = 3,628,800 permutations, which seems pretty exhaustive. But how 
do we really know that all possible configurations of red and black nodes have been covered? 
For example, it seems plausible that all four possible configurations of Figure 21 occur some-
where in these test cases, but how do we know for sure? We take up that question in the next 
section.
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An Advanced Test
In the previous section, we reached the limits of what one can achieve with “black box” test-
ing. For more exhaustive coverage, we need to manufacture red-black trees with all possible 
patterns of red and black nodes. At first, that seems hopeless. According to Exercise R17.19, 
there are 435,974,400 red-black trees with black height 2, far too many to generate and test.

Fortunately, we don’t have to test them all. The algorithms for insertion and removal fix 
up nodes that form a direct path to the root. It is enough to fill this path, and its neighboring 
elements with all possible color combinations. Let us test the most complex case: removing a 
black leaf. We allow for two nodes between the leaf and the root.

Want to allow double-red hereNode to 
be deleted

Path to root

Along the path to the root, we add siblings that can be red or black. We also add a couple of 
nodes to allow double-red violations. Each of the seven white nodes will be filled in with red 
or black, yielding 128 test cases. We also test all mirror images, for a total of 256 test cases.

Of course, if we fill in arbitrary combinations of red and black, the result may not be a red-
black tree. First off, we add completely black subtrees

. . .

to each leaf so that the black height is constant (and equal to the black height of the node to be 
deleted). Then we remove trees with double-red violations. For the remaining trees, we fill in 
data values 1, 2, 3, so that we have a binary search tree. Then we remove the target node and 
check that the tree is still a proper red-black tree and that it contains the required values.

This seems like an ambitious undertaking, but it is better than the alternative—laboriously 
constructing a set of test cases by hand. It also provides good practice for working with trees.

In order to facilitate this style of testing, the root instance variable and the Node class of the 
RedBlackTree class are package-visible.
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The following method produces the template for testing:

/**
   Makes a template for testing removal.
   @return a partially complete red black tree for the test. 
   The node to be removed is black.
*/
private static RedBlackTree removalTestTemplate() 
{
   RedBlackTree template = new RedBlackTree(); 
     
   /*
                         n7
                        /  \
                       n1   n8
                      /  \
                    n0    n3
                         /  \
                        n2*  n5
                             /\
                           n4  n6
   */

   RedBlackTree.Node[] n = new RedBlackTree.Node[9];
   for (int i = 0; i < n.length; i++) { n[i] = new RedBlackTree.Node(); }
   template.root = n[7];
   n[7].setLeftChild(n[1]);
   n[7].setRightChild(n[8]);
   n[1].setLeftChild(n[0]);
   n[1].setRightChild(n[3]);
   n[3].setLeftChild(n[2]);
   n[3].setRightChild(n[5]);
   n[5].setLeftChild(n[4]);
   n[5].setRightChild(n[6]);
      
   n[2].color = RedBlackTree.BLACK;

   return template;
}

Because each test changes the shape of the tree, we want to make a copy of the template in each 
test. The following recursive method makes a copy of a tree:

/**
   Copies all nodes of a red-black tree.
   @param n the root of a red-black tree
   @return the root node of a copy of the tree
*/
private static RedBlackTree.Node copy(RedBlackTree.Node n)
{
   if (n == null) { return null; }
   RedBlackTree.Node newNode = new RedBlackTree.Node();
   newNode.setLeftChild(copy(n.left));
   newNode.setRightChild(copy(n.right));
   newNode.data = n.data;
   newNode.color = n.color;
   return newNode;
}
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To make a mirror image instead of a copy, just swap the left and right child:

/**
   Generates the mirror image of a red black tree.
   @param n the root of the tree to reflect
   @return the root of the mirror image of the tree
*/
private static RedBlackTree.Node mirror(RedBlackTree.Node n)
{
   if (n == null) { return null; }
   RedBlackTree.Node newNode = new RedBlackTree.Node();
   newNode.setLeftChild(mirror(n.right));
   newNode.setRightChild(mirror(n.left));
   newNode.data = n.data;
   newNode.color = n.color;
   return newNode;
}

We want to test all possible combinations of red and black nodes in the template. Each pattern 
of reds and blacks can be represented as a sequence of zeroes and ones, or a binary number 
between 0 and 2n – 1, where n is the number of nodes to be colored.

for (int k = 0; k < Math.pow(2, nodesToColor); k++)
{
   RedBlackTree.Node[] nodes = . . . // The nodes to be colored;

   // Color with the bit pattern of k
   int bits = k;
   for (RedBlackTree.Node n : nodes)
   {
       n.color = bits % 2;
       bits = bits / 2;
   }

   // Now run a test with this tree
   . . .
}

We need to have a helper method to get all nodes of a tree into an array. Here it is:

/**
   Gets all nodes of a tree in sorted order.
   @param t a red-black tree
   @return an array of all nodes in t
*/
private static RedBlackTree.Node[] getNodes(RedBlackTree t)
{
   RedBlackTree.Node[] nodes = new RedBlackTree.Node[count(t.root)];
   getNodes(t.root, nodes, 0);
   return nodes;
}

/**
   Gets all nodes of a subtree and fills them into an array.
   @param n the root of the subtree
   @param nodes the array into which to place the nodes
   @param start the offset at which to start placing the nodes
   @return the number of nodes placed
*/
private static int getNodes(RedBlackTree.Node n, RedBlackTree.Node[] nodes, int start)
{
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   if (n == null) { return 0; }
   int leftFilled = getNodes(n.left, nodes, start);
   nodes[start + leftFilled] = n;
   int rightFilled = getNodes(n.right, nodes, start + leftFilled + 1);
   return leftFilled + 1 + rightFilled;
}

Once the tree has been colored, we need to give it a constant black height. For each leaf, we 
compute the cost to the root:

/**
   Computes the cost from a node to a root.
   @param n a node of a red-black tree
   @return the number of black nodes between n and the root
*/
private static int costToRoot(RedBlackTree.Node n)
{
   int c = 0;
   while (n != null) { c = c + n.color; n = n.parent; }
   return c;
}

If that cost is less than the black height of the node to be removed, we add a full tree of black 
nodes to make up the difference. This method makes these trees:

/**
   Makes a full tree of black nodes of a given depth.
   @param depth the desired depth
   @return the root node of a full black tree
*/
private static RedBlackTree.Node fullTree(int depth)
{
   if (depth <= 0) { return null; }
   RedBlackTree.Node r = new RedBlackTree.Node();
   r.color = RedBlackTree.BLACK;
   r.setLeftChild(fullTree(depth - 1));
   r.setRightChild(fullTree(depth - 1));
   return r;
}

This loop adds the full trees to the nodes:

int targetCost = costToRoot(toDelete);
for (RedBlackTree.Node n : nodes) 
{
   int cost = targetCost - costToRoot(n);
   if (n.left == null) { n.setLeftChild(fullTree(cost)); }
   if (n.right == null) { n.setRightChild(fullTree(cost)); }
}

Now we need to fill the tree with values. Because getNodes returns the nodes in sorted order, we 
just populate them with 0, 1, 2, and so on.

/**
   Populates this tree with the values 0, 1, 2, . . . .
   @param t a red-black tree
   @return the number of nodes in t
*/
private static int populate(RedBlackTree t)
{
   RedBlackTree.Node[] nodes = getNodes(t);
   for (int i = 0; i < nodes.length; i++)
   {
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      nodes[i].data = new Integer(i);
   }
   return nodes.length;
}   

The resulting tree has constant black height, but it might still not be a valid red-black tree 
because it might have double-red violations. We could test just that, but we need to have a gen-
eral method that tests the red-black properties after the removal. We also want to verify that 
all the parent and child links are not corrupted. Because removal introduces colors other than 
red or black (e.g., double-black or negative-red), we want to check that those colors are no 
longer present after the operation has completed. Specifically, we need to check the following 
for each subtree with root n:
• The left and right subtree of n have the same black depth.
• n must be red or black.
• If n is red, its parent is not.
• If n has children, then their parent references must equal n.
• n.parent is null if and only if n is the root of the tree.
• The root is black.
Moreover, because fixing double-red and negative-red violations reorders nodes, we will 
check that the tree is still a binary search tree. This can be tested by visiting the tree in order.

Here are the integrity check methods:

/**
   Checks whether a red-black tree is valid and throws an exception if not.
   @param t the tree to test
*/
public static void checkRedBlack(RedBlackTree t)
{
   checkRedBlack(t.root, true);

   // Check that it’s a BST
   RedBlackTree.Node[] nodes = getNodes(t);
   for (int i = 0; i < nodes.length - 1; i++)
   {
      if (nodes[i].data.compareTo(nodes[i + 1].data) > 0)
      {
         throw new IllegalStateException(
            nodes[i].data + " is larger than " + nodes[i + 1].data);
      }
   }
}

/**
   Checks that the tree with the given node is a red-black tree, and throws an
   exception if a structural error is found.
   @param n the root of the subtree to check
   @param isRoot true if this is the root of the tree
   @return the black depth of this subtree 
*/
private static int checkRedBlack(RedBlackTree.Node n, boolean isRoot)
{
   if (n == null) { return 0; }
   int nleft = checkRedBlack(n.left, false);
   int nright = checkRedBlack(n.right, false);
   if (nleft != nright) 
   {
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      throw new IllegalStateException(
         "Left and right children of " + n.data 
         + " have different black depths");
   }
   if (n.parent == null)
   {
      if (!isRoot) 
      {
         throw new IllegalStateException(
            n.data + " is not root and has no parent");
      }
      if (n.color != RedBlackTree.BLACK) 
      {
         throw new IllegalStateException("Root " 
            + n.data + " is not black");
      }
   }
   else
   {
      if (isRoot) 
      {
         throw new IllegalStateException(
            n.data + " is root and has a parent");
      }
      if (n.color == RedBlackTree.RED 
         && n.parent.color == RedBlackTree.RED) 
      {
         throw new IllegalStateException(
            "Parent of red " + n.data + " is red");
      }
   }      
   if (n.left != null && n.left.parent != n) 
   {
      throw new IllegalStateException(
         "Left child of " + n.data + " has bad parent link");
   }
   if (n.right != null && n.right.parent != n) 
   {
      throw new IllegalStateException(
         "Right child of " + n.data + " has bad parent link");
   }
   if (n.color != RedBlackTree.RED && n.color != RedBlackTree.BLACK) 
   {
      throw new IllegalStateException(
         n.data + " has color " + n.color);
   }
   return n.color + nleft;
}

public static void assertEquals(Object expected, Object actual)
{
   if (expected == null && actual != null ||
      !expected.equals(actual))
   {
      throw new AssertionError("Expected " + expected + " but found " + actual);
   }
}
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Now we have all the pieces together. Here is the complete method for testing removal. Note 
that the outer loop switches between copying and mirroring, and the inner loop iterates over 
all red/black colorings.

/**
   Tests removal, given a template for a tree with a black node that
   is to be deleted. All other nodes should be given all possible combinations 
   of red and black.
   @param t the template for the test cases
*/
public static void removalTest(RedBlackTree t)
{
   for (int m = 0; m <= 1; m++)
   {
      int nodesToColor = count(t.root) - 2; // We don’t recolor the root or toDelete
      for (int k = 0; k < Math.pow(2, nodesToColor); k++)
      {
         RedBlackTree rb = new RedBlackTree();
         if (m == 0) { rb.root = copy(t.root); }
         else { rb.root = mirror(t.root); }
            
         RedBlackTree.Node[] nodes = getNodes(rb);
         RedBlackTree.Node toDelete = null;

         // Color with the bit pattern of k
         int bits = k;
         for (RedBlackTree.Node n : nodes)
         {
            if (n == rb.root)
            {
               n.color = RedBlackTree.BLACK;
            }
            else if (n.color == RedBlackTree.BLACK) 
            { 
               toDelete = n; 
            }
            else 
            {
               n.color = bits % 2;
               bits = bits / 2;
            }
         }

         // Add children to make equal costs to null
         int targetCost = costToRoot(toDelete);
         for (RedBlackTree.Node n : nodes) 
         {
            int cost = targetCost - costToRoot(n);
            if (n.left == null) { n.setLeftChild(fullTree(cost)); }
            if (n.right == null) { n.setRightChild(fullTree(cost)); }
         }
   
         int filledSize = populate(rb);
         boolean good = true;
         try { checkRedBlack(rb); } 
         catch (IllegalStateException ex) { good = false; }
         if (good)
         {
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            Comparable d = toDelete.data;
            rb.remove(d);
            checkRedBlack(rb);
            for (Integer j = 0; j < filledSize; j++)
            {   
               if (!rb.find(j) && !d.equals(j))
               {
                  throw new IllegalStateException(j + " deleted");
               }
               if (rb.find(d))
               {
                  throw new IllegalStateException(d + " not deleted");
               }
            }
         }
      }
   }
}

In our main method, we run all three tests. The last line, which only happens if no exceptions 
have been thrown, proclaims that the tests passed.

public static void main(String[] args)
{
   testFromBook();
   insertionTest("ABCDEFGHIJ");
   removalTest(removalTestTemplate());
   System.out.println("All tests passed.");   
}

See ch17/worked_example_2 in your code folder for the complete program.
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In the supermarket, a generic product can be sourced 
from multiple suppliers. In computer science, generic 
programming involves the design and implementation of 
data structures and algorithms that work for multiple types. 
You have already seen the generic ArrayList class that 
can be used to collect elements of arbitrary types. In this 
chapter, you will learn how to implement your own generic 
classes and methods. 

18.1 Generic Classes and Type Parameters
Generic programming is the creation of programming constructs that can be used 
with many different types. For example, the Java library programmers who imple-
mented the ArrayList class used the tech nique of generic programming. As a result, 
you can form array lists that collect elements of different types, such as Array
List<String>, Array List<BankAccount>, and so on. 

The LinkedList class that we implemented in Section 16.1 is also an example of 
generic programming—you can store objects of any class inside a LinkedList. That 
LinkedList class achieves genericity by using inheritance. It uses references of type 
Object and is therefore capable of storing objects of any class. For example, you can 
add elements of type String because the String class extends Object. In contrast, the 
ArrayList and LinkedList classes from the standard Java library are generic classes. 
Each of these classes has a type parameter for specifying the type of its elements. For 
example, an ArrayList<String> stores String elements.

When declaring a generic class, you supply a variable for each type parameter. For 
example, the standard library declares the class ArrayList<E>, where E is the type vari-
able that denotes the element type. You use the same variable in the declaration of the 
methods, whenever you need to refer to that type. For example, the ArrayList<E> class 
declares methods 

public void add(E element)
public E get(int index)

You could use another name, such as ElementType, instead of E. However, it is custom-
ary to use short, uppercase names for type variables.

In order to use a generic class, you need to instantiate the type parameter, that is, 
supply an actual type. You can supply any class or interface type, for example

ArrayList<BankAccount>
ArrayList<Measurable>

However, you cannot substitute any of the eight primitive types for a type parameter. 
It would be an error to declare an ArrayList<double>. Use the corresponding wrapper 
class instead, such as ArrayList<Double>.

When you instantiate a generic class, the type that you supply replaces all occur-
rences of the type vari able in the declaration of the class. For example, the add method 
for ArrayList<BankAccount> has the type variable E replaced with the type BankAccount: 

public void add(BankAccount element)

Contrast that with the add method of the LinkedList class in Chapter 16:
public void add(Object element)

In Java, generic 
programming can 
be achieved with 
inheritance or with 
type parameters. 

A generic class has 
one or more type 
parameters.

Type parameters 
can be instantiated 
with class or 
interface types.

© Don Bayley/iStockphoto.© Don Bayley/iStockphoto.
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The add method of the generic ArrayList class is safer. It is impossible to add a String 
object into an ArrayL ist<BankAccount>, but you can accidentally add a String into a 
LinkedList that is intended to hold bank accounts:

ArrayList<BankAccount> accounts1 = new ArrayList<>();
LinkedList accounts2 = new LinkedList(); // Should hold BankAccount objects
accounts1.add("my savings"); // Compile-time error
accounts2.addFirst("my savings"); // Not detected at compile time

The latter will result in a class cast exception when some other part of the code 
retrieves the string, believ ing it to be a bank account:

BankAccount account = (BankAccount) accounts2.getFirst(); // Run-time error

Code that uses the generic ArrayList class is also easier to read. When you spot an 
ArrayList<BankAccount>, you know right away that it must contain bank accounts. 
When you see a LinkedList, you have to study the code to find out what it contains. 

In Chapters 16 and 17, we used inheritance to implement generic linked lists, 
hash tables, and binary trees, because you were already familiar with the concept of 
inheritance. Using type parameters requires new syntax and additional techniques—
those are the topic of this chapter. 

1. The standard library provides a class HashMap<K, V> with key type K and value 
type V. Declare a hash map that maps strings to integers.

2. The binary search tree class in Chapter 17 is an example of generic program-
ming because you can use it with any classes that implement the Comparable 
interface. Does it achieve genericity through inherit ance or type parameters?

3. Does the following code contain an error? If so, is it a compile-time or run-time 
error?
ArrayList<Integer> a = new ArrayList<>();
String s = a.get(0);

4. Does the following code contain an error? If so, is it a compile-time or run-time 
error?
ArrayList<Double> a = new ArrayList<>();
a.add(3);

5. Does the following code contain an error? If so, is it a compile-time or run-time 
error?
LinkedList a = new LinkedList();
a.addFirst("3.14");
double x = (Double) a.removeFirst();

Practice It Now you can try these exercises at the end of the chapter: R18.5, R18.6, R18.7.

18.2 Implementing Generic Types
In this section, you will learn how to implement your own generic classes. We will 
write a very simple generic class that stores pairs of objects, each of which can have an 
arbitrary type. For example,

Pair<String, Integer> result = new Pair<>("Harry Morgan", 1729);

FULL CODE EXAMPLE

Go to wiley.com/go/
bjeo6code to down-
load programs that 
demonstrate safety 
problems when using 
collections without 
type parameters.

© Alex Slobodkin/iStockphoto.

Type parameters 
make generic code 
safer and easier 
to read.
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Syntax 18.1 Declaring a Generic Class

modifier class GenericClassName<TypeVariable1, TypeVariable2, . . .>
{
   instance variables 
   constructors 
   methods 
}

Syntax

public class Pair<T, S>
{
   private T first;
   private S second;
   . . .
   public T getFirst() { return first; }
   . . .
}

Supply a variable for each type parameter.

Instance variables with a variable data type
A method with a 
variable return type

The getFirst and getSecond methods retrieve the first and second values of the pair:
String name = result.getFirst();
Integer number = result.getSecond();

This class can be useful when you implement a method that computes two values at 
the same time. A method cannot simultaneously return a String and an Integer, but it 
can return a single object of type Pair<String, Integer>.

The generic Pair class requires two type parameters, one for the type of the first 
element and one for the type of the second element.

We need to choose variables for the type parameters. It is considered good form 
to use short uppercase names for type variables, such as those in the following table:

Type Variable Meaning

E Element type in a collection

K Key type in a map

V Value type in a map

T General type

S, U Additional general types

You place the type variables for a generic class after the class name, enclosed in angle 
brackets (< and >):

public class Pair<T, S>

When you declare the instance variables and methods of the Pair class, use the vari-
able T for the first ele ment type and S for the second element type: 

public class Pair<T, S>
{

Type variables of a 
generic class follow 
the class name and 
are enclosed in 
angle brackets.
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   private T first;
   private S second;

   public Pair(T firstElement, S secondElement)
   {
      first = firstElement;
      second = secondElement;
   }
   public T getFirst() { return first; }
   public S getSecond() { return second; }
}

Some people find it simpler to start out with a regular class, choosing some actual 
types instead of the type parameters. For example,

public class Pair // Here we start out with a pair of String and Integer values
{
   private String first;
   private Integer second;

   public Pair(String firstElement, Integer secondElement)
   {
      first = firstElement;
      second = secondElement;
   }

   public String getFirst() { return first; }
   public Integer getSecond() { return second; }
}

Now it is an easy matter to replace all String types with the type variable T and all 
Integer types with the type variable S.

This completes the declaration of the generic Pair class. It is ready to use whenever 
you need to form a pair of two objects of arbitrary types. 

The following sample program shows how to make use of a Pair for returning two 
values from a method. 

section_2/Pair.java

1 /**
2    This class collects a pair of elements of different types.
3 */
4 public class Pair<T, S>
5 {
6    private T first;
7    private S second;
8 
9    /**

10       Constructs a pair containing two given elements.
11       @param firstElement the first element
12       @param secondElement the second element
13    */
14    public Pair(T firstElement, S secondElement)
15    {
16       first = firstElement;
17       second = secondElement;
18    }
19 

Use type parameters 
for the types of 
generic instance 
variables, method 
parameter variables, 
and return values.
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20    /**
21       Gets the first element of this pair.
22       @return the first element
23    */
24    public T getFirst() { return first; }
25 
26    /**
27       Gets the second element of this pair.
28       @return the second element
29    */
30    public S getSecond() { return second; }
31 
32    public String toString() { return "(" + first + ", " + second + ")"; }
33 }

section_2/PairDemo.java

1 public class PairDemo
2 {
3    public static void main(String[] args)
4    {
5       String[] names = { "Tom", "Diana", "Harry" };
6       Pair<String, Integer> result = firstContaining(names, "a");
7       System.out.println(result.getFirst());
8       System.out.println("Expected: Diana");
9       System.out.println(result.getSecond());

10       System.out.println("Expected: 1");
11    }
12 
13    /**
14       Gets the first String containing a given string, together 
15       with its index.
16       @param strings an array of strings
17       @param sub a string
18       @return a pair (strings[i], i) where strings[i] is the first 
19       strings[i] containing str, or a pair (null, 1) if there is no
20       match.
21    */
22    public static Pair<String, Integer> firstContaining(
23       String[] strings, String sub)
24    {
25       for (int i = 0; i < strings.length; i++)
26       {
27          if (strings[i].contains(sub))
28          {
29             return new Pair<>(strings[i], i);
30          }
31       }
32       return new Pair<>(null, 1);
33    }
34 }

Program Run 

Diana
Expected: Diana
1
Expected: 1
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6. How would you use the generic Pair class to construct a pair of strings "Hello" 
and "World"?

7. How would you use the generic Pair class to construct a pair containing "Hello" 
and 1729?

8. What is the difference between an ArrayList<Pair<String, Integer>> and a 
Pair<ArrayList<String>, Inte ger>?

9. Write a method roots with a Double parameter variable x that returns both the 
positive and negative square root of x if x ≥ 0 or null otherwise.

10. How would you implement a class Triple that collects three values of arbitrary 
types?

Practice It Now you can try these exercises at the end of the chapter: E18.1, E18.2, E18.7.

18.3 Generic Methods
A generic method is a method with a type parameter. Such a method can occur in a 
class that in itself is not generic. You can think of it as a template for a set of methods 
that differ only by one or more types. For example, we may want to declare a method 
that can print an array of any type:

public class ArrayUtil
{
   /** 
      Prints all elements in an array. 
      @param a the array to print 
   */
   public static <T> void print(T[] a)
   { 
      . . .
   }
   . . .
}

As described in the previous section, it is often easier to see how to implement a 
generic method by start ing with a concrete example. This method prints the elements 
in an array of strings:

public class ArrayUtil
{
   public static void print(String[] a)
   { 
      for (String e : a)
      {
         System.out.print(e + " ");
      }
      System.out.println();
   }
   . . .
}

© Nicholas Homrich/iStockphoto.

S E L F  C H E C K

A generic method  
is a method with a 
type parameter.



830 Chapter 18  Generic Classes 

Syntax 18.2 Declaring a Generic Method

modifiers <TypeVariable1, TypeVariable2, . . .> returnType methodName(parameters)
{
   body 
}

Syntax

public static <E> String toString(ArrayList<E> a)
{
   String result = "";
   for (E e : a)
   {
      result = result + e + " ";
   }
   return result;
}

Supply the type variable before the return type.

Local variable with a 
variable data type

In order to make the method into a generic method, replace String with a type vari-
able, say E, to denote the element type of the array. Add a type parameter list, enclosed 
in angle brackets, between the modifiers (public static) and the return type (void):

public static <E> void print(E[] a)
{ 
   for (E e : a)
   {
      System.out.print(e + " ");
   }
   System.out.println();
}

When you call the generic method, you need not specify which type to use for the 
type parameter. (In this regard, generic methods differ from generic classes.) Simply 
call the method with appropriate arguments, and the compiler will match up the type 
parameters with the argument types. For example, consider this method call:

Rectangle[] rectangles = . . .;
ArrayUtil.print(rectangles);

The type of the rectangles argument is Rectangle[], and the type of the parameter vari-
able is E[]. The com piler deduces that E is Rectangle. 

This particular generic method is a static method in an ordinary class. You can also 
declare generic methods that are not static. You can even have generic methods in 
generic classes. 

As with generic classes, you cannot replace type parameters with primitive types. 
The generic print method can print arrays of any type except the eight primitive types. 
For example, you cannot use the generic print method to print an array of type int[]. 
That is not a major problem. Simply implement a print(int[] a) method in addition to 
the generic print method. 

11. Exactly what does the generic print method print when you pass an array of 
BankAccount objects con taining two bank accounts with zero balances?

12. Is the getFirst method of the Pair class a generic method?

Supply the type 
parameters of a 
generic method 
between the 
modifiers and the 
method return type. 

When calling a 
generic method, you 
need not instantiate 
the type parameters.

FULL CODE EXAMPLE

Go to wiley.com/go/
bjeo6code to down-
load a program with 
a generic method 
for printing an array 
of objects and a 
non-generic method 
for printing an array 
of integers.

© Alex Slobodkin/iStockphoto.

© Nicholas Homrich/iStockphoto.
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13. Consider this fill method:
public static <T> void fill(List<T> lst, T value)
{
   for (int i = 0; i < lst.size(); i++) { lst.set(i, value); }
}

If you have an array list
ArrayList<String> a = new ArrayList<>(10);

how do you fill it with ten "*"?
14. What happens if you pass 42 instead of "*" to the fill method?
15. Consider this fill method: 

public static <T> fill(T[] arr, T value)
{
   for (int i = 0; i < arr.length; i++) { arr[i] = value; }
}

What happens when you execute the following statements?
String[] a = new String[10];
fill(a, 42);

Practice It Now you can try these exercises at the end of the chapter: E18.3, E18.15.

18.4 Constraining Type Parameters
It is often necessary to specify what types can be 
used in a generic class or method. Consider a generic 
method that finds the average of the values in an 
array list of objects. How can you compute averages 
when you know nothing about the element type? 
You need to have a mechanism for measuring the ele-
ments. In Chapter 10, we designed an interface for 
that purpose:

public interface Measurable
{
   double getMeasure();
}

We can constrain the type of the elements, requiring 
that the type implement the Measurable type. In Java, 
this is achieved by adding the clause extends Measurable after the type parameter:

public static <E extends Measurable> double average(ArrayList<E> objects)

This means, “E or one of its superclasses extends or implements Measurable”. In this 
situation, we say that E is a subtype of the Measurable type.

Here is the complete average method:
public static <E extends Measurable> double average(ArrayList<E> objects)
{
   if (objects.size() == 0) { return 0; }
   double sum = 0;
   for (E obj : objects)
   {

© Mike Clark/iStockphoto.
You can place restrictions on 
the type parameters of generic 
classes and methods.

Type parameters  
can be constrained 
with bounds.
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      sum = sum + obj.getMeasure();
   }
   return sum / objects.size();
}

Note the call obj.getMeasure(). The variable obj has type E, and E is a subtype of Measur
able. Therefore, we know that it is legal to apply the getMeasure method to obj.

If the BankAccount class implements the Measurable interface, then you can call the 
average method with an array list of BankAccount objects. But you cannot compute the 
average of an array list of strings because the String class does not implement the Mea
surable interface.

Now consider the task of finding the minimum in an array list. We can return 
the element with the smallest measure (see Self Check 17). However, the Measurable 
interface was created for this book and is not widely used. Instead, we will use the 
Comparable interface type that many classes implement. The Comparable interface is itself 
a generic type. The type parameter specifies the type of the parameter variable of the 
compareTo method:

public interface Comparable<T>
{
   int compareTo(T other);
}

For example, String implements Comparable<String>. You can compare strings with 
other strings, but not with objects of different classes.

If the array list has elements of type E, then we want to require that E implements 
Comparable<E>. Here is the method:

public static <E extends Comparable<E>> E min(ArrayList<E> objects)
{
   E smallest = objects.get(0);
   for (int i = 1; i < objects.size(); i++)
   {
      E obj = objects.get(i);
      if (obj.compareTo(smallest) < 0)
      {
         smallest = obj;
      }
   }
   return smallest;
}

Because of the type constraint, we know that obj has a method

int compareTo(E other)

Therefore, the call

obj.compareTo(smallest)

is valid. 
Very occasionally, you need to supply two or more type bounds. Then you sepa-

rate them with the & character, for example

<E extends Comparable<E> & Measurable>

The extends reserved word, when applied to type parameters, actually means “extends 
or implements”. The bounds can be either classes or interfaces, and the type param-
eter can be replaced with a class or interface type.

FULL CODE EXAMPLE

Go to wiley.com/go/
bjeo6code to down-
load a program that 
demonstrates a
constraint on a  
type parameter.

© Alex Slobodkin/iStockphoto.
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16. How would you constrain the type parameter for a generic BinarySearchTree 
class?

17. Modify the min method to compute the minimum of an array list of elements that 
implements the Measurable interface.

18. Could we have declared the min method of Self Check 17 without type param-
eters, like this?
public static Measurable min(ArrayList<Measurable> a)

19. Could we have declared the min method of Self Check 17 without type param-
eters for arrays, like this?
public static Measurable min(Measurable[] a)

20. How would you implement the generic average method for arrays?
21. Is it necessary to use a generic average method for arrays of measurable objects?

Practice It Now you can try these exercises at the end of the chapter: E18.5, E18.16.

Genericity and Inheritance

If SavingsAccount is a subclass of BankAccount, is ArrayList<SavingsAccount> a subclass of Array
List<BankAccount>? Per haps surprisingly, it is not. Inheritance of type parameters does not lead 
to inheritance of generic classes. There is no relationship between Array List<Savings Account> 
and Array List<Bank Account>. 

This restriction is necessary for type checking. Without the restriction, it would be pos-
sible to add objects of unrelated types to a collection. Suppose it was possible to assign an 
ArrayList<SavingsAccount> object to a variable of type ArrayList<BankAccount>:

ArrayList<SavingsAccount> savingsAccounts = new ArrayList<>();
ArrayList<BankAccount> bankAccounts = savingsAccounts;
   // Not legal, but suppose it was
BankAccount harrysChecking = new CheckingAccount();
   // CheckingAccount is another subclass of BankAccount
bankAccounts.add(harrysChecking); // OK—can add BankAccount object

But bankAccounts and savingsAccounts refer to the same array list! If the assignment was legal, 
we would be able to add a CheckingAccount into an ArrayList<SavingsAccount>. 

In many situations, this limitation can be overcome by using wildcards—see Special 
Topic 18.1.

The Array Store Exception

In Common Error 18.1, you saw that one cannot assign a subclass list to a superclass list. 
For example, an ArrayList<SavingsAccount> cannot be used where an ArrayList<BankAccount> is 
expected.

This is surprising, because you can perform the equivalent assignment with arrays. For 
example,

SavingsAccount[] savingsAccounts = new SavingsAccount[10];
BankAccount bankAccounts = savingsAccounts; // Legal

But there was a reason the assignment wasn’t legal for array lists—it would have allowed stor-
ing a CheckingAccount into savingsAccounts.

© Nicholas Homrich/iStockphoto.
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Let’s try that with arrays:

BankAccount harrysChecking = new CheckingAccount();
bankAccounts[0] = harrysChecking; // Throws ArrayStoreException

This code compiles. The object harrysChecking is a CheckingAccount and hence a BankAccount. But 
bankAccounts and savingsAccounts are references to the same array—an array of type Savings
Account[]. When the program runs, that array refuses to store a CheckingAccount, and throws an 
ArrayStoreException.

Both ArrayList and arrays avoid the type error, but they do it in different ways. The Array
List class avoids it at compile time, and arrays avoid it at run time. Generally, we prefer a 
compile-time error notification, but the cost is steep, as you can see from Special Topic 18.1. It 
is a lot of work to tell the compiler precisely which conversions should be permitted.

Wildcard Types

It is often necessary to formulate subtle constraints on type parameters. Wildcard types were 
invented for this pur pose. There are three kinds of wildcard types: 

Name Syntax Meaning

Wildcard with lower bound ? extends B Any subtype of B

Wildcard with upper bound ? super B Any supertype of B

Unbounded wildcard ? Any type

A wildcard type is a type that can remain unknown. For example, we can declare the following 
method in the LinkedList<E> class:

public void addAll(LinkedList<? extends E> other)
{
   ListIterator<E> iter = other.listIterator();
   while (iter.hasNext()) 
   {
      add(iter.next());
   }
}

The method adds all elements of other to the end of the linked list. 
The addAll method doesn’t require a specific type for the element type of other. Instead, 

it allows you to use any type that is a subtype of E. For example, you can use addAll to add a 
LinkedList<SavingsAccount> to a LinkedList<BankAccount>.

To see a wildcard with a super bound, have another look at the min method:

public static <E extends Comparable<E>> E min(ArrayList<E> objects)

However, this bound is too restrictive. Suppose the BankAccount class implements 
Comparable<BankAccount>. Then the subclass SavingsAccount also implements Comparable<Bank
Account> and not Comparable<SavingsAccount>. If you want to use the min method with a Savings
Account array list, then the type parameter of the Comparable interface should be any supertype 
of the array list’s element type:

public static <E extends Comparable<? super E>> E min(ArrayList<E> objects)

Here is an example of an unbounded wildcard. The Collections class declares a method

public static void reverse(List<?> list) 

Special Topic 18.1 
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You can think of that declaration as a shorthand for

public static <T> void reverse(List<T> list) 

Common Error 18.2 compares this limitation with the seemingly more permissive behavior of 
arrays in Java.

18.5 Type Erasure
Because generic types are a fairly recent addition to the Java language, the virtual 
machine that executes Java programs does not work with generic classes or meth-
ods. Instead, type parameters are “erased”, that is, they are replaced with ordinary 
Java types. Each type parameter is replaced with its bound, or with Object if it is not 
bounded.

For example, the generic class Pair<T, S> turns into the following raw class:
public class Pair
{
   private Object first;
   private Object second;

   public Pair(Object firstElement, Object secondElement)
   {
      first = firstElement;
      second = secondElement;
   }
   public Object getFirst() { return first; }
   public Object getSecond() { return second; }
}

As you can see, the type parameters T and S have been replaced by Object. The result is 
an ordinary class.

The same process is applied to generic methods. Consider this method:
public static <E extends Measurable> E min(E[] objects)
{
   E smallest = objects[0];
   for (int i = 1; i < objects.length; i++)
   {
      E obj = objects[i];
      if (obj.getMeasure() < smallest.getMeasure())
      {
         smallest = obj;
      }
   }
   return smallest;
}

In the Java virtual machine, generic types are erased.

FULL CODE EXAMPLE

Go to wiley.com/go/
bjeo6code to down-
load a program that 
demonstrates the 
need for wildcards.

© Alex Slobodkin/iStockphoto.

The virtual 
machine erases 
type parameters, 
replacing them  
with their bounds  
or Objects. 
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When erasing the type parameter, it is replaced with its bound, the Measurable interface:
public static Measurable min(Measurable[] objects)
{
   Measurable smallest = objects[0];
   for (int i = 1; i < objects.length; i++)
   {
      Measurable obj = objects[i];
      if (obj.getMeasure() < smallest.getMeasure())
      {
         smallest = obj;
      }
   }
   return smallest;
} 

Knowing about type erasure helps you understand the limitations of Java gener-
ics. For example, you cannot construct new objects of a generic type. The following 
method, which tries to fill an array with copies of default objects, would be wrong:

public static <E> void fillWithDefaults(E[] a)
{
   for (int i = 0; i < a.length; i++)
   {
      a[i] = new E(); // Error
   }
} 

To see why this is a problem, carry out the type erasure process, as if you were the 
compiler:

public static void fillWithDefaults(Object[] a)
{
   for (int i = 0; i < a.length; i++)
   {
      a[i] = new Object(); // Not useful
   }
}

Of course, if you start out with a Rectangle[] array, you don’t want it to be filled with 
Object instances. But that’s what the code would do after erasing types. 

In situations such as this one, the compiler will report an error. You then need to 
come up with another mechanism for solving your problem. In this particular exam-
ple, you can supply a default object:

public static <E> void fill(E[] a, E defaultValue)
{
   for (int i = 0; i < a.length; i++)
   {
      a[i] = defaultValue; 
   }
}

Similarly, you cannot construct an array of a generic type:
public class Stack<E>
{
   private E[] elements; 
   . . .
   public Stack()
   {
      elements = new E[MAX_SIZE]; // Error

You cannot construct 
objects or arrays of a 
generic type.
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   }
}

Because the array construction expression new E[] would be erased to new Object[], the 
compiler disallows it. A remedy is to use an array list instead:

public class Stack<E>
{
   private ArrayList<E> elements; 
   . . .
   public Stack()
   {
      elements = new ArrayList<>(); // OK
   }
   . . .
}

Another solution is to use an array of objects and provide a cast when reading ele-
ments from the array:

public class Stack<E>
{
   private Object[] elements; 
   private int currentSize;
   . . .
   public Stack()
   {
      elements = new Object[MAX_SIZE]; // OK
   }
   . . .
   public E pop() 
   {
      size;
      return (E) elements[currentSize];
   }
}

The cast (E) generates a warning because it cannot be checked at run time. 
These limitations are frankly awkward. It is hoped that a future version of Java will 

no longer erase types so that the current restrictions due to erasure can be lifted.

22. Suppose we want to eliminate the type bound in the min method of Section 18.5, 
by declaring the parameter variable as an array of Comparable<E> objects. Why 
doesn’t this work?

23. What is the erasure of the print method in Section 18.3?
24. Could the Stack example be implemented as follows?

public class Stack<E>
{
   private E[] elements; 
   . . .
   public Stack()
   {
      elements = (E[]) new Object[MAX_SIZE];
   }
   . . .
}

FULL CODE EXAMPLE

Go to wiley.com/
go/bjeo6code to 
download a program 
that shows how to 
implement a generic 
stack as an array  
of objects.

© Alex Slobodkin/iStockphoto.
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25. The ArrayList<E> class has a method
Object[] toArray()

Why doesn’t the method return an E[]?
26. The ArrayList<E> class has a second method

E[] toArray(E[] a)

Why can this method return an array of type E[]? (Hint: Special Topic 18.2.)
27. Why can’t the method

static <T> T[] copyOf(T[] original, int newLength)

be implemented without reflection?

Practice It Now you can try these exercises at the end of the chapter: R18.12, R18.15, E18.18.

Using Generic Types in a Static Context

You cannot use type parameters to declare static variables, static methods, or static inner 
classes. For example, the following would be illegal:

public class LinkedList<E>
{
   private static E defaultValue; // Error
   . . .
   public static List<E> replicate(E value, int n) { . . . } // Error
   private static class Node { public E data; public Node next; } // Error
}

In the case of static variables, this restriction is very sensible. After the generic types are erased, 
there is only a single variable LinkedList.defaultValue, whereas the static variable declaration 
gives the false impression that there is a sepa rate variable for each LinkedList<E>. 

For static methods and inner classes, there is an easy workaround; simply add a type 
parameter:

public class LinkedList<E>
{
   . . .
   public static <T> List<T> replicate(T value, int n) { . . . } // OK
   private static class Node<T> { public T data; public Node<T> next; } // OK
}

Reflection

As you have seen, type erasure makes it impossible for a generic method to construct a generic 
array. There is an advanced technique called reflection that you can sometimes use to over-
come this limitation. Reflection lets you work with classes in a running program.

In Java, the virtual machine keeps a Class object for each class that has been loaded. That 
object has information about each class, as well as methods to construct new objects of the 
class.

Given an object, you can get its class object by calling getClass:

Class objsClass = obj.getClass();

Common Error 18.3 

© John Bell/iStockphoto.
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You can then make a new instance of that class by calling the newInstance method:

Object newObj = objsClass.newInstance();

This method throws an exception if it cannot access a constructor with no arguments.
Given an array, you can get the type of the elements this way:

Class arrayClass = array.getClass();
Class elementClass = arrayClass.getComponentType();

If you want to create a new array, use the Array.newInstance method:

Object[] newArray = Array.newInstance(elementClass, length);

Using these methods, you can implement the fillWithDefaults method:

public static <E> void fillWithDefaults(E[] a)
{
   Class arrayClass = a.getClass();
   Class elementClass = arrayClass.getComponentType();
   try 
   {
      for (int i = 0; i < a.length; i++)
      {
         a[i] = elementClass.newInstance(); 
      }
   }
   catch (. . .) { . . . }
}

Note that we must ask for the element type of a. It does no good asking for a[0].getClass. The 
array might have length 0, or a[0] might be null, or a[0] might be an instance of a subclass of E.

Here is another example. The Arrays class implements a method

static <T> T[] copyOf(T[] original, int newLength)

That method can’t simply call

T[] result = new T[newLength]; // Error

Instead, it must construct a new array with the same element type as the original:

Class arrayClass = original.getClass();
Class elementClass = arrayClass.getComponentType();
T[] newArray = (T[]) Array.newInstance(elementClass, newLength);

For this technique to work, you must have an element or array of the desired type. You 
couldn’t use it to build a Stack<E> that uses an E[] array because the stack starts out empty.

© Tom Horyn/iStockphoto.

WORkED ExAMPLE 18.1 Making a Generic Binary Search Tree Class

Learn how to turn the binary search tree class from Chapter 17 into a generic BinarySearchTree<E> 
class that stores elements of type E. Go to wiley.com/go/bjeo6examples and download Worked 
Example 18.1.
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Describe generic classes and type parameters.

• In Java, generic programming can be achieved with inheritance or with type 
parameters.

• A generic class has one or more type parameters.
• Type parameters can be instantiated with class or interface types.
• Type parameters make generic code safer and easier to read.

Implement generic classes and interfaces.

• Type variables of a generic class follow the class name and are enclosed in angle 
brackets.

• Use type parameters for the types of generic instance variables, method parameter 
variables, and return values.

Implement generic methods.

• A generic method is a method with a type parameter.
• Supply the type parameters of a generic method between the modifiers and the 

method return type.
• When calling a generic method, you need not instantiate the type parameters.

Specify constraints on type parameters.

• Type parameters can be constrained with bounds.

Recognize how erasure of type parameters places limitations on generic programming in Java.

• The virtual machine erases type parameters, replacing them with their bounds 
or Objects.

• You cannot construct objects or arrays of a generic type.

• R18.1 What is a type parameter?

• R18.2 What is the difference between a generic class and an ordinary class?

• R18.3 What is the difference between a generic class and a generic method? 

•• R18.4 Why is it necessary to provide type arguments when instantiating a generic class, but 
not when invoking an instantiation of a generic method?

C H A P T E R  S U M M A R Y
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• R18.5 Find an example of a non-static generic method in the standard Java library. 

•• R18.6 Find four examples of a generic class with two type parameters in the standard Java 
library. 

•• R18.7 Find an example of a generic class in the standard library that is not a collection class. 

• R18.8 Why is a bound required for the type parameter T in the following method?
<T extends Comparable> int binarySearch(T[] a, T key) 

•• R18.9 Why is a bound not required for the type parameter E in the HashSet<E> class?

• R18.10 What is an ArrayList<Pair<T, T>>?

•• R18.11 Explain the type bounds of the following method of the Collections class.
public static <T extends Comparable<? super T>> void sort(List<T> a)

Why doesn’t T extends Comparable or T extends Comparable<T> suffice?

• R18.12 What happens when you pass an ArrayList<String> to a method with an ArrayList 
parameter variable? Try it out and explain.

••• R18.13 What happens when you pass an ArrayList<String> to a method with an ArrayList 
parameter variable, and the method stores an object of type BankAccount into the array 
list? Try it out and explain.

•• R18.14 What is the result of the following test?
ArrayList<BankAccount> accounts = new ArrayList<>();
if (accounts instanceof ArrayList<String>) . . .

Try it out and explain.

•• R18.15 The ArrayList<E> class in the standard Java library must manage an array of objects 
of type E, yet it is not legal to construct a generic array of type E[] in Java. Locate the 
implementation of the ArrayList class in the library source code that is a part of the 
JDK. Explain how this problem is overcome.

• E18.1 Modify the generic Pair class so that both values have the same type.

• E18.2 Add a method swap to the Pair class of Exercise E18.1 that swaps the first and second 
elements of the pair.

•• E18.3 Implement a static generic method PairUtil.swap whose argument is a Pair object, 
using the generic class declared in Section 18.2. The method should return a new 
pair, with the first and second element swapped.

• E18.4 Implement a static generic method that, given a Map<K, V>, yields a List<Pair<K, V>> of 
the key/value pairs in the map.

•• E18.5 Implement a generic version of the binary search algorithm.

•• E18.6 Implement a generic version of the selection sort algorithm.

••• E18.7 Implement a generic version of the merge sort algorithm. Your program should 
compile without warnings.

• E18.8 Implement a generic version of the LinkedList class of Chapter 16.

P R A C T I C E  E x E R C I S E S
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•• E18.9 Turn the HashSet implementation of Chapter 16 into a generic class. Use an array 
list instead of an array to store the buckets.

•• E18.10 Provide suitable hashCode and equals methods for the Pair class of Section 18.2 and 
implement a HashMap class, using a HashSet<Pair<K, V>>.

••• E18.11 Implement a generic version of the permutation generator in Section 13.4. Generate 
all permutations of a List<E>.

•• E18.12 Write a generic static method print that prints the elements of any object that imple-
ments the Iterable<E> interface. The elements should be separated by commas. Place 
your method into an appropriate utility class.

•• E18.13 Turn the MinHeap class of Chapter 17 into a generic class. As with the TreeSet class of 
the standard library, allow a Comparator to compare elements. If no compara tor is sup-
plied, assume that the element type implements the Comparable interface.

•• E18.14 Make the Measurer interface from Chapter 10 into a generic class. Provide a static 
method T max(T[] values, Measurer<T> meas).

• E18.15 Provide a static method void append(ArrayList<T> a, ArrayList<T> b) that appends the 
elements of b to a.

•• E18.16 Modify the method of Exercise E18.15 so that the second array list can contain ele-
ments of a subclass. For example, if people is an ArrayList<Person> and students is an 
ArrayList<Student>, then append(people, students) should compile but append(students, 
people) should not.

•• E18.17 Modify the method of Exercise E18.15 so that it leaves the first array list unchanged 
and returns a new array list containing the elements of both array lists.

•• E18.18 Modify the method of Exercise E18.17 so that it receives and returns arrays, not 
array lists. Hint: Arrays.copyOf.

• E18.19 Provide a static method that reverses the elements of a generic array list.

• E18.20 Provide a static method that returns the reverse of a generic array list, without modi-
fying the original list.

•• E18.21 Provide a static method that checks whether a generic array list is a palindrome; that 
is, whether the values at index i and n  1  i are equal to each other, where n is the 
size of the array list.

•• E18.22 Provide a static method that checks whether the elements of a generic array list are in 
increasing order. The elements must be comparable.

•• P18.1 Write a static generic method PairUtil.minmax that computes the minimum and max-
imum elements of an array of type T and returns a pair containing the minimum and 
maximum value. Require that the array elements implement the Measurable interface 
of Chapter 10.

•• P18.2 Repeat Exercise P18.1, but require that the array elements imple ment the Comparable 
interface.

P R O G R A M M I N G  P R O J E C T S
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••• P18.3 Repeat Exercise P18.2, but refine the bound of the type parameter to extend the 
generic Comparable type.

•• P18.4 Make the Measurable interface from Chapter 10 into a generic class. Provide a static 
method that returns the largest element of an ArrayList<T>, provided that the ele-
ments are instances of Measurable<T>. Be sure to return a value of type T.

••• P18.5 Enhance Exercise P18.4 so that the elements of the ArrayList<T> can implement 
Measurable<U> for appropriate types U.

•• P18.6 Write a static generic method
List<T> filter(List<T> values, Predicate<? super T> p)

that returns a list of all values for which the predicate returns true. Demonstrate how 
to use this method by getting a list of all strings with length greater than ten from a 
given list of strings. Use a lambda expression (see Java 8 Note 10.4).

•• P18.7 Write a static generic method
List<R> map(List<T> values, Function<T, R> f)

that returns a list of the values returned by the function when called with arguments 
in the values list.

••• P18.8 Write a static generic method
List<Pair<T, R>> map(List<T> values, Function<T, R> f)

that returns a list of pairs (v, f.apply(v)), where v ranges over the given values.
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A N S W E R S  T O  S E L F - C H E C k  Q U E S T I O N S

1. HashMap<String, Integer> 
2. It uses inheritance.
3. This is a compile-time error. You cannot assign 

the Integer expression a.get(0) to a string.
4. This is a compile-time error. The compiler 

won’t convert 3 to a Double. Remedy: Call 
a.add(3.0).

5. This is a run-time error. a.removeFirst() yields 
a String that cannot be converted into a Double. 
Remedy: Call a.addFirst(3.14);

6. new Pair<>("Hello", "World") 
7. new Pair<>("Hello", 1729)

8. An ArrayList<Pair<String, Integer>> contains 
multiple pairs, for example [(Tom, 1), (Harry, 
3)]. A Pair<ArrayList<String>, Integer> contains 
a list of strings and a single integer, such as 
([Tom, Harry], 1).

9. public static Pair<Double, Double> roots(
      Double x)
{

   if (x >= 0)
   {
      double r = Math.sqrt(x);
      return new Pair<>(r, r);
   }
   else { return null; }
}

10. You have three type parameters: Triple<T, S, U>. 
Add an instance variable U third, a construc-
tor argument for initializing it, and a method 
U getThird() for returning it.

11. The output depends on the implementation of 
the toString method in the Bank  Account class.

12. No—the method has no type parameters. It is 
an ordinary method in a generic class.

13. fill(a, "*")

14. You get a compile-time error. An integer can-
not be converted to a string.

15. You get a run-time error. Unfortunately, the 
call compiles, with T = Object. This choice is 
justified because a String[] array is convertible 
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to an Object[] array, and 42 becomes new Inte
ger(42), which is convertible to an Object. But 
when the program tries to store an Integer in 
the String[] array, an exception is thrown.

16. public class BinarySearchTree<E 
      extends Comparable<E>> 

or, if you read Special Topic 18.1,
public class BinarySearchTree<E 
      extends Comparable<? super E>>

17. public static <E extends Measurable> E min( 
      ArrayList<E> objects)
{
   E smallest = objects.get(0);
   for (int i = 1; i < objects.size(); i++)
   {
      E obj = objects.get(i);
      if (obj.getMeasure() 
          < smallest.getMeasure())
      {
         smallest = obj;
      }
   }
   return smallest;
}

18. No. As described in Common Error 18.1, you 
cannot convert an ArrayList<BankAccount> to an 
ArrayList<Measurable>, even if BankAccount imple-
ments Measurable.

19. Yes, but this method would not be as useful. 
Suppose accounts is an array of BankAccount 
objects. With this method, min(accounts) would 
return a result of type Measurable, whereas the 
generic method yields a BankAccount.

20. public static <E extends Measurable>  
      double average(E[] objects)
{
   if (objects.length == 0) { return 0; }
   double sum = 0;
   for (E obj : objects)
   {
      sum = sum + obj.getMeasure();
   }
   return sum / objects.length;
}

21. No. You can define
public static double average( 
      Measurable[] objects)
{
   if (objects.length == 0) { return 0; }
   double sum = 0;
   for (Measurable obj : objects)
   {

      sum = sum + obj.getMeasure();
   }
   return sum / objects.length;
}

For example, if BankAccount implements Measur
able, a BankAccount[] array is convertible to a 
Measurable[] array. Contrast with Self Check 
19, where the return type was a generic type. 
Here, the return type is double, and there is no 
need for using generic types.

22. public static <E> Comparable<E> min( 
      Comparable<E>[] objects) 

is an error. You cannot have an array of a 
generic type.

23. public static void print(Object[] a)
{ 
   for (Object e : a)
   {
      System.out.print(e + " ");
   }
   System.out.println();
} 

24. This code compiles (with a warning), but it is 
a poor technique. In the future, if type erasure 
no longer happens, the code will be wrong. 
The cast from Object[] to String[] will cause a 
class cast exception.

25. Internally, ArrayList uses an Object[] array. 
Because of type erasure, it can’t make an E[] 
array. The best it can do is make a copy of its 
internal Object[] array.

26. It can use reflection to discover the element 
type of the parameter a, and then construct 
another array with that element type (or just 
call the Arrays.copyOf method).

27. The method needs to construct a new array of 
type T. However, that is not possible in Java 
without reflection.
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Adding the Type Parameter
The types that we use in a binary search tree must be comparable, so we declare the class as

public class BinarySearchTree<E extends Comparable>

We replace the parameter variables of type Comparable in the following methods with the type 
parameter E:

public void add(E obj) 
public boolean find(E obj)
public void remove(E obj)

As it happens, there are no other local variables of type Comparable to replace. But the data 
instance variable of the inner Node class needs to be changed from Comparable to E.

public class BinarySearchTree<E extends Comparable>
{
   . . .
   class Node
   {  
      public E data;
      public Node left;
      public Node right;
      . . .
   }
}

Note that the Node class is not a generic class. It is a regular class that is nested inside 
the generic BinarySearchTree<E> class. For example, if E is String, we have an inner class 
BinarySearchTree<String>.Node with a data instance variable of type String.

In contrast, let us supply an inorder method that accepts a visitor, and let’s make Visitor a 
top-level interface (unlike the implementation in Section 17.4 where it was declared inside the 
tree class.) We need a type parameter for the parameter variable of the visit method. Because 
Visitor is not nested inside a generic class, we must make it generic.

public interface Visitor<E>
{
   void visit(E data)
}

We can then implement the inorder method in the usual way:

public void inorder(Visitor<E> v)
{  
   inorder(root, v);
}  

private void inorder(Node parent, Visitor<E> v)
{  
   if (parent == null) { return; }
   inorder(parent.left, v);
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WORkED ExAMPLE 18.1 Making a Generic Binary Search Tree Class

In Section 17.3, we developed a binary search tree class that held Comparable objects. That is not 
typesafe—someone might add Integer objects to the tree and then try to find a String object, 
causing a ClassCastException in the compareTo method of either the String or Integer classes.

Problem Statement Turn the binary search tree class into a generic BinarySearchTree<E> 
that stores elements of type E.
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   v.visit(parent.data);
   inorder(parent.right, v);
}

Note that the parent parameter variable doesn’t need a type parameter.
With these modifications, we have a fully functioning BinarySearchTree class. You can try 

out the TreeTester program, and it will work correctly.

worked_example_1/TreeTester.java

1 public class TreeTester
2 {
3    public static void main(String[] args)
4    {
5       BinarySearchTree<String> names = new BinarySearchTree<>();
6       names.add("Romeo");
7       names.add("Juliet");
8       names.add("Tom");
9       names.add("Dick");

10       names.add("Harry");
11 
12       class PrintVisitor implements Visitor<String>
13       {
14          public void visit(String data)
15          {
16             System.out.print(data + " ");
17          }
18       }
19    
20       names.inorder(new PrintVisitor());
21       System.out.println();
22 
23       System.out.println("Expected: Dick Harry Juliet Romeo Tom");
24    }
25 }

worked_example_1/BinarySearchTree.java

1 /**
2    This class implements a binary search tree whose
3    nodes hold objects that implement the Comparable
4    interface.
5 */
6 public class BinarySearchTree<E extends Comparable>
7 {  
8    private Node root;
9 

10    /**
11       Constructs an empty tree.
12    */
13    public BinarySearchTree()
14    {  
15       root = null;
16    }
17    
18    /**
19       Inserts a new node into the tree.
20       @param obj the object to insert
21    */
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22    public void add(E obj) 
23    {  
24       Node newNode = new Node();
25       newNode.data = obj;
26       newNode.left = null;
27       newNode.right = null;
28       if (root == null) { root = newNode; }
29       else { root.addNode(newNode); }
30    }
31 
32    /**
33       Tries to find an object in the tree.
34       @param obj the object to find
35       @return true if the object is contained in the tree
36    */
37    public boolean find(E obj)
38    {
39       Node current = root;
40       while (current != null)
41       {
42          int d = current.data.compareTo(obj);
43          if (d == 0) { return true; }
44          else if (d > 0) { current = current.left; }
45          else { current = current.right; }
46       }
47       return false;
48    }
49    
50    /**
51       Tries to remove an object from the tree. Does nothing
52       if the object is not contained in the tree.
53       @param obj the object to remove
54    */
55    public void remove(E obj)
56    {
57       // Find node to be removed
58 
59       Node toBeRemoved = root;
60       Node parent = null;
61       boolean found = false;
62       while (!found && toBeRemoved != null)
63       {
64          int d = toBeRemoved.data.compareTo(obj);
65          if (d == 0) { found = true; }
66          else 
67          {
68             parent = toBeRemoved;
69             if (d > 0) { toBeRemoved = toBeRemoved.left; }
70             else { toBeRemoved = toBeRemoved.right; }
71          }
72       }
73 
74       if (!found) { return; }
75 
76       // toBeRemoved contains obj
77 
78       // If one of the children is empty, use the other
79 
80       if (toBeRemoved.left == null || toBeRemoved.right == null)
81       {



WE4 Chapter 18  Generic Classes 

Big Java, 6e, Cay Horstmann, Copyright © 2015 John Wiley and Sons, Inc. All rights reserved.

82          Node newChild;
83          if (toBeRemoved.left == null) 
84          {
85             newChild = toBeRemoved.right;
86          }
87          else 
88          {
89             newChild = toBeRemoved.left;
90          }
91 
92          if (parent == null) // Found in root
93          {
94             root = newChild;
95          }
96          else if (parent.left == toBeRemoved)
97          {
98             parent.left = newChild;
99          }

100          else 
101          {
102             parent.right = newChild;
103          }
104          return;
105       }
106       
107       // Neither subtree is empty
108 
109       // Find smallest element of the right subtree
110 
111       Node smallestParent = toBeRemoved;
112       Node smallest = toBeRemoved.right;
113       while (smallest.left != null)
114       {
115          smallestParent = smallest;
116          smallest = smallest.left;
117       }
118 
119       // smallest contains smallest child in right subtree
120          
121       // Move contents, unlink child
122 
123       toBeRemoved.data = smallest.data;
124       if (smallestParent == toBeRemoved) 
125       {
126          smallestParent.right = smallest.right; 
127       }
128       else 
129       {
130          smallestParent.left = smallest.right; 
131       }
132    }
133    
134    /**
135       Prints the contents of the tree in sorted order.
136    */
137    public void inorder(Visitor<E> v)
138    {  
139       inorder(root, v);
140    }  
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141 
142    /**
143       Prints a node and all of its descendants in sorted order.
144       @param parent the root of the subtree to print
145    */
146    private void inorder(Node parent, Visitor<E> v)
147    {  
148       if (parent == null) { return; }
149       inorder(parent.left, v);
150       v.visit(parent.data);
151       inorder(parent.right, v);
152    }
153 
154    /**
155       A node of a tree stores a data item and references
156       of the child nodes to the left and to the right.
157    */
158    class Node
159    {  
160       public E data;
161       public Node left;
162       public Node right;
163 
164       /**
165          Inserts a new node as a descendant of this node.
166          @param newNode the node to insert
167       */
168       public void addNode(Node newNode)
169       {  
170          int comp = newNode.data.compareTo(data);
171          if (comp < 0)
172          {  
173             if (left == null) { left = newNode; }
174             else { left.addNode(newNode); }
175          }
176          else if (comp > 0)
177          {  
178             if (right == null) { right = newNode; }
179             else { right.addNode(newNode); }
180          }
181       }
182    }
183 }

worked_example_1/Visitor.java

1 public interface Visitor<E>
2 {
3    /**
4       This method is called for each visited node.
5       @param data the data of the node
6    */
7    void visit(E data);
8 }
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worked_example_1/Person.java

1 /**
2    A person with a name.
3 */
4 public class Person implements Comparable<Person>
5 {
6    private String name;
7 
8    /**
9       Constructs a Person object.

10       @param aName the name of the person
11    */
12    public Person(String aName)
13    {
14       name = aName;
15    }
16    
17    public String toString() 
18    {
19       return getClass().getName() + "[name=" + name + "]";
20    }
21    
22    public int compareTo(Person other)
23    {
24       return name.compareTo(other.name);
25    }
26 }

worked_example_1/Student.java

1 /**
2    A student with a name and a major.
3 */
4 public class Student extends Person
5 {
6    private String major;
7 
8    /**
9       Constructs a Student object.

10       @param aName the name of the student
11       @param aMajor the major of the student
12    */
13    public Student(String aName, String aMajor)
14    {
15       super(aName);
16       major = aMajor;
17    }
18    
19    public String toString() 
20    {
21       return super.toString() + "[major=" + major + "]";
22    }
23 }

In the following sections, we will discuss additional refinements that are described in Special 
Topic 18.1 and Common Error 18.2. You can skip this discussion if you are not interested in 
the finer points of Java generics.
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Wildcards
Consider the following simple change to the PrintVisitor class in the TreeTester program. We 
don’t really need to require that data is a string. The printing code will work for any object:

class PrintVisitor implements Visitor<Object>
{
   public void visit(Object data)
   {
      System.out.print(data + " ");
   }
}

Unfortunately, now the inorder method of a BinarySearchTree<String> will no longer accept 
a new PrintVisitor(). It wants a Visitor<String>, not a Visitor<Object>. That’s a shame. Wild-
cards were invented to overcome this problem.

There is no harm in passing a String value to a visit method with an Object parameter. In 
general, the data value of type E can be passed to a visit method that receives a supertype of E. 
You use a wildcard to spell this out:

public void inorder(Visitor<? super E> v)

The inorder method works with a visitor for any supertype of E.

The Generic Comparable Type
The Comparable type is a generic type. A Comparable<T> has a compareTo method with a parameter 
of type T:

public interface Comparable<T>
{
  int compareTo(T other)
}

For example, String implements Comparable<String>.
We should make use of the type parameter in the declaration of the BinarySearchTree class. 

Instead of

public class BinarySearchTree<E extends Comparable>

we can write

public class BinarySearchTree<E extends Comparable<E>>

With this change, the unsightly warnings at the calls to compareTo go away.
But that’s not quite good enough. Consider the following class:

public class Person implements Comparable<Person>
{
   . . .
   public int compareTo(Person other) 
   {
      return name.compareTo(other.name);
   }
}

People are just compared by name.
We have a subclass

public class Student extends Person { . . . }

Students are people. How are they compared? Also by name. Note that Student implements 
Comparable<Person>, not Comparable<Student>. 
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That means we can’t have a BinarySearchTree<Student>! Again, wildcards come to the rescue. 
The proper type bound is

public class BinarySearchTree<E extends Comparable<? super E>>

Static Contexts
Look again into the first section, where we implemented the inorder method in the “usual 
way”:

private void inorder(Node parent, Visitor<E> v)
{  
   if (parent == null) { return; }
   inorder(parent.left, v);
   v.visit(parent.data);
   inorder(parent.right, v);
}

Actually, that wasn’t quite the usual way. In the usual way, the recursive helper method is 
static. But if you try that, you get an error. In a “static context”, the generic parameters don’t 
work as expected. There is only a single static method for all parameters E, so you can’t use E in 
a static method. (This is a consequence of type erasure. There is only a single BinarySearchTree 
class in which E is erased.)

The workaround is to make the method generic, like this:

private static <T> void inorder(Node parent, Visitor<T> v)

That is better, but it isn’t quite right because Node is defined inside a generic class, so we need to 
specify what kind of node we need.

private static <T> void inorder(BinarySearchTree<T>.Node parent, Visitor<T> v)

We are getting closer, but the compiler now complains that a BinarySearchTree is only defined 
for types T that implement Comparable. Fair enough:

private static <T extends Comparable<? super T>> void inorder(
      BinarySearchTree<T>.Node parent, Visitor<T> v)

This method declaration is unfortunately somewhat complex, but it accurately reflects all 
requirements that must be fulfilled for the method to work. The type T must be comparable. 
The Node must belong to the BinarySearchTree with type T, and the visitor must be an instance of 
Visitor<T> with the same T.

Actually, that’s still not right. As mentioned in the section on wildcards, there is nothing 
wrong with using a visitor for a supertype of T. The most general form is

private static <T extends Comparable<? super T>> void inorder(
      BinarySearchTree<T>.Node parent, Visitor<? super T> v)

With generics, the implementor must give precise specifications so that the programmers using 
the generic construct can do so under the most general circumstances.

worked_example_1/TreeTester2.java

1 /**
2    This class demonstrates the advanced techniques in BinarySearchTree2.
3 */
4 public class TreeTester2
5 {
6    public static void main(String[] args)
7    {
8       BinarySearchTree2<Student> students = new BinarySearchTree2<>();
9       // Can form BinarySearchTree2<Student> even though Student

10       // implements Comparable<Person> and not Comparable<Student>
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11 
12       students.add(new Student("Romeo", "Art History"));
13       students.add(new Student("Juliet", "CS"));
14       students.add(new Student("Tom", "Leisure Studies"));
15       students.add(new Student("Diana", "EE"));
16       students.add(new Student("Harry", "Biology"));
17       
18       class PrintVisitor implements Visitor<Object>
19       {
20          public void visit(Object data)
21          {
22             System.out.println(data);
23          }
24       }
25 
26       // Can pass a Visitor<Object>, not just a Visitor<Student>
27       students.inorder(new PrintVisitor());
28    }
29 }

worked_example_1/BinarySearchTree2.java

1 /**
2    This class implements a binary search tree whose
3    nodes hold objects that implement the Comparable
4    interface for an appropriate type parameter.
5 */
6 public class BinarySearchTree2<E extends Comparable<? super E>>
7 {  
8    private Node root;
9 

10    /**
11       Constructs an empty tree.
12    */
13    public BinarySearchTree2()
14    {  
15       root = null;
16    }
17    
18    /**
19       Inserts a new node into the tree.
20       @param obj the object to insert
21    */
22    public void add(E obj) 
23    {  
24       Node newNode = new Node();
25       newNode.data = obj;
26       newNode.left = null;
27       newNode.right = null;
28       if (root == null) { root = newNode; }
29       else { root.addNode(newNode); }
30    }
31 
32    /**
33       Tries to find an object in the tree.
34       @param obj the object to find
35       @return true if the object is contained in the tree
36    */
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37    public boolean find(E obj)
38    {
39       Node current = root;
40       while (current != null)
41       {
42          int d = current.data.compareTo(obj);
43          if (d == 0) { return true; }
44          else if (d > 0) { current = current.left; }
45          else { current = current.right; }
46       }
47       return false;
48    }
49    
50    /**
51       Tries to remove an object from the tree. Does nothing
52       if the object is not contained in the tree.
53       @param obj the object to remove
54    */
55    public void remove(E obj)
56    {
57       // Find node to be removed
58 
59       Node toBeRemoved = root;
60       Node parent = null;
61       boolean found = false;
62       while (!found && toBeRemoved != null)
63       {
64          int d = toBeRemoved.data.compareTo(obj);
65          if (d == 0) { found = true; }
66          else 
67          {
68             parent = toBeRemoved;
69             if (d > 0) { toBeRemoved = toBeRemoved.left; }
70             else { toBeRemoved = toBeRemoved.right; }
71          }
72       }
73 
74       if (!found) { return; }
75 
76       // toBeRemoved contains obj
77 
78       // If one of the children is empty, use the other
79 
80       if (toBeRemoved.left == null || toBeRemoved.right == null)
81       {
82          Node newChild;
83          if (toBeRemoved.left == null) 
84          {
85             newChild = toBeRemoved.right;
86          }
87          else 
88          {
89             newChild = toBeRemoved.left;
90          }
91 
92          if (parent == null) // Found in root
93          {
94             root = newChild;
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95          }
96          else if (parent.left == toBeRemoved)
97          {
98             parent.left = newChild;
99          }

100          else 
101          {
102             parent.right = newChild;
103          }
104          return;
105       }
106       
107       // Neither subtree is empty
108 
109       // Find smallest element of the right subtree
110 
111       Node smallestParent = toBeRemoved;
112       Node smallest = toBeRemoved.right;
113       while (smallest.left != null)
114       {
115          smallestParent = smallest;
116          smallest = smallest.left;
117       }
118 
119       // smallest contains smallest child in right subtree
120          
121       // Move contents, unlink child
122 
123       toBeRemoved.data = smallest.data;
124       if (smallestParent == toBeRemoved) 
125       {
126          smallestParent.right = smallest.right; 
127       }
128       else 
129       {
130          smallestParent.left = smallest.right; 
131       }
132    }
133    
134    /**
135       Prints the contents of the tree in sorted order.
136    */
137    public void inorder(Visitor<? super E> v)
138    {  
139       inorder(root, v);
140    }  
141 
142    /**
143       Prints a node and all of its descendants in sorted order.
144       @param parent the root of the subtree to print
145    */
146    private static <T extends Comparable<? super T>> void 
147       inorder(BinarySearchTree2<T>.Node parent, Visitor<? super T> v)
148    {  
149       if (parent == null) { return; }
150       inorder(parent.left, v);
151       v.visit(parent.data);
152       inorder(parent.right, v);
153    }
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154 
155    /**
156       A node of a tree stores a data item and references
157       of the child nodes to the left and to the right.
158    */
159    class Node
160    {  
161       public E data;
162       public Node left;
163       public Node right;
164 
165       /**
166          Inserts a new node as a descendant of this node.
167          @param newNode the node to insert
168       */
169       public void addNode(Node newNode)
170       {  
171          int comp = newNode.data.compareTo(data);
172          if (comp < 0)
173          {  
174             if (left == null) { left = newNode; }
175             else { left.addNode(newNode); }
176          }
177          else if (comp > 0)
178          {  
179             if (right == null) { right = newNode; }
180             else { right.addNode(newNode); }
181          }
182       }
183    }
184 }
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Streams let you process data by specifying what you want 
to have done, leaving the details to the stream library. 
The library can execute operations lazily, skipping those 
that are not needed for computing the result, or distribute 
work over multiple processors. This is particularly useful 
when working with very large data sets. Moreover, stream 
computations are often easier to understand because they 
express the intent of the programmer more clearly than 
explicit loops. In this chapter, you will learn how to use Java  
streams for solving common “big data” processing problems.

19.1 The Stream Concept
When analyzing data, you often write a loop that examines each item and collects the 
results. For example, suppose you have a list of words and want to know how many 
words have more than ten letters. You could use the “counting matches” algorithm 
from Section 6.7.2, like this:

List<String> wordList = . . .; 
long count = 0; 
for (String w : wordList) 
{   
   if (w.length() > 10) { count++; }
}

The stream library, which is a part of Java 8, uses a different approach. With a stream 
of words, you can use the filter method to pick out the words that you want, then 
the count method to count them, like this:

Stream<String> words = . . .; 
long count = words 
   .filter(w -> w.length() > 10) 
   .count();

As you can see, you tell a stream what you want to achieve, not 
how to achieve it. That can lead to code that is easier to under-
stand. It also allows the library to optimize the execution. For 
example, it can take advantage of multiple processors in a com-
puter and have each of them work on a part of the data.

The stream library makes heavy use of lambda expressions 
such as w -> w.length() > 10 that denote small snippets of com-
putation that a method should execute. For example, the filter 
method subjects each stream element to the test “Is this string 
longer than ten characters?” Lambda expressions were briefly 
introduced in Java 8 Note 10.4, and we will discuss them in detail in Section 19.5. For 
now, you should simply have an intuitive idea what they mean. To the left of the -> 
symbol, you have parameters, and to the right, the result of a computation. In this 
case, each stream element w is tested with the expression w.length() > 10. 

Streams are similar to the collections that you have seen in Chapter 15, but there 
are significant differences.
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A filter removes 
undesired elements 
from a stream.
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Unlike a collection, a stream does not store its data. The data comes from else-
where—perhaps a collection, a file, a database, or a data source on the Internet.

Unlike a collection, a stream is immutable. You cannot insert, remove, or mod-
ify elements. However, you can create a new stream from a given one. For example, 
words.filter(w -> w.length() > 10) is a new stream, containing the long words from 
the original stream. The original stream has not changed. In general, you work with 
streams by transforming them into new streams, which contain a subset of the ele-
ments or transformations of the elements.

Stream processing is lazy. Transformations are done as late as possible, and only 
when necessary. For example, suppose you ask for five long words: 

Stream<String> fiveLongWords = words
   .filter(w -> w.length() > 10)
   .limit(5);

Then the intermediate stream of long words 
is not actually computed in its entirety. The 
computation flows backwards. Because only 
five words are requested in the end, the filter-
ing stops when the fifth match has been found. 
How does that work? It’s not your problem, 
but that of the implementors of the stream 
library. Remember, you specify what you want, 
not how it should be done.

In this chapter, you will learn how to work 
with streams: how to create and transform 
them, and how to harvest results. In particular, you will learn in detail how to specify 
functionality with lambda expressions, such as 

w -> w.length() > 10 

for expressing “w is a long word”.
As computer scientists work with ever bigger data sets and have machines with 

multiple processors at their disposal, the “what, not how” principle becomes very 
important. The Java stream library is a good introduction to “big data” thinking.

The following program contrasts the traditional approach of counting matches 
with the use of a stream. 

section_1/StreamDemo.java

1 import java.io.File;
2 import java.io.IOException;
3 import java.util.ArrayList;
4 import java.util.List;
5 import java.util.Scanner;
6 
7 public class StreamDemo
8 {
9    public static void main(String[] args) throws IOException

10    {
11       Scanner in = new Scanner(new File("../countries.txt"));
12          // This file contains one country name per line
13       List<String> wordList = new ArrayList<>();
14       while (in.hasNextLine()) { wordList.add(in.nextLine()); }
15          // Now wordList is a list of country names
16 

A stream is an 
immutable sequence 
of values that are 
processed lazily.

Lazy processing 
means to defer 
operations until they 
are needed, and to 
skip those that are 
not needed.
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17       // Traditional loop for counting the long words
18       long count = 0;
19       for (String w : wordList)
20       {
21          if (w.length() > 10) { count++; }
22       }
23       
24       System.out.println("Long words: " + count);
25 
26       // The same computation with streams
27       count = wordList.stream()
28          .filter(w -> w.length() > 10)
29          .count();
30 
31       System.out.println("Long words: " + count);
32    }
33 }

Program Run

Long words: 63
Long words: 63

1. Write a statement to count all overdrawn accounts in a Stream<BankAccount>. 
2. Given a stream of strings, how do you remove all empty strings? 
3. How would you collect the first five strings of length greater than ten in a 

List<String> without using streams? 
4. Given a stream of strings, how do you calculate how many have exactly ten 

characters?
5. Given a stream of strings, how do you find the first one with length equal to ten? 
6. Given a stream of strings, how can you find out whether it has at least ten strings 

with three letters, without counting them all if there are more than ten?

Practice It Now you can try these exercises at the end of the chapter: R19.1, R19.2, R19.3.

19.2 Producing Streams
To do stream processing, you need a stream. The simplest way of getting one is with 
the static Stream.of method. You specify the elements, like this:

Stream<String> words = Stream.of("Mary", "had", "a", "little", "lamb"); 
Stream<Integer> digits = Stream.of(3, 1, 4, 1, 5, 9);

With the same method, you can turn an array of objects into a stream:
Integer[] digitArray = { 3, 1, 4, 1, 5, 9 }; 
Stream<Integer> digitStream = Stream.of(digitArray);

Note, by the way, that Stream is a generic type, just like the collection types. A 
Stream<String> yields strings, and a Stream<Integer> yields wrapper objects for integers. 
(As with all generic types, the type parameter cannot be a primitive type, so you must 
use wrappers for int, double, and so on.)

© Nicholas Homrich/iStockphoto.
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The Stream.of static 
method and the 
stream methods of 
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If you have a list, set, or other collection in the Java 
collections framework, call the stream method to obtain 
a stream that looks up the elements in the collection.

List<String> wordList = new ArrayList<>();
// Populate wordList 
Stream<String> words = wordList.stream();

Several utility methods of the Java library yield streams. 
You can get a stream of the lines in a file with the Files.
lines method. That method requires a Path object to 
describe a file. We will introduce the Path interface in 
Chapter 21, but for now all you need to know is how to 
make a path from a file name, as shown in the following 
code fragment:

String filename = . . .; 
try (Stream<String> lineStream = Files.lines(Paths.get(filename)))
{
   . . .

} // The file is closed here; see Section 11.4

You can even make an infinite stream—see Special Topic 19.1.
Moreover, you can make a parallel stream, which causes stream operations to be 

distributed over the available processors. Today, most computers have multiple pro-
cessors, and programs run faster if they can take advantage of them. The parallel 
method turns any stream into a parallel stream. Because distributing the work over 
multiple processors involves some housekeeping, you should only do that with 
streams that have many elements (see Exercise P19.1).

Table 1  Producing Streams

Example Result

Stream.of(1, 2, 3) A stream containing the given elements. You can also pass an array.

Collection<String> coll = . . .;
coll.stream()

A stream containing the elements of a collection.

Files.lines(path) A stream of the lines in the file with the given path. Use a try-with-
resources statement to ensure that the underlying file is closed.

Stream<String> stream = . . .;
stream.parallel()

Turns a stream into a parallel stream.

Stream.generate(() -> 1) An infinite stream of ones (see Special Topic 19.1).

Stream.iterate(0, n -> n + 1) An infinite stream of Integer values (see Special Topic 19.1).

IntStream.range(0, 100) An IntStream of int values between 0 (inclusive) and 100 
(exclusive)—see Section 19.8.

Random generator = new Random();
generator.ints(0, 100)

An infinite stream of random int values drawn from a random 
generator—see Section 19.8. 

"Hello".codePoints() An IntStream of code points of a string—see Section 19.8.
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You can turn any collection 
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FULL CODE EXAMPLE

Go to wiley.com/go/
bjeo6code to down-
load a program that 
demonstrates differ-
ent ways of creating 
a stream. 
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7. Write a statement to create a stream of Color objects. 
8. Given a list of String objects, use streams to count how many have length less 

than or equal to three. 
9. Repeat Self Check 8 with an array of strings. 

10. Write a statement to count how many lines in the file input.txt have length 
greater than 80. 

Practice It Now you can try these exercises at the end of the chapter: R19.4, E19.1, E19.2.

19.3 Collecting Results
Once you have a stream, you transform it into other streams, as will be shown in 
detail in the following sections. Eventually, you will want to harvest a result. If the 
result is a number (such as a count, sum, maximum, minimum, or average), there are 
methods for computing it—see Section 19.8. But often, you want to put the final 
stream values back into an array or collection. Here is how to do the former:

String[] result = stream.toArray(String[]::new); 

The call looks rather mysterious—see Special Topic 19.2 for an explanation. Of 
course, if your stream contains elements of a type other than strings, you need to use 
that type instead of String.

If you want to save the stream values in a collection, use the collect method. That 
method requires a “collector”, an object that is responsible for placing stream values 
into a result object. The Collectors class has static methods that produce collectors for 
various result types. Here is how to obtain the stream values as a list or set:  

List<String> result = stream.collect(Collectors.toList()); 
Set<String> result = stream.collect(Collectors.toSet());

When you have a stream of strings, you can use a collector to combine them into one 
large string. You call the Collectors.joining method and supply a string that is used to 
separate the values. For example, here we join the values of the words stream, separat-
ing the words with commas:

String result = words.collect(Collectors.joining(", "));
   // A string such as "a, am, an, ant, ..." with comma separators

Finally, you will see in Section 19.9 how to collect stream values into maps.

Table 2  Collecting Results from a Stream<T>

Example Comments

stream.toArray(T[]::new) Yields a T[] array.

stream.collect(Collectors.toList())
stream.collect(Collectors.toSet())

Yields a List<T> or Set<T>.

stream.collect(Collectors.joining(", ") Yields a string, joining the elements by the 
given separator. Only for Stream<String>.

stream.collect(Collectors.groupingBy( 
   keyFunction, collector)

Yields a map that associates group keys with 
collected group values—see Section 19.9.
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stream, you can col-
lect its elements in an 
array or collection.

To turn a stream into 
an array or collection, 
use the toArray or 
collect methods.

FULL CODE EXAMPLE

Go to wiley.com/
go/bjeo6code to 
download a program 
that shows different 
ways of collecting 
stream results.
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Now you know how to turn a collection into a stream, and a stream back into a col-
lection. In between, you will want to transform the streams, turning the initial values 
into those that you want to compute. You will see how to do that in the next section.

11. Collect all strings of length greater than ten from a list of strings and store them 
in another list. 

12. Repeat Self Check 11, but collect the result in a set. 
13. Find the first string of length greater than ten in a list of strings. Use filter and 

limit, then convert the stream to a list and retrieve the result. Assume that there 
is at least one such string. 

14. Repeat Self Check 13, but use toArray. 
15. The solutions to Self Check 13 and Self Check 14 would work even if you omit-

ted the call to limit. Why would that not be a good idea? 

Practice It Now you can try these exercises at the end of the chapter: R19.5, E19.3, E19.4.

One Stream Operation Per Line

Stream operations are very powerful, and you can achieve a lot of work with a small number of 
method calls. Your code will be much easier to understand if you put each stream operation in 
a separate line. Then you can mentally track each step.

List<String> result = list.stream() Create the stream.

   .filter(w -> w.length() > 10) Keep long strings.

   .limit(50)  Keep only the �rst �fty.
   .collect(Collectors.toList()); Turn into a list.

In contrast, if you cram as much as possible in one line, it is tedious to figure out the steps. 

List<String> result = list.stream().filter(w -> w.length() > 10).limit(50).collect(
   Collectors.toList()); // Don’t use this formatting style 

Infinite Streams

You can make an infinite stream with the generate method. Provide a lambda expression with 
no arguments, and it is applied for each stream element. For example,

Stream<Integer> ones = Stream.generate(() -> 1);

is an infinite stream of ones, and

Stream<Integer> dieTosses = Stream.generate(() -> 1 + (int)(6 * Math.random()));

is an infinite stream of random integers between 1 and 6.
If you want to have more interesting infinite streams, use the iterate method. You provide 

an initial value and an iteration function that is applied to each preceding value. For example,

Stream<Integer> integers = Stream.iterate(0, n -> n + 1);

is an infinite stream with elements 0, 1, 2, 3, and so on.
By filtering, you can get more interesting streams. For example, if isPrime is a static method 

that checks whether an integer is prime, then

Stream<Integer> primes = integers.filter(n -> isPrime(n));

is a stream of prime numbers.
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Of course, you cannot generate all elements for such a stream. At some point, you need to 
limit the results. If you want to find the first 500 primes, call

List<Integer> firstPrimes = primes
   .limit(500)
   .collect(Collectors.toList());

What is the advantage of using an infinite stream even though it eventually gets truncated to 
a finite one? You don’t need to know in advance how many integers to use to end up with the 
desired number of primes.

19.4 Transforming Streams
Suppose you have a stream of words, some uppercase, some lowercase, and you want 
them all lowercase. In such a situation, you take the stream that you are given and 
transform it, by applying a function to all elements and collecting the results in a new 
stream. That is what the map method does. 

Stream<String> words = Stream.of("A", "Tale", "of", "Two", "Cities"); 
Stream<String> lowerCaseWords = words.map(w -> w.toLowerCase()); 
   // "a", "tale", "of", "two", "cities"

Perhaps you aren’t interested in vowels. Then you can remove them:
Stream<String> consonantsOnly = lowerCaseWords.map(
   w -> w.replaceAll("[aeiou]", "")); 
   // "", "tl", "f", "tw", "cts"

Maybe you just wanted to know how many consonants each had: 
Stream<Integer> consonantCount = consonantsOnly.map(w -> w.length()); 
   // 0, 2, 1, 2, 3

As you can see, the map method takes a function and applies it to each element of the 
stream, yielding a new stream with the results. The function syntax is pretty self-
explanatory: to the left of the -> is the parameter variable, and to the right the returned 
value. We will go over the syntax in detail in Section 19.5.

Table 3  Stream Transformations

Example Comments

stream.filter(condition) A stream with the elements matching the condition.

stream.map(function) A stream with the results of applying the function to each 
element.

stream.mapToInt(function)
stream.mapToDouble(function)
stream.mapToLong(function)

A primitive-type stream with the results of applying a 
function with a return value of a primitive type—see 
Section 19.8.

stream.limit(n)
stream.skip(n)

A stream consisting of the first n, or all but the first n 
elements.

stream.distinct()
stream.sorted()
stream.sorted(comparator)

A stream of the distinct or sorted elements from the 
original stream.
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You have already seen the filter transformation. It takes a function with a boolean 
result. (Such a function is called a predicate.) The resulting stream retains all elements 
that “pass the test”; that is, for which the function returns true.

For example, suppose we have a stream of words and only want to look at those 
starting with the letter a. You get them as

Stream<String> aWords = words.filter(w -> w.substring(0, 1).equals("a"));

Note that the expression to the right of the -> has a boolean value. Either the first letter 
is an a, or it is not.

The map and filter methods are the “bread and butter” of stream transformations. 
Usually, you get a stream, filter away what you don’t need, and transform the desired 
elements to the desired form. Sometimes, you first need to transform the elements so 
you can apply a filter. You can string together as many map and filter operations as 
you like. They are evaluated lazily, without creating unnecessary intermediate results.

Here are several more useful stream transformations.

1. You have already seen the limit method. The call
stream.limit(n)

yields a new stream containing the first n elements of the original stream (or the 
entire original stream if it had fewer than n elements).

2. The call stream.skip(n) does the opposite, returning the stream obtained by 
dropping the first n elements. This operation lets you drop initial elements that 
don’t contribute to the end result.

3. The distinct method drops replicated elements: 
Stream<String> words = Stream.of( 
   "how much wood could a wood chuck chuck".split(" ")); 
Stream<String> distinctWords = words.distinct(); 
   // "how", "much", "wood", "could", "a", "chuck" 

4. The sorted method yields a new stream with the elements of the original stream 
in sorted order. 

Stream<String> sortedWords = distinctWords.sorted(); 
   // "a", "chuck", "could", "how", "much", "wood" 

For this method to work, the stream elements must belong to a class that 
implements the Comparable interface. In the next section, you will see how to 
specify a different comparator.

The following sample program puts several stream transformations to use, producing 
a list of abbreviated country names.

section_4/StreamDemo.java

1 import java.io.IOException;
2 import java.nio.file.Files;
3 import java.nio.file.Paths;
4 import java.util.List;
5 import java.util.stream.Collectors;
6 import java.util.stream.Stream;
7 
8 public class StreamDemo
9 {

10    public static void main(String[] args) throws IOException
11    {

The filter method 
yields a stream of all 
elements fulfilling a 
condition.

FULL CODE EXAMPLE

Go to wiley.com/go/
bjeo6code to down-
load a more detailed 
sample program. 
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12       try (Stream<String> lines = Files.lines(Paths.get("../countries.txt")))
13       { // Read the lines
14          List<String> result = lines
15             .filter(w -> w.length() > 10) // Keep only long words
16             .map(w -> w.substring(0, 7)) // Truncate to seven characters
17             .map(w -> w + "...") // Add ellipses
18             .distinct() // Remove duplicates
19             .limit(20) // Keep only the first twenty
20             .collect(Collectors.toList()); // Collect into a list
21          System.out.println(result);
22       }
23    }
24 }

Program Run

[Afghani..., America..., Antigua..., Bahamas..., Bosnia ...,
British..., Burkina..., Cayman ..., Central..., Christm...,
Cocos (..., Congo, ..., Cook Is..., Cote d’..., Czech R...,
Dominic..., El Salv..., Equator..., Falklan..., Faroe I...]

Don’t Use a Terminated Stream

Once you obtain a result from a stream, by calling a method such as as toArray or collect, the 
stream is “used up”, and you can no longer apply other operations to it. For example, you can-
not put the first fifty elements in one list and then take the next fifty:

Stream<String> stream = list.stream();
List<String> result1 = stream.limit(50).collect(Collectors.toList()); 
stream = stream.skip(50); // Error—the stream can no longer be used

If you want to collect two sets of fifty elements, you need to recreate the stream.

List<String> result1 = list.stream() 
   .limit(50) 
   .collect(Collectors.toList()); // This stream can no longer be used 
List<String> result2 = list.stream() // Create another stream 
   .skip(50) 
   .limit(50) 
   .collect(Collectors.toList());

To avoid this error, it is a good idea to write stream operations as a “pipeline” that starts with 
stream creation, is followed by transformations, and ends with collecting a result. Format the 
pipeline as described in Programming Tip 19.1.

16. Given a stream of words, get a stream of all that start with a or A, converted 
to lowercase. Provide two solutions, one applying filter before map and one after. 

17. Given a stream of words, produce a stream of Integer values containing the 
lengths of the words. 

18. Given a list of strings, get a list of the first ten in sorted order. 
19. Given a list of words, how do you find how many distinct words there are of 

length equal to three? 
20. How can you solve Self Check 19 without streams? 

Practice It Now you can try these exercises at the end of the chapter: R19.6, E19.5, E19.6.

Common Error 19.1 
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19.5 Lambda Expressions
In the arguments to the filter and map methods, you have seen lambda expressions 
such as

w -> w.length() > 10

This is a function, in the mathematical sense, like a static method in Java. It has a 
parameter variable (w in this example) that is mapped to a result. To the right of the -> 
is the result, namely the value of the expression w.length() > 10, which is true for long 
strings and false for short ones.

When you use this function with a Stream<String>, then the Java compiler can figure 
out that w must be a String. When the compiler cannot figure out the parameter type 
from the context, you need to specify it. Then the syntax is

(String w) -> w.length() > 10

In other situations, you need a function with two parameters. Then you specify both 
parameters, enclosed in parentheses, like this:

(v, w) -> v.length() - w.length()

This function takes two strings and returns the difference of their lengths. 
As an application of such a function, consider the task of sorting a sequence of 

objects. In order to sort, you need to compare elements. You can use the Comparable 
interface for this purpose, but there is another way (shown in Special Topic 14.4). You 
provide a function that compares two elements and returns an integer. If the result is 
negative, the first argument comes before the second. If the result is zero, the argu-
ments can come in either order. Otherwise, the first argument comes after the second.

The function that computes the difference between the lengths of two strings is 
such a comparison function. It compares strings by length.

You can pass this function to the sorted method of the Stream class, and it yields a 
stream whose elements are sorted by increasing length. For example,

Stream<String> sortedWords = distinctWords.sorted(
   (v, w) -> v.length() - w.length()); 
   // "a", "how", "much", "wood", "could", "chuck" 

A lambda expression 
consists of one or 
more parameter 
variables, an arrow 
->, and an expression 
or block yielding 
the result.

Syntax 19.1 Lambda Expressions

Parameter variables -> bodySyntax

w -> w.length() > 10

(String w) -> w.length() > 10

(v, w) -> v.length() - w.length()

(v, w) -> 
{
   int difference = v.length() - w.length();
   return difference;
}

Use braces and 
a return statement for 

longer bodies.

The body can be 
a single expression.Omit parentheses 

for a single parameter. 

These functions 
have two parameters.

Parameter variables Optional parameter type
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The preceding example showed a typical use of a lambda expression. The sorted 
method has a parameter of type Comparator, an interface with a single abstract method 
or functional interface. You can pass a lambda expression, and it is converted to an 
instance of the interface.

In all these examples, the result of the function was so simple that the computation 
happened in a single expression. You can also distribute the code over multiple state-
ments, enclosed in braces. Then use a return statement for the result, as you do with 
methods:

(v, w) -> 
{ 
   int first = v.length(); 
   int second = w.length(); 
   return first - second; 
}

That is all that you have to know about lambda expressions in order to use stream 
methods such as filter, map, and sorted. When the result expression is just a method 
call, you can optionally use an even shorter syntax—see Special Topic 19.2.

By the way, the term lambda expression comes from the history of mathemat-
ics. In the 1930s, the logician Haskell Curry used the Greek letter lambda (λ) in 
his notation for functions, λ parameter . result. In Java one uses an arrow instead: 
parameter -> result, but people still call them lambda expressions, not arrow 
expressions.

21. Write a lambda expression for a function that computes the average of two 
numbers. 

22. Write a lambda expression that tests whether a word starts and ends with the 
same letter. 

23. What does this lambda expression do?
s -> s.equals(s.toUpperCase())

24. Assuming that words is a Stream<String>, what is the result of this call?
words.filter(s -> s.equals(s.toUpperCase()))

25. Assuming that words is a Stream<String>, what is the result of this call?
words.map(s -> s.equals(s.toUpperCase()))

Practice It Now you can try these exercises at the end of the chapter: R19.7, E19.7, E19.8.

Keep Lambda Expressions Short

Lambda expressions are passed to methods such as map, filter, and sorted, which themselves 
can occur in sequences of stream operations. If the lambda expression is too long, or if its pur-
pose is not immediately apparent, then it becomes difficult to focus on the sequence of opera-
tions. In that case, make a helper method and call it in the lambda expression.

For example, suppose you want to sort countries first by continent and then alphabetically. 
It is syntactically correct to use a complex expression:

List<Country> result = stream.sorted((c, d) -> 
   { 
      int difference = c.getContinent().compareTo(d.getContinent()); 
      if (difference != 0) { return difference; } 

A functional interface 
is an interface with 
a single abstract 
method. 

A lambda expression 
can be converted 
to an instance of a 
functional interface.  

FULL CODE EXAMPLE

Go to wiley.com/
go/bjeo6code to 
download a program 
that demonstrates 
lambda expressions.
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      else { return c.getName().compareTo(d.getName); } 
   }) 
   .collect(Collectors.toList());

You can make the code easier to read by calling a helper method:

List<Country> result = stream.sorted((c, d) -> byContinentThenByName(c, d)) 
   .collect(Collectors.toList());

If you don’t want to declare a separate method, use a separate variable whose type is the appro-
priate functional interface:

Comparator<Country> byContinentThenByName = 
   (c, d) -> 
   { 
      int difference = c.getContinent().compareTo(d.getContinent()); 
      if (difference != 0) { return 0; } 
      else { return c.getName().compareTo(d.getName); } 
   }; 
 
List<Country> result = stream.sorted(byContinentThenByName) 
   .collect(Collectors.toList());

Also note that it is customary to use single-letter parameter variables in lambda expressions to 
keep them short.

Check out Special Topic 19.2 and Special Topic 19.4 for additional ways of making lambda 
expressions more compact.

Method and Constructor References

When a lambda expression consists of just one method call, you can use a very concise syntax, 
called a method reference. A class name followed by a :: symbol and method name is equiva-
lent to a lambda expression with parameters “at the right places”. For example, the method 
reference

String::toUpperCase

is a shorthand for the lambda expression 

(String w) -> w.toUpperCase()

There are several forms of method references. You have just seen the case of an instance 
method of a class with no parameters. If the method has parameters, they are parameters of the 
equivalent lambda expression. For example, the method reference

String::compareTo

is the same as the lambda expression

(String s, String t) -> s.compareTo(t)

If the method is a static method, then there is no implicit parameter. The expression

Double::compare

is the same as (double x, double y) -> Double.compare(x, y)
Finally, you can have an object to the left of the :: symbol, for example

System.out::println

That is the same as x -> System.out.println(x), where the type of x is inferred from context.
To invoke a constructor, use the keyword new after the :: symbol. For example, 

BankAccount::new

is the same as () -> new BankAccount() or b -> new BankAccount(b), depending on where it is used.

Special Topic 19.2 

© Eric Isselé/iStockphoto.



858 Chapter 19  Stream Processing 

One constructor reference that you will see frequently is for creating an array:

String[]::new

is the same as n -> new String[n], creating a string array of a given length. When the expression 
is invoked, one must pass an integer, namely the desired length of the array.

Such a constructor reference is used as the argument of the toArray method of streams. 
When you call

String[] array = words.toArray(String[]::new)

then the toArray method calls the array constructor with the number of elements of the stream. 
This sounds more complicated than it should be, but unfortunately, it is not possible in Java 
to construct an array of a generic type without providing the constructor—see Section 18.5.

You don’t have to use method or constructor references, but many programmers prefer 
them because they find them clearer and more concise than the equivalent lambda expressions.

Higher-Order Functions

Methods such as map and filter consume functions. There is no real difference between a 
method and a function—a method is just a function where one of the parameters is in a special 
position. Thus, map and filter are often called higher-order functions because they are func-
tions that consume functions.

To implement a higher-order function in Java, you need to use a functional interface, an 
interface with exactly one abstract method. The Comparator interface is one such interface, with 
a single method compare. Another one is the Predicate<T> interface. It has an abstract method

boolean test(T t)

The filter method has a parameter of type Predicate<T>, where T is the same type as the ele-
ment type of the stream.

Here is how you would implement such a method. For simplicity, the method works on 
lists, not streams.

public static <T> List<T> filter(List<T> values, Predicate<T> p) 
{ 
   List<T> result = new ArrayList<>(); 
   for (T value : values) 
   { 
      if (p.test(value)) { result.add(value); } 
   } 
   return result; 
}

Note how the filter method invokes the test method on the function parameter p.
When you call

List<String> filtered = filter(wordList, w -> w.length() > 10);

then the filter method receives as its parameter p an object of some class that implements 
Predicate<String>. The test method of that object returns the boolean value w.length() > 10.

A higher-order function can also return a function. Consider this example: 

public static Predicate<String> contains(String target) 
{ 
   return s -> s.indexOf(target) >= 0; 
}

The call contains("and") yields a predicate that tests whether a string contains the substring 
"and". You can pass that function to a method that expects a predicate, such as filter:

List<String> filtered = filter(wordList, contains("and"));

Special Topic 19.3 
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Higher-Order Functions and Comparators

A useful higher-order function that receives and returns a function is Comparator.comparing. 
You give it an extractor function that extracts a value from an element. The result is a compari-
son function that compares the extracted values. For example, consider

Comparator<String> comp = Comparator.comparing(t -> t.length())

That is the same function as

Comparator<String> comp = (v, w) -> v.length() - w.length();

You can write it even more succinctly with a method reference:

Comparator.comparing(String::length)

This reads quite nicely—the comparator that compares strings by their length.
You can add a secondary comparison with the thenComparing method: 

Collections.sort(countries, 
   Comparator.comparing(Country::getContinent) 
      .thenComparing(Country::getName));

The countries are compared first by continent. If the continents are the same, they are com-
pared by name.

19.6 The Optional Type
In Java, it has been common to use the value null to indicate 
that a method has no result. However, that’s a bit dangerous. If 
a caller doesn’t expect the “no answer” case and uses the result, 
a NullPointerException occurs, which can terminate the program.

String result = oldFashionedMethod(searchParameters); 
   // Returns null if no match 
int length = result.length(); 
   // Throws a NullPointerException when result is null 

The stream library takes a different approach. Whenever a 
query might not yield any answer, it returns a result of the 
type Optional<T>. 

Here is a good example. Suppose you want to find the first 
long string in a stream of strings. Use the findFirst method and call

words.filter(w -> w.length() > 10).findFirst()

But what if words has no elements with more than ten characters? Then there can’t be a 
first element in the filtered stream.

For that reason, the findFirst method returns an Optional<String>, not a String:
Optional<String> optResult = words 
   .filter(w -> w.length() > 10) 
   .findFirst();

An Optional object is a wrapper that holds a value or an indication that no value is 
present.

Use the orElse method to extract the value, or the provided alternative:
int length = optResult.orElse("").length();

Special Topic 19.4 
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An Optional value 
may or may not be 
present.

The Optional class is 
a wrapper for objects 
that may or may not 
be present.
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Table 4  Working with Optional Values

Example Comments

result = optional.orElse(""); Extracts the wrapped value or the specified 
default if no value is present.

optional.ifPresent(v -> Process v); Processes the wrapped value if present or does 
nothing if no value is present.

if (optional.isPresent()) 
{ 
   Process optional.get() 
} 
else 
{ 
   Handle the absence of a value. 
}

Processes the wrapped value if present, or 
deals with the situation when it is not present.

double average = pstream.average()
   .getAsDouble();

Gets the wrapped value from a primitive-type 
stream—see Section 19.8.

if (there is a result) 
{ 
   return Optional.of(result); 
} 
else 
{ 
   return Optional.empty(); 
}

Returns an Optional value from a method.

If there is a result, then its length is computed. Otherwise, the orElse method returns 
an alternative, "", on which it is safe to invoke the length method.

Another alternative is to call the ifPresent method and give it a function that con-
sumes the value. For example,

optResult.ifPresent(v -> results.add(v));

If a value v is present, it is added to the results collection. If not, nothing happens.
The isPresent method tests whether there really was a result:
if (!optResult.isPresent()) 
{ 
   System.out.println("No element has more than ten characters"); 
}

If you know there is a result, you can use the get method to retrieve it. But if you were 
wrong and there was no value, a NoSuchElementException is thrown.

Now you have learned how to use the Optional type. If you write a method that 
returns an Optional value, return either Optional.of(result), if there is a result, or 
Optional.empty() if there is none.

26. Set word to the first word in the list wordList containing the letter a, or to the 
empty string if there is no match. 

27. Repeat Self Check 26 using ifPresent. 

Use the orElse 
method to obtain 
the value of an 
Optional or, if no 
value is present, an 
alternative.

FULL CODE EXAMPLE

Go to wiley.com/go/
bjeo6code to get a 
program that shows 
how to work with 
Optional values.

© Alex Slobodkin/iStockphoto.

© Nicholas Homrich/iStockphoto.

S E L F  C H E C K



19.6 The Optional Type  861

28. Repeat Self Check 26 using isPresent. 
29. Set word to the tenth word in the list wordList containing the letter a, or to the 

empty string if there is no such string. Don’t use collect.
30. Write a method reciprocal that receives a parameter x of type double and returns 

an Optional<Double> containing 1 / x if x is not zero. 

Practice It Now you can try these exercises at the end of the chapter: R19.8, E19.9, E19.10.

Optional Results Without Values

Methods such as findFirst and max return an Optional result for a good reason—there might not 
be any result. If you ignore that possibility and just call get to retrieve the wrapped value, you 
run the risk of a NoSuchElementException.

It is best to avoid the get method and use orElse or ifPresent if at all possible. 
Of course, you can call isPresent followed by get, but the resulting code is usually more 

complex. 
Consider the example of finding a long word. Don’t just call

String result = stream 
   .filter(w -> w.length() > 10) 
   .findFirst() 
   .get(); // Throws an exception if no value is present

What do you want to do if there is no long word? If you want to print either the word or a 
message, you can use orElse:

String result = stream 
   .filter(w -> w.length() > 10) 
   .findFirst() 
   .orElse("None");  
System.out.println("Long word: " + result);

If you want to only process the result when it exists and otherwise do nothing, use ifPresent:

List<String> results = . . .; 
stream 
   .filter(w -> w.length() > 10) 
   .findFirst() 
   .ifPresent(w -> results.add(w));

Reserve the use of isPresent and get for complex situations where you carry out entirely dif-
ferent actions depending on the outcome:

Optional<String> result = stream 
   .filter(w -> w.length() > 10) 
   .findFirst(); 
if (result.isPresent()) 
{ 
   results.add(result.get()); // Safe to call get 
} 
else 
{ 
   System.out.println("No long words"); 

}

Common Error 19.2 
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19.7 Other Terminal Operations
Methods such as count and findFirst are 
terminal operations. A terminal opera-
tion forces the execution of all pending 
lazy operations and yields a value that is 
not a stream. Afterward, the stream is no 
longer usable.

Another terminal operation is findAny. 
It works like findFirst, but it returns any 
match, not necessarily the first one. That 
is faster on parallel streams. Suppose you 
want to find a long word that ends with y, 
and you don’t care which word is chosen 
if there is more than one. Then call

result = words 
   .parallel() 
   .filter(w -> w.length() > 10) 
   .filter(w -> w.endsWith("y")) 
   .findAny() 
   .orElse(""); 

Other terminal operations are max and min. You need to supply a comparator when 
calling these methods. For example, to get the longest string (or, if there are multiple 
strings of maximum length, one of them), call

Optional<String> result = words.max((v, w) -> v.length() - w.length());

Because it is possible that the stream is empty, max and min return Optional values.
The toArray and collect methods from Section 19.3 are also terminal operations. 

Another one is forEach, which doesn’t yield a result but instead applies a function to 
all elements. For example,

words.forEach(w -> System.out.println(w))

prints all words in the stream. You need to be cautious with the forEach method on 
a parallel stream. For example, printing all words in a parallel stream can result in a 
garbled output.

Finally, there are three terminal operations that return a boolean value, to test 
whether all, any, or no stream elements match a condition: allMatch, anyMatch, and 
noneMatch.

boolean result = words.allMatch(w -> w.contains("e")); 
   // result is true if all words contain the letter e 
   // Use anyMatch or noneMatch to check for some or no matches

31. Rewrite the example for the findAny operation at the beginning of this section so 
that the filter method is only called once. 

32. How can you check whether any words start with the letter q and end with the 
letter y without calling findAny? 

© MARTIN RUETSCHI/Keystone/Corbis Images.When a bus reaches the terminal, the journey 
comes to an end, just as a stream does when 
you apply a terminal operation to it.

A terminal operation 
triggers the lazy 
operations on a 
stream and yields a 
non-stream value. 

FULL CODE EXAMPLE

Go to wiley.com/
go/bjeo6code to 
download a program 
that illustrates the 
terminal operations 
in this section. 

© Alex Slobodkin/iStockphoto.

© Nicholas Homrich/iStockphoto.

S E L F  C H E C K

©
 M

A
R

T
IN

 R
U

E
T

SC
H

I/
K

ey
st

on
e/

C
or

bi
s 

Im
ag

es
.



19.8 Primitive-Type Streams  863

33. What is wrong with the following code? 
Stream<String> qys = wordList.stream() 
   .filter(w -> w.startsWith("q")) 
   .filter(w -> w.endsWith("y"));
if (qys.count() > 0) 
{ 
   System.out.println(qys.findAny().get()); 
}

34. How can you get two words starting with q and ending with y? 
35. An operation short circuits if it stops looking at inputs that can no longer change 

the result. For example, the Boolean operator && short circuits when the first 
operand is false. Which of allMatch, anyMatch, and noneMatch can short circuit? 

Practice It Now you can try these exercises at the end of the chapter: R19.11, E19.13, E19.14.

Don’t Apply Mutations in Parallel Stream Operations

Often, you can speed up stream operations by making the stream parallel. Then the work is 
distributed over multiple processors. However, that only works when the operations don’t 
interfere with each other. If you print output, it may appear interleaved. If you store values in a 
data structure, it can get corrupted. Here is an example of something that will not work:

List<String> longWords = new ArrayList<>();
wordList.stream() 
   .parallel() 
   .forEach(w -> 
      { 
         if (w.length() > 10) 
         { 
            longWords.add(w); // Error—don’t mutate in a parallel stream 
         }  
      }); 

If you try this with a sufficiently long list of words on a computer with more than one pro-
cessor, chances are great that your program will crash when the array list is corrupted. And if 
your program happens not to crash, the list will probably not contain all results. Chapter 21 
has much more to say about the dangers of accessing shared data at the same time.

In this example, you should just use filter and collect to safely return the result. In general, 
it is safe to use parallel streams when none of the stream operations mutate shared objects.

19.8 Primitive-Type Streams
It is inefficient to have streams of wrappers to primi-
tive types, such as Stream<Integer>, because each indi-
vidual int element needs a separate wrapper. There 
are three specialized stream interfaces, IntStream, Long-
Stream, and DoubleStream, that store elements of type int, 
long, and double. (The remaining five primitive types 
(float, byte, char, short, and boolean) don’t occur often 
enough in streams to warrant special cases.)

Common Error 19.3 

© John Bell/iStockphoto.

© the_guitar_mann/iStockphoto.An IntStream stores int values, 
not Integer wrappers.

©
 th

e_
gu

it
ar

_m
an

n/
 

iS
to

ck
ph

ot
o.



864 Chapter 19  Stream Processing 

19.8.1 Creating Primitive-Type Streams

You can create an IntStream from individual integers, or from an array:
IntStream stream = IntStream.of(3, 1, 4, 1, 5, 9); 
int[] values = . . .; 
stream = IntStream.of(values);

To get a stream consisting of the integers a, a + 1, a + 2, up to, but not including b, call
IntStream stream = IntStream.range(a, b);

The doubles method of the Random class yields a DoubleStream of random values between 
0 and 1. The ints method yields random numbers between an inclusive lower bound 
and an exclusive upper bound:

Random generator = new Random(); 
IntStream dieTosses = generator.ints(1, 7);

You can turn a String object str into an IntStream of its Unicode code points with
IntStream codePoints = str.codePoints();

Often, you will create an IntStream from another stream by applying a function with 
int results to the elements, using the mapToInt method. For example, if you want to 
process word lengths, you get a stream of them with

IntStream lengths = words.mapToInt(w -> w.length());

Similarly, there are methods mapToDouble and mapToLong that yield a DoubleStream and a 
LongStream.

19.8.2 Mapping a Primitive-Type Stream

The map method of an IntStream yields another IntStream. For example, 
IntStream stream = IntStream.range(0, 20) 
   .map(n -> Math.min(n, 10));

yields a stream with twenty elements 0, 1, 2, ..., 9, 10, 10, ..., 10.
If you want to convert an IntStream to a stream of objects, call mapToObj. This is often 

useful to imitate a loop over a range of integers. Here, we generate a stream of strings 
of increasing length:

String river = "Mississippi"; 
int n = river.length(); 
Stream<String> prefixes = IntStream.range(0, n) 
   .mapToObj(i -> river.substring(0, i)); 
   // "", "M", "Mi", "Mis", "Miss", "Missi", ... 

The IntStream class also has methods mapToDouble and mapToLong. The DoubleStream and 
LongStream classes have similar methods.

19.8.3 Processing Primitive-Type Streams

An IntStream has all the methods for streams that you have seen in the preceding sec-
tions. Some of them are adjusted for the fact that the stream contains int values and 
not objects. For example, the toArray method yields an int[] array.

The IntStream.range 
method yields 
a stream of 
consecutive integers.

The mapToInt method 
applies an int-valued 
function to stream 
elements and yields 
an IntStream.
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In addition to the count method, primitive-type streams have four additional meth-
ods that yield a numeric result: sum, average, max, and min. For example,

int sumOfLengths = words 
   .mapToInt(w -> w.length()) 
   .sum();

yields the sum of all word lengths. Unlike the max and min methods for arbitrary 
streams, the max and min methods for primitive streams do not require a comparator.

The average method returns an OptionalDouble, because the stream might be empty. 
That type is just like an Optional<Double>, except that it holds a double value, not a Double 
wrapper. As with all Optional values, it is best to use orElse to obtain the wrapped 
value or an alternative.

double average = words 
   .mapToInt(w -> w.length()) 
   .average() 
   .orElse(0);

Similarly, the max and min methods of the IntStream class return an OptionalInt because 
they might be invoked on an empty stream.

The DoubleStream and LongStream classes have equivalent methods, with return types 
that match the element type.

Table 5  Computing Results from a Stream<T>

Example Comments

stream.count() Yields the number of elements as a long value.

stream.findFirst()
stream.findAny()

Yields the first, or an arbitrary element as an 
Optional<T>—see Section 19.6.

stream.max(comparator)
stream.min(comparator)

Yields the largest or smallest element as an 
Optional<T>—see Section 19.7.

pstream.sum()
pstream.average()
pstream.max()
pstream.min()

The sum, average, maximum, or minimum of a 
primitive-type stream—see Section 19.8.

stream.allMatch(condition)
stream.anyMatch(condition)
stream.noneMatch(condition)

Yields a boolean variable indicating whether 
all, any, or no elements match the condition—
see Section 19.7.

stream.forEach(action) Carries out the action on all stream elements—
see Section 19.7.

36. Given a list of BankAccount objects, use streams to find the sum of all balances. 
37. Given a list of BankAccount objects, use streams to find the average balance. 
38. Given a list of words, find the length of the longest one. 
39. Given a list of words, find the length of the shortest word starting with the 

letter z. 

Practice It Now you can try these exercises at the end of the chapter: R19.9, R19.10, E19.11.

Primitive-type 
streams have 
methods sum, 
average, max, and min.

FULL CODE EXAMPLE

Go to wiley.com/go/
bjeo6code to down-
load a program that 
shows how to work 
with primitive-type 
streams.
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© Nicholas Homrich/iStockphoto.
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19.9 Grouping Results
So far, you have seen how to put data into a stream, trans-
form it, and obtain a result. Sometimes, you would like to 
split a stream into groups and then get a result for each group.

To form a group, call 
stream.collect(Collectors.groupingBy(function))

The function determines a “key” for each element in the 
stream. Elements with the same key form a group.

Like all calls to collect, this is a terminal operation, yield-
ing a non-stream result. The result is a map that associates 
each key with its group.

Let’s try this with a stream of words and a key function 
w -> w.substring(0, 1). That is, the key for each element is the first letter.

Map<String, List<String>> groups = Stream.of(words) 
   .collect(Collectors.groupingBy( 
      w -> w.substring(0, 1))); // The function for extracting the keys

The result is a map, where groups.get("a") is a list of all words starting with the letter 
a, groups.get("b") has all words starting with b, and so on.

It is nice to be able to split a stream into groups, but you can do even more. 
You can process each group with a collector. In Section 19.3, you saw the methods 
Collectors.toSet and Collectors.joining that yield collectors.

For example, if you prefer to have sets of strings instead of lists, use
Map<String, Set<String>> groupOfSets = Stream.of(words) 
   .collect(Collectors.groupingBy( 
      w -> w.substring(0, 1), // The function for extracting the keys 
      Collectors.toSet())); // The group collector 

There are two collectors. The groupingBy collector collects the stream into a map. The 
toSet collector collects each group into a set.

There are several collectors for computing a count, sum, average, maximum, or 
minimum in each group. (You can’t use the stream methods that you have already 
seen because the groups are lists, not streams.)

To count each group, pass Collectors.counting():
Map<String, Long> groupCounts = Stream.of(words) 
   .collect(Collectors.groupingBy( 
      w -> w.substring(0, 1), 
      Collectors.counting()));

This is a pretty interesting result. You get to find out how many words start with each 
letter.

The summingInt, summingDouble, and summingLong collectors apply a function to each 
element in a group. The sum is associated with the group key.

As an example, here is how to compute the total population of each continent from 
a stream of countries:

Map<String, Long> groupSum = countries.collect( 
   Collectors.groupingBy( 
      c -> c.getContinent(), // The function for extracting the keys 
      Collectors.summingLong( 
         c -> c.getPopulation()))); // The function for getting the summands

© pong6400/iStockphoto.A grouping collector 
gathers groups of 
related elements.

Using grouping 
collectors, you can 
group together 
elements with the 
same key.

A grouping collector 
can apply another 
collector to each 
group.
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Note that there are two functions: one for extracting the key, and one for getting the 
values that are being summed.

The averagingInt, averagingDouble, and averagingLong collectors work just like the 
summing collectors, but they collect the averages for each group.

To get the largest or smallest element in each group, use maxBy or minBy, with a com-
parison function. Here is a map of the longest strings for each letter:

Map<String, Optional<String>> groupLongest = Stream.of(words) 
   .collect( 
      Collectors.groupingBy( 
         w -> w.substring(0, 1), // The function for extracting the keys 
         Collectors.maxBy( 
            (v, w) -> v.length() - w.length()))); // The comparator function

The following program shows the grouping operations in action. See Worked Example 
19.1 and Worked Example 19.2 for examples of forming groups with real-world data.

section_9/GroupDemo.java

1 import java.util.List;
2 import java.util.Map;
3 import java.util.Optional;
4 import java.util.Set;
5 import java.util.stream.Stream;
6 import java.util.stream.Collectors;
7 
8 public class GroupDemo
9 {

10    public static void main(String[] args)
11    {
12       String[] words = ("how much wood would a woodchuck chuck "
13          + "if a woodchuck could chuck wood").split(" ");
14 
15       Map<String, List<String>> groups = Stream.of(words)
16          .collect(Collectors.groupingBy(
17             w -> w.substring(0, 1)));
18       System.out.println("Lists by first letter: " + groups);
19 
20       Map<String, Set<String>> groupOfSets = Stream.of(words)
21          .collect(Collectors.groupingBy(
22             w -> w.substring(0, 1), // The function for extracting the keys
23             Collectors.toSet())); // The group collector
24       System.out.println("Sets by first letter: "
25          + groupOfSets);
26 
27       Map<String, Long> groupCounts = Stream.of(words)
28          .collect(Collectors.groupingBy(
29             w -> w.substring(0, 1),
30             Collectors.counting()));
31       System.out.println("Counts by first letter: "
32          + groupCounts);
33 
34       Map<String, Optional<String>> groupLongest = Stream.of(words)
35          .collect(
36             Collectors.groupingBy(
37                w -> w.substring(0, 1), // The function for extracting the keys
38                Collectors.maxBy(
39                   (v, w) -> v.length() - w.length()))); 
40                   // The comparator function
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41       System.out.println("Longest word by first letter: "
42          + groupLongest);
43    }
44 }

Program Run

Lists by first letter: {a=[a, a], c=[chuck, could, chuck], 
w=[wood, would, woodchuck, woodchuck, wood], h=[how], i=[if], m=[much]}
Sets by first letter: {a=[a], c=[could, chuck], w=[would, woodchuck, wood], 
h=[how], i=[if], m=[much]}
Counts by first letter: {a=2, c=3, w=5, h=1, i=1, m=1}
Longest word by first letter: {a=Optional[a], c=Optional[chuck],
w=Optional[woodchuck], h=Optional[how], i=Optional[if], m=Optional[much]}

40. Suppose words contains the strings "Mary", "had", "a", "little", "lamb". What are the 
contents of groups in the first example of this section? 

41. With the same contents for words, what are the contents of groupCounts in the third 
example? 

42. Given a list of strings, make a map with keys 1, 2, 3, …, so that the value for the 
key n is a list of all words of length n. 

43. Associate with each letter the average length of words in words that start with that 
letter. 

44. Associate with each letter a string containing all words in words starting with that 
letter, separated by commas. 

Practice It Now you can try these exercises at the end of the chapter: R19.12, E19.15, E19.16.

19.10 Common Algorithms Revisited
In Sections 6.7 and 7.3, you saw a number of common algorithms for sequences of 
values. Many of them are quite a bit easier with streams. Let’s revisit them and see 
how using streams simplifies them.

19.10.1 Filling

To fill an array with squares (0, 1, 4, 9, 16, …), you can use a loop
int[] squares = new int[n]; 
for (int i = 0; i < squares.length; i++) 
{ 
   squares[i] = i * i; 
}

With streams, you start out with a range and map it to the desired form.
int[] squares = IntStream.range(0, n) 
   .map(i -> i * i) 
   .toArray(); 

The stream form is shorter and, with a bit of practice, easier to understand.

© Nicholas Homrich/iStockphoto.

S E L F  C H E C K

Many common 
processing tasks that 
involve sequences 
of values can be 
carried out easily 
with streams.

FULL CODE EXAMPLE

Go to wiley.com/go/
bjeo6code to down-
load a program with 
the examples from 
this section.

© Alex Slobodkin/iStockphoto.
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19.10.2 Sum, Average, Maximum, and Minimum

Chapter 7 had explicit loops for what are simply method calls with streams. 
double[] values = . . .; 
double total = DoubleStream.of(values).sum(); 
double average = DoubleStream.of(values).average().orElse(0); 
double largest = DoubleStream.of(values).max().orElse(Double.MIN_VALUE); 
double smallest = DoubleStream.of(values).min().orElse(Double.MAX_VALUE);

The elegance of streams becomes even more convincing when you process objects, 
not numbers. Here is the loop for comparing the average area from a list of countries:

double total = 0; 
for (Country country : countries) 
{ 
   total = total + country.getArea(); 
} 
double average = 0; 
if (values.length > 0) { average = total / countries.size(); } 

With streams, that computation is much simpler:
double average = countries.stream() 
   .mapToDouble(c -> c.getArea()) 
   .average() 
   .orElse(0); 

19.10.3 Counting Matches

In Chapter 6, you saw how to count the number of 
spaces in a string.

int spaces = 0; 
for (int i = 0; i < str.length(); i++) 
{ 
   char ch = str.charAt(i); 
   if (ch == ' ') 
   { 
      spaces++; 
   } 
}

In general, it is easy to count matches in a stream by filtering and counting. To express 
this example with streams, turn the string into a stream instead of looping over the 
positions. 

long spaces = str.codePoints() 
   .filter(ch -> ch == ' ') 
   .count();

19.10.4 Element Separators

You need one fewer separator than elements to separate values with commas or 
vertical lines, such as

32 | 54 | 67.5 | 29 | 35

© CEFutcher/iStockphoto.

© Hiob/iStockphoto.In a loop that counts matches, 
a counter is incremented 
whenever a match is found. 
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In Chapter 7, this was solved like this:
double[] values = . . .; 
String result = ""; 
for (int i = 0; i < values.length; i++) 
{ 
   if (i > 0) 
   { 
      result = result + " | "; 
   } 
   result = result + values[i]; 
}

With streams, this is easily done with the joining collector, but you first have to con-
vert the values to strings:

String result = DoubleStream.of(values) 
   .mapToObj(v -> "" + v) 
   .collect(Collectors.joining(" | "));

19.10.5 Linear Search

With streams, it is very easy to search for a match. Suppose you are asked for the first 
value larger than 100 in an array. That is 

OptionalDouble result = DoubleStream.of(values) 
   .filter(v -> v > 100) 
   .findFirst();

But the example in Chapter 7 asked for the first element that is equal to 100. When 
you call filter(v -> v == 100).findFirst(), you either get 100 or no match, whereas in 
Chapter 7, you also got the position of the match. If you want that with streams, use 
a stream of positions:

int n = values.length; 
int pos = IntStream.range(0, n) 
   .filter(i -> values[i] == 100) 
   .findFirst() 
   .orElse(-1); 

19.10.6 Comparing Adjacent Values

Section 6.7.6 has an algorithm for finding adjacent values in a sequence of inputs:
double input = in.nextDouble(); 
while (in.hasNextDouble()) 
{ 
   double previous = input; 
   input = in.nextDouble(); 
   if (input == previous) { System.out.println("Duplicate input"); }
}

This is an example of an algorithm that cannot easily be adapted to Java streams. 
Stream operations such as map, filter, and findFirst process their elements in isola-
tion, without looking at their neighbors. It is possible to overcome this by storing 
the previous value (see Exercise E19.20). But that solution doesn’t work for parallel 
streams.

Streams are not a solution for all data processing problems, but as you have seen, in 
many common cases they offer a solution that is clearer than a loop.

© trutenka/iStockphoto.
To print five  
elements, you need 
four separators.

© yekorzh/iStockphoto.
To search for a  
specific element,  
visit the elements  
and stop when you 
encounter the match.

Streams are not 
easily applicable 
to algorithms that 
compare adjacent 
elements of a 
sequence.
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45. How do you compute the sum of all positive values in an array of integers? 
46. How do you find the position of the last space in a string, using streams? 
47. How do you get the smallest area of any country from a list of Country objects, 

assuming that the Country class has a method public double getArea()? How do 
you get the country with that area? 

48. Someone proposes the following way to find the smallest element in a stream: 
smallest = stream.sorted().limit(1).findAny().get(); 

Will it work? If so, is it a good idea? 
49. Why can’t one use the distinct method to solve the problem of removing adja-

cent duplicates from a stream? 

Practice It Now you can try these exercises at the end of the chapter: R19.13, E19.18, E19.19.

Step 1 Get the data.

Generally, when you are asked to process a data set, you need to work at getting it into a form 
that a Java program can handle. A stream is a sequence of objects of a particular class that 
describes the data, so you need to design that class first. Suppose you process information 
about movies. Then you need a class Movie, with the information that is in your data set, such 
as the title, director, actors, and so on. (See Worked Example 19.2 for more on this particular 
example.) Similarly, if you process data about countries, you will want a Country class.

Next, you need to read the data. If you are lucky, the data is in a text file in a format that you 
can easily process, using the principles that you learned in Chapter 11. But sometimes, data 
is in a spreadsheet. Then you should export the data into a text format called CSV (comma-
separated values). A row in such a file might look like

United States,North America,318892103 

You can easily read such a row, split it into fields, and build a Country object. 
If the fields can contain commas, choose a different field separator (such as the | character) 

before exporting your data.
You can now read the data into a list, such as an ArrayList<Country> if you are processing 

Country objects.

Step 2 Make a stream.

If you read your data into an array list, just call the stream method and you have your stream.

List<Country> countryList = new ArrayList<>(); 
// Fill countryList
Stream<Country> countries = countryList.stream();

Alternatively, if it happens that your input file has one line per item, then you can use a more 
efficient approach. First read in a stream of lines and then transform each line into an object. 

© Nicholas Homrich/iStockphoto.

S E L F  C H E C K

© Steve Simzer/iStockphoto.

HOW TO 19.1 Working with Streams

Streams are particularly useful for extracting information from 
large real-world data sets. This How To tells you how to process 
a data set by transforming the data and extracting the features of 
interest.

© FONG_KWONG_CHO/iStockphoto.
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For example,

try (Stream<String> lines = Files.lines(path) 
{
   Stream<Country> countries = lines.map(line -> Country.parse(line)); 
   . . .
}

The parse method is a static helper method that breaks an input line into fields and constructs 
a Country object.

Step 3 Transform the stream.

Often, you will want to analyze just a part of the provided data; perhaps only the movies since 
1990 or only countries in Africa. Then you use filter to pick the desired items.

Stream<Country> africanCountries = countries
   .filter(c -> c.getContinent().equals("Africa"));

At times, you may only be interested in a part of the data, or you want the data in a differ-
ent form. Then you use the map method to transform the items. For example, if you only care 
about the continents,

Stream<String> continents = countries.map(c -> c.getContinent());

When you map to a numeric type, you should use the methods mapToInt, mapToLong, or mapTo-
Double. The resulting primitive-type streams store their values more efficiently than object 
streams, and you can compute their sums and averages.

The sorted method sorts the elements of the stream.
Another useful transformation is the distinct method that drops duplicates from the stream.
Of course, you can combine these operations. Here are the continents that have countries 

with at least a hundred million inhabitants:

Stream<String> continentsWithPopulousCountries = countries 
   .filter(c -> c.getPopulation() >= 100000000) 
   .map(c -> c.getContinent()) 
   .distinct();

Sometimes, it is not so obvious what you want to do with the stream elements. You may want 
to skip ahead to the next step and figure out what the stream should look like so that you can 
easily collect the desired result, then figure out how to transform it.

Step 4 Collect the results.

There are four kinds of result that you can harvest from a stream, and we’ll look at each in turn:

1. A single element from the stream
2. A collection of values
3. A count, sum, or average
4. A map that associates groups with group properties

A single element can be one of the following:
• The largest or smallest, by some ordering: max, min
• The first, or any, element fulfilling a condition: filter followed by findFirst or findAny
For example, in a stream of countries, you may want to find the one with the largest popula-
tion, or any country with a population of at least a hundred million:

Optional<Country> aPopulousCountry = countries 
   .filter(country -> country.getPopulation() > 100_000_000) 
   .findAny();

Now suppose you want to collect multiple values. If you like, you can restrict the number of 
values with the limit method before you collect the result. For example, adding limit(10) to 
the processing pipeline returns at most ten elements.
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You need to decide where you want your answer:
• In an array: toArray(ElementType::new)

• In a list: collect(Collectors.toList())
• In a set: collect(Collectors.toSet())
• In a string: collect(Collectors.joining(", "))
For example, suppose you want the ten most populous countries in a list. This requires a little 
cleverness. Because limit(10) yields the first ten values, you want to sort so that the most pop-
ulous elements are at the beginning of the stream. You can flip the comparison like this:

List<Country> mostPopulous = countries 
   .sorted((c, d) -> Double.compare(d.getPopulation(), c.getPopulation())) 
   .limit(10) 
   .collect(Collectors.toList());

In the preceding cases, the result consisted of one or more stream values. Sometimes, you want 
a summary value instead. You have these choices:
• The count of the elements: count
• The sum, average, maximum, or minimum of a numeric stream: sum, average, max, min
• A boolean indicating whether all, some, or none of the stream elements fulfill a condition: 

allMatch, anyMatch, noneMatch
For example, to get the average population, first transform countries to populations, and then 
get the average:

double average = countries 
   .mapToInt(country -> country.getPopulation()) 
   .average() 
   .orElse(0);

The call to orElse is necessary because average returns an OptionalDouble.
Finally, let’s look at the most complex case, where each element belongs to a group, and 

you want to collect results for each group. First, you need to come up with a function that 
yields the group of an element. If you want to group countries by continent, that function is 
c -> c.getContinent(). If you want to group them by the first letter of the name, use the func-
tion c -> c.getName().substring(0, 1). 

You pass that function to the groupingBy method. The result is a map. If you do nothing else, 
each group key is associated with a list of the group’s elements. The call

Map<String, List<Country>> countriesByContinent = countries 
   .collect( 
      Collectors.groupingBy(c -> c.getContinent()));

yields a map, where, for example, countriesByContinent.get("Africa") is a list of all countries in 
Africa.

You can apply another collector to each group, computing
• The number of group elements: counting
• The sum of a numeric attribute: summingInt, summingDouble, summingLong
• The average of a numeric attribute: averagingInt, averagingDouble, averagingLong
• The largest or smallest element, as determined by a comparator: maxBy, minBy
Here is how you can get the average population per continent:

Map<String, Double> averagePopulationByContinent = countries 
   .collect( 
      Collectors.groupingBy( 
         c -> c.getContinent(), 
         Collectors.averagingInt(c -> c.getPopulation())));
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Understand the concept of streams.

• A stream is an immutable sequence of values that are processed lazily.
• Lazy processing means to defer operations until they are needed, and to skip 

those that are not needed.

Be able to create streams.

• The Stream.of static method and the stream methods of collection classes 
yield streams.

Collect results from streams.

• To turn a stream into an array or collection, use the toArray or collect 
methods.

Determine how to transform streams into a form from which you can collect results.

• The map method applies a function to all elements of a stream, yielding 
another stream.

• The filter method yields a stream of all elements fulfilling a condition.

Master the syntax of lambda expressions.

• A lambda expression consists of one or more parameter variables, an arrow ->, 
and an expression or block yielding the result.

• A functional interface is an interface with a single abstract method.
• A lambda expression can be converted to an instance of a functional interface.

Work with values of the Optional type.

• The Optional class is a wrapper for objects that may or may not 
be present.

• Use the orElse method to obtain the value of an Optional or, if no 
value is present, an alternative.

© Tom Horyn/iStockphoto.

WORKED ExAMPLE 19.1 Word Properties

Learn how to use streams to find words with interesting proper-
ties. Go to wiley.com/go/bjeo6examples and download Worked 
Example 19.1.

© iStock.com/tigermad.
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WORKED ExAMPLE 19.2 A Movie Database

Learn how to analyze a large database of movies and use streams 
to obtain interesting statistics from the data. Go to wiley.com/
go/bjeo6examples and download Worked Example 19.2.

© Ivan Cholakov/iStockphoto.
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Know the terminal stream operations.

• A terminal operation triggers the lazy operations on a 
stream and yields a non-stream value.

Work with streams that contain values of primitive types.

• The IntStream.range method yields a stream of consecutive integers.
• The mapToInt method applies an int-valued function to stream elements and yields 

an IntStream.
• Primitive-type streams have methods sum, average, max, and min.

Group stream results with common characteristics.

• Using grouping collectors, you can group together elements with the same key.
• A grouping collector can apply another collector to each group.

Express common algorithms with stream operations.

• Many common processing tasks that involve sequences of 
values can be carried out easily with streams.

• Streams are not easily applicable to algorithms that compare 
adjacent elements of a sequence.

© MARTIN RUETSCHI/Keystone/Corbis Images.
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java.util.Collection<T> 
   stream 
java.util.Comparator<T> 
   comparing 
   thenComparing 
java.util.stream.Collectors 
   averagingDouble, averagingInt, 
      averagingLong 
   counting 
   groupingBy 
   joining 
   maxBy 
   minBy 
   summingDouble, summingInt, 
      summingLong 
   toList 
   toSet 
java.util.stream.DoubleStream 
java.util.stream.IntStream 
java.util.stream.LongStream 
   mapToObj 
   of 
   range (use with IntStream only) 

java.nio.file.Files 
   lines 
java.util.Optional<T> 
java.util.OptionalDouble 
java.util.OptionalInt 
java.util.OptionalLong 
   empty 
   get
   getAsDouble, getAsInt, 
      getAsLong 
   ifPresent 
   isPresent 
   of 
   orElse 
java.util.function.Predicate<T> 
   test 
java.util.stream.Stream<T> 
   allMatch 
   anyMatch 
   collect 
   count 
   distinct 
   filter 

   findAny 
   findFirst 
   forEach 
   generate 
   iterate 
   limit
   map 
   mapToDouble, mapToInt, 
      mapToLong  
   noneMatch 
   of 
   parallel 
   skip 
   sorted 
   toArray 
java.lang.String 
   codePoints 

S TA N D A R D  L I B R A R Y  I T E M S  I N T R O D U C E D  I N  T H I S  C H A P T E R
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• R19.1 Provide expressions that compute the following information about a Stream<String>. 
a. How many elements start with the letter a?
b. How many elements of length greater than ten start with the letter a?
c. Are there at least 100 elements that start with the letter a? (Don’t count them all 

if there are more.) 

•• R19.2 How can you collect five long words (that is, with more than ten letters) from an 
ArrayList<String> without using streams? Compare your solution with the code frag-
ment in Section 19.1. Which is easier to understand? Why?

• R19.3 What is the difference between these two expressions?
words.filter(w -> w.length() > 10).limit(100).count()

words.limit(100).filter(w -> w.length() > 10).count()

•• R19.4 Give three ways of making a Stream<String> (or five, including the ones described in 
Special Topic 19.1).

• R19.5 How can you place all elements from a Stream<Integer> into 
a. a List<Integer>?
b. an Integer[] array?
c. an int[] array?

• R19.6 How do you turn a Stream<Double> into a Stream<String>, with each number turned 
into the equivalent string? How do you turn it back into a Stream<Double>?

•• R19.7 Give three ways of making a lambda expression that applies the length method to a 
String (or four if you read Special Topic 19.2).

•• R19.8 Given an Optional<String>, what are three different ways of printing it when it is pres-
ent and not printing anything when it isn’t? Which of these can be adapted to print 
the string "None" if no string is present?

• R19.9 Describe five different ways of producing an IntStream. Which of them can be 
adapted to producing a DoubleStream?

•• R19.10 Suppose you want to find the length of the longest string in a stream. Describe two 
approaches: using mapToInt followed by the max method of the IntStream class, and 
calling the max method of Stream<String>. What are the advantages and disadvantages 
of each approach?

• R19.11 List all terminal operations on object streams and primitive-type streams that have 
been discussed in this chapter.

• R19.12 List all collectors that were introduced in this chapter.

•• R19.13 Explain the values used in the orElse clauses in Section 19.10.2.

R E V I E W  E x E R C I S E S
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• E19.1 Write a program that reads all lines from a file and, using a Stream<String>, prints how 
many of them contain the word “the”.

• E19.2 Write a program that reads all words from a file and, using a Stream<String>, prints 
how many of them are the word “the”.

• E19.3 Write a program that reads all lines from a file and, using a Stream<String>, prints all 
lines containing the word “the”.

•• E19.4 Write a program that reads all words from a file and, using a Stream<String>, prints all 
distinct words with at most four letters (in some order).

••• E19.5 Write a method 
public static <T> String toString(Stream<T> stream, int n)

that turns a Stream<T> into a comma-separated list of its first n elements.

•• E19.6 The static getAvailableCurrencies method of the 
java.util.Currency class yields a set of Currency 
objects. Turn it into a stream and transform it 
into a stream of the currency display names. 
Print them in sorted order.

•• E19.7 Write a lambda expression for a function that 
turns a string into a string made of the first letter, 
three periods, and the last letter, such as "W...d". (Assume the string has at least two 
letters.) Then write a program that reads words into a stream, applies the lambda 
expression to each element, and prints the result. Filter out any words with fewer 
than two letters.

• E19.8 Write a program that sorts an array of bank accounts by increasing balance. Pass an 
appropriate lambda expression to Arrays.sort.

• E19.9 Write a program that reads in words from a file and prompts the user for another 
word. Print the longest word from the file that contains the given word, or "No match" 
if the word does not occur in the file. Use the max method of Stream<String>.

•• E19.10 Write a method 
public static Optional<Integer> smallestProperDivisor(int n)

that returns the smallest proper divisor of n or, if n is a prime number, a value indicat-
ing that no result is present. 

•• E19.11 Write a program that reads an integer n and then prints all squares of the integers 
from 1 to n that are palindromes (that is, their decimal representation equals its 
reverse). Use IntStream.range, map, and filter.

•• E19.12 Write a method 
public static Stream<String> characters(String str)

that yields a stream of strings of length 1 that contains the characters of the string str. 
Use the codePoints method and skip code points greater than 65535. Extra credit if 
you don’t skip them and instead produce strings of length 2. 

P R A C T I C E  E x E R C I S E S

© Jaap2/iStockphoto.

©
 J

aa
p2

/iS
to

ck
ph

ot
o.



878 Chapter 19  Stream Processing 

•• E19.13 Read all words from a file and print the one with the maximum number of vowels. 
Use a Stream<String> and the max method. Extra credit if you define the comparator 
with the Comparator.comparing method described in Special Topic 19.4.

•• E19.14 Read all words from a file into an ArrayList<String>, then turn it into a parallel stream. 
Use the dictionary file words.txt provided with the book’s companion code. Use fil-
ters and the findAny method to find any palindrome that has at least five letters, then 
print the word. What happens when you run the program multiple times? 

•• E19.15 Read all words in a file and group them by length. Print out how many words of 
each length are in the file. Use collect and Collectors.groupingBy.

•• E19.16 Read all words in a file and group them by the first letter (in lowercase). Print the 
average word length for each initial letter. Use collect and Collectors.groupingBy.

•• E19.17 Assume that a BankAccount class has methods for yielding the account owner’s name 
and the current balance. Write a function that, given a list of bank accounts, produces 
a map that associates owner names with the total balance in all their accounts. Use 
collect and Collectors.groupingBy.

•• E19.18 Write a program that reads a Stream<Country> from a file that 
contains country names and numbers for the population 
and area. Print the most densely populated country. 

•• E19.19 Write a function that returns a list of all positions of a given 
character in a string. Produce two versions—one with 
streams and one without. Which one is easier to implement?

••• E19.20 Find all adjacent duplicates of a Stream<String>, by using a 
predicate that compares each element against the previous one 
(stashed away in an array of length 1), updates the array, and 
returns the result of the comparison. You have to be careful 
with the first element. 

•• P19.1 In a stream of random integers, filter out the even ones, call limit(n), and count the 
result. Set n to 10, 100, 1000, and so on. Measure the amount of time these operations 
take with a regular stream and a parallel stream. How big does n have to be for paral-
lel streams to be faster on your computer?

•• P19.2 Write a program that generates an infinite stream of integers that are perfect squares 
and then displays the first n of them that are palindromes (that is, their decimal rep-
resentation equals its reverse). Extra credit if you use BigInteger so that you can find 
solutions of arbitrary length.

••• P19.3 Repeat Exercise P19.2 with prime numbers instead of perfect squares.

••• P19.4 Produce an infinite stream that contains the factorials 1!, 2!, 3!, and so on. Hint: First 
produce a stream containing arrays [1, 1!], [2, 2!], [3, 3!], and so on. Use BigInteger 
values for the factorials.

•• P19.5 Worked Example 19.1 showed you how to find all words with five distinct vowels 
(which might occur more than once). Using a similar approach, find all words in 
which each vowel occurs exactly once.
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•• P19.6 Using an approach similar to that in Worked Example 19.1, find all words with 
length of at least ten in which no letter is repeated. What is the longest one? How 
many such words exist for each length?

•• P19.7 Using an approach similar to that in Worked Example 19.1, find all words with 
exactly one vowel (which might be repeated). What is the longest one? How many 
such words exist for each length?

•• P19.8 Perhaps the reason that so many movie titles start with the letter A is that their first 
word is “A” or “An”? Count how many movies in the data set of Worked Example 
19.2 start with these words.

•• P19.9 What are the 100 most common initial words in movie titles contained in the data set 
in Worked Example 19.2?

••• P19.10 Write a program to determine how many actors there are in the data set in Worked 
Example 19.2. Note that many actors are in multiple movies. The challenge in this 
assignment is that each movie has a list of actors, not a single actor, and there is no 
ready-made collector to form the union of these lists. However, there is another col-
lect method that has three parameters:

• A function to generate an instance of the target
• A function to add an element to a target
• A function to merge two targets into one

For example,
stream.collect( 
   () -> 0, 
   (t, e) -> t + e,  
   (t, u) -> t + u)

computes the sum of elements in a Stream<Integer>. Note that the last function is only 
needed for parallel streams.
Define methods for generating a set, adding a list of actors into one, and for combin-
ing two sets.

••• P19.11 Write a program to determine the 100 actors with the most movies, and the number 
of movies in which they appear. For each movie, produce a map whose keys are the 
actors, all with value 1. Merge those maps as in Exercise P19.10. Then extract the top 
100 actors from a stream of actors.

••• P19.12 Find an online database with a large number of cities and their locations. Write a 
program that prints all cities within a given distance from a location. (You will need 
to find a formula for computing the distance between two points on Earth.)

A N S W E R S  T O  S E L F - C H E C K  Q U E S T I O N S

1. long count = stream
   .filter(b -> b.getBalance() < 0)
   .count();

2. Stream<String> result = stream.filter(
   w -> w.length() > 0)

3. List<String> result = new ArrayList<>(); 
int i = 0; 

while (i < strings.size() && result.size() < 5) 
{ 
   String s = strings.get(i); 
   if (s.length() > 10) { result.add(s); } 
}

4. long result = stream.filter(
   w -> w.length() == 10).count();
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5. As a stream, that is
Stream<String> result = stream.filter(
   w -> w.length() == 10).limit(1);

You will see in Section 19.3 how to get the 
answer as a string. And Section 19.6 will pres-
ent an easier way to obtain this result.

6. boolean atLeastTen = stream.filter(
   w -> w.length() == 3)
   .limit(10).count() == 10;

Because stream processing is lazy, the limit 
operation stops filtering as soon as ten 
matches have been found. 

7. For example, 
Stream<Color> colors = Stream.of(
   Color.RED, Color.WHITE, Color.BLUE);

8. long count = list.stream()
   .filter(w -> w.length() <= 3).count();

9. long count = Stream.of(array)
   .filter(w -> w.length() <= 3).count();

10. try (Stream<String> lines = Files.lines(
   Paths.get("input.txt"))) 
{ 
   long count = lines.filter(
      l -> l.length() > 80).count();
   . . . 
}

11. List<String> result = list.stream() 
   .filter(w -> w.length() > 10) 
   .collect(Collectors.toList());

12. Set<String> result = list.stream() 
   .filter(w -> w.length() > 10) 
   .collect(Collectors.toSet());

13. String result = list.stream() 
   .filter(w -> w.length() > 10) 
   .limit(1) 
   .collect(Collectors.toList())
   .get(0);

14. String result = list.stream() 
   .filter(w -> w.length() > 10) 
   .limit(1) 
   .toArray(String[]::new)[0];

15. If you omitted the call to limit(1), all strings 
of length greater than 10 would be collected 
and converted to a list or array. With the call 
to limit, collecting stops as soon as the first 
match has been found.

16. Stream<String> result = words 
   .filter(w -> w.substring(0, 1)
   .equalsIgnoreCase("a")) 
   .map(w -> w.toLowerCase());

or 
Stream<String> result = words 
   .map(w -> w.toLowerCase()) 
   .filter(w -> w.substring(0, 1)
   .equals("a"));

17. Stream<Integer> result = words
   .map(w -> w.length());

18. List<String> result = list.stream() 
   .sorted() 
   .limit(10)  
   .collect(Collectors.toList());     

19. int result = list.stream() 
   .filter(w -> w.length() == 3) 
   .distinct() 
   .count();

20. Put all words of length 3 into a set and get its 
size: 
Set<String> words = new HashSet<>(); 
for (String w : list) 
{ 
   if (w.length() == 3) 
   {
      words.add(w);
   }
}
int result = words.size();

21. (x, y) -> (x + y) / 2.0 

22. w -> w.substring(0, 1).equals(
   w.substring(w.length() - 1)) 

23. It is a predicate that tests whether a string is in 
uppercase. 

24. It is a stream consisting of all words that are 
entirely in uppercase. 

25. It is a Stream<Boolean> with values Boolean.TRUE 
and Boolean.FALSE (the wrappers for true and 
false), depending on whether the elements of 
words were entirely in uppercase or not. 

26. String word = wordList.stream() 
   .findFirst(w -> w.contains("a")) 
   .orElse("");

27. String word = ""; 
wordList.stream() 
   .findFirst(w -> w.contains("a")) 
   .ifPresent(v -> { word = v; }); 

Note that the previous solution was better 
because it did not involve any “side effect”.

28. Optional<String> optResult = wordList.stream() 
   .findFirst(w -> w.contains("a")); 
String word = ""; 
if (optResult.isPresent()) 
{ 
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   word = optResult.get(); 
}

29. String word = wordList.stream() 
   .filter(w -> w.contains("a")) 
   .skip(9) 
   .findFirst()
   .orElse("");

30. public static Optional<Double> reciprocal(
   double x) 
{ 
   if (x == 0) { return Optional.empty(); } 
   else { return Optional.of(1 / x); } 
}

31. result = words.parallel() 
   .filter(w -> w.length() > 10 
      && w.endsWith("y")) 
   .findAny() 
   .orElse("");

32. boolean result = words.anyMatch(
   w.startsWith("q") && w.endsWith("y"));

33. Once you invoke the terminal operation qys.
count(), you can no longer invoke any opera-
tions on the stream.

34. You can’t call findAny twice, so you should use 
limit to limit the stream to two results and 
then collect it to an array or list. 
List<String> result = words 
   .filter(w -> w.startsWith("q") 
      && w.endsWith("y")) 
   .limit(2) 
   .collect(Collectors.toList());

35. They all can short circuit: allMatch returns 
false as soon as it finds an element that doesn’t 
match, and anyMatch and noneMatch return as 
soon as they find an element that matches, 
with return values true and false respectively.

36. double sum = accounts.stream() 
   .mapToDouble(a -> a.getBalance()) 
   .sum(); 

37. double average = accounts.stream() 
   .mapToDouble(a -> a.getBalance()) 
   .average() 
   .orElse(0); 

38. int longestLength = wordList.stream() 
   .mapToInt(w -> w.length()) 
   .max() 
   .orElse(0); 

39. int longestLength = wordList.stream() 
   .filter(w -> w.startsWith("z")) 
   .mapToInt(w -> w.length()) 
   .min() 
   .orElse(0); 

40. It is a map { "M" -> ["Mary"], "h" -> ["had"], 
"a" -> ["a"], "l" -> ["little", "lamb"] }.

41. It is a map { "M" -> 1, "h" -> 1, "a" -> 1,  
"l" -> 2 }.

42. Map<Integer, List<String>> groups = 
   wordList.stream()
   .collect(Collectors.groupingBy(
       w -> w.length));

43. Map<String, Double> averages = Stream.of(words) 
   .collect(Collectors.groupingBy( 
      w -> w.substring(0, 1), 
      Collectors.averagingInt(
         w -> w.length())));

44. Map<String, String> wordsStartingWith = 
   Stream.of(words)
      .collect(Collectors.groupingBy(
         w -> w.substring(0, 1),
         Collectors.joining(", ")));

45. int sum = IntStream.of(values) 
   .filter(n -> n > 0) 
   .sum();

46. There are two possible approaches. You can 
collect all matches and then pick the last one. 
int[] positions = IntStream
   .range(0, str.length) 
   .filter(i -> str.charAt(i) == ' ') 
   .toArray(); 
int lastPos = -1; 
if (positions.length > 0) { lastPos =
   positions[positions.length - 1]; } 

Or you can move backward through the 
string: 
int n = str.length(); 
int lastPos = IntStream.range(0, n) 
   .filter(i -> str.charAt(n - 1 - i) == ' ') 
   .findFirst() 
   .orElse(-1); 

47. double smallest = countries.stream() 
    .mapToDouble(c -> c.getArea()) 
    .min();

To get the country, you could now search: 
Optional<Country> smallestCountry
   = countries.stream() 
   .findAny(c -> c.getArea() == smallest);

But it is more efficient to search for the coun-
try with the minimal area. Then you need to 
specify a comparator. 
Optional<Country> smallestCountry 
   = countries.stream() 
   .min((c, d) -> Double.compare(
      c.getArea(), d.getArea())); 
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Or, using Special Topic 19.4, 
Optional<Country> smallestCountry 
   = countries.stream() 
   .min(Comparator.comparing(
      c -> c.getArea())); 

48. Yes, it will work, provided there is at least 
one element in the stream. But it’s not a good 
idea because sorting is much less efficient than 
computing the minimum.

49. The distinct method removes all duplicates, 
not just adjacent ones.
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Step 1 Get the data.

In this case, we need a list of English words. The companion code for this book contains a 
copy of the words.txt file that is available on computers with a Unix-based operating system. 

Step 2 Make a stream.

In this case, it is very easy to get a stream of words because the input file has one word per line. 
Simply call

try (Stream<String> lines = Files.lines(Paths.get("words.txt")))
{
   . . . 
}

Step 3 Transform the stream.

First, the input contains many words ending with ’s, such as Alice’s. We don’t want them:

try (Stream<String> lines = Files.lines(Paths.get("words.txt")))
{
   Stream<String> words = lines.filter(w -> !w.endsWith("'s"));
   . . . 
}

And we only want words that have all five vowels. This is complex enough that we should 
write a separate method 

public static boolean hasFiveVowels(String word)

This method needs to check whether the word contains all five vowels. As an aside, this too 
can be done with streams: 

return word.toLowerCase().codePoints() // A stream of code points 
   .filter(c -> c == 'a' || c == 'e' || c == 'i' || c == 'o' || c == 'u') 
   .distinct() // The distinct vowels in word 
   .count() == 5; 

Now that we have this method implemented, we add a second filter to our stream of words:

Stream words = lines 
   .filter(w -> !w.endsWith("'s")) 
   .filter(w -> hasFiveVowels(w));

Step 4 Collect the results.

Once we have the words that we want, we can ask questions about them. How many are there?

long count = words.count();

It turns out that there are 469. Let’s see a few.

List<String> examples = words 
   .limit(20) 
   .collect(Collectors.toList());

© Tom Horyn/iStockphoto.

WORKED ExAMPLE 19.1 Word Properties

It is fun to find words with interesting properties. To see how 
streams make this easy, download the code for Worked Example 
19.1 from the companion code for this book.

Problem Statement The French word oiseau has five dis-
tinct vowels, which is pretty nifty. Are there English words like 
that? Just a few or a lot? Which words are the shortest and longest 
among them?
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The result is a list of these words: Aurelio, Aureomycin, Australopithecus, Austronesian, 
Barquisimeto, Beaujolais, Beauvoir, Byelorussia, Carboniferous, Cointreau, Ecuadorian, 
Ecuadorians, Figueroa, Hermaphroditus, Milquetoast, Mozambique, Teotihuacan, abstemi-
ous, accentuation, adulteration. 

What is the shortest one?

String shortest = words 
   .min((s, t) -> s.length() < t.length()) 
   .orElse("");

That’s the word Aurelio. Are there others of the same length?

List<String> allShortest = words 
   .filter(w -> w.length() == 7) 
   .collect(Collectors.toList());

This yields two words: Aurelio and sequoia. Not bad—just one letter longer than the French 
oiseau. I’ll leave it to you to figure out how to get the longest word—it is counterrevolutionaries.
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Step 1 Get the data.

The movies.txt file has five lines for each movie which look like this:

Name: Five Easy Pieces 
Year: 1970 
Directed by: Bob Rafelson 
Produced by: Bob Rafelson, Richard Wechsler, Harold Schneider 
Actors: Jack Nicholson, Karen Black, Billy Green Bush, more...

First, let’s come up with a class that describes a movie:

public class Movie 
{ 
   private String title; 
   private int year; 
   private List<String> directors; 
   private List<String> producers; 
   private List<String> actors; 

   public Movie(String title, int year, List<String> directors, 
      List<String> producers, List<String> actors) { . . . } 
   public String getTitle() { return title; } 
   // Accessors for the other fields … 
}

Next, we need to read in the movies. Because we need to consume five input lines per movie, 
there is nothing to be gained by reading the input as a stream of lines. Instead, we just put the 
movies into an ArrayList:

public static List<Movie> readMovies(String filename) throws IOException 
{ 
   List<Movie> movies = new ArrayList<>(); 
   try (Scanner in = new Scanner(new File(filename))) 
   { 
      while (in.hasNextLine()) 
      { 
         String nameLine = in.nextLine(); 
         String yearLine = in.nextLine(); 
         String directorsLine = in.nextLine(); 
         String producersLine = in.nextLine(); 
         String actorsLine = in.nextLine(); 
         movies.add(new Movie(getString(nameLine), 
            Integer.parseInt(getString(yearLine)), 
            getList(directorsLine), 

© Tom Horyn/iStockphoto.

WORKED ExAMPLE 19.2 A Movie Database

In this Worked Example, we analyze a large database 
of movies and use streams to obtain interesting sta-
tistics from the data. To follow along, download the 
companion code for Worked Example 19.2.

Problem Statement The file movies.txt in the 
book’s companion code has information about 23,000 
movies, taken from the database of facts at http://
freebase.com. Each movie has a year, title, and lists 
of directors, producers, and actors. What interesting 
facts can you find? © Ivan Cholakov/iStockphoto.
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            getList(producersLine), 
            getList(actorsLine))); 
      } 
   } 
   return movies; 
}

Here, getString is a helper method that strips off the field header, and getList is a helper that 
breaks up a comma-separated list:

private static String getString(String line) 
{ 
   int colon = line.indexOf(":"); 
   return line.substring(colon + 1).trim(); 
}  
private static List<String> getList(String line)
{
   return Stream.of(getString(line).split(", "))
      .collect(Collectors.toList());
}

Step 2 Make a stream.

Because we have a method for reading a collection of Movie objects, simply call

List<Movie> movieList = readMovies("movies.txt");
Stream<Movie> movies = movieList.stream();

Step 3 Transform the stream.

Now we are ready to work with the data. The problem statement was rather vague. What 
interesting facts might be hidden in the data? Let’s start with something simple: Are there any 
movie titles that start with the letter X?

This is a simple application of map and filter: Map each movie to its title, and filter the ones 
that start with an X.

List<String> result1 = movieList.stream() 
   .map(m -> m.getTitle()) 
   .filter(t -> t.startsWith("X")) 
   .collect(Collectors.toList()); 

Indeed, they are a few: XX/XY, Xiu Xiu: The Sent Down Girl, X-15, X Marks the Spot, 
X-Men: First Class, and so on. In the next step, you will see how many movies start with a 
given letter.

Is it common for a director to also be an actor? To answer this question, we want to check 
for each movie whether the list of directors and the list of actors have an element in common. 
You can map a movie to the intersection of the two lists (using a helper method), and then 
count the ones with nonempty intersections:

long count = movieList.stream() 
   .map(m -> intersect(m.getDirectors(), m.getActors())) 
   .filter(l -> l.size() > 0) 
   .count(); 

The Java library doesn’t have a method for computing the intersection of two collections, but 
it is easy to provide one:

public static Set<String> intersect(Collection<String> a, Collection<String> b)  
{ 
   Set<String> intersection = new HashSet<>(a); 
   intersection.retainAll(b); 
   return intersection; 
}
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However, it is simpler to filter on the criterion without actually computing the intersection. 
For a given movie m, we want to know if any of the directors is also an actor. Perhaps sur-
prisingly, this can be expressed more concisely with a stream than with methods from the 
Collection interface:

public static boolean commonActorAndDirector(Movie m) 
{ 
   return m.getDirectors().stream().anyMatch(d -> m.getActors().contains(d)); 
}

Then simply compute

long count = movieList.stream() 
   .filter(m -> commonActorAndDirector(m)) 
   .count(); 

You could dispense with the commonActorAndDirector helper method, but then it would be quite 
hard to follow what is going on.

Which movie has the most actors? It is easy to get the maximum number. First map each 
movie to the size of the actor list, then get the maximum:

int result2 = movieList.stream() 
   .mapToInt(m -> m.getActors().size()) 
   .max() 
   .orElse(0);

The call to orElse is necessary because max returns an OptionalInt.
As it turns out, the maximum is 100. But that only tells us that there is a movie with a hun-

dred actors, not which one it is. To get that answer, we need to refine our strategy. Instead of 
mapping movies to numbers, we need to compute the “largest” movie, where one movie is 
larger than another if it has more actors:

movieList.stream() 
   .max((a, b) -> a.getActors().size() - b.getActors().size()) 
   .ifPresent(m -> System.out.println("Movie with most actors: " + m));

Note the call to the ifPresent method. The max method returns an Optional<Movie>. In general, 
it is not a good idea to call get because that would cause an exception if there was no result. In 
our case, we know there has to be one, so we could call get anyway. But it is just as easy to use 
the safe call to ifPresent, passing a function to print the movie.

Also, if you find the comparator cumbersome, you may want to read Special Topic 19.4. 
There is a more elegant way to describe it, as 

Comparator.comparing(m -> m.getActors().size())

The point of this example is that it isn’t always necessary to process a stream. Sometimes you 
can obtain the result directly.

Step 4 Collect the results.

In the preceding examples, it was easy to collect the results. Let’s look at a couple of examples 
that are more challenging. First, we want to know how many movies start with a given letter. 
This is a typical use of groupingBy with a secondary collector:

Map<String, Long> firstLetters = movieList.stream() 
   .collect(Collectors.groupingBy( 
      m -> m.getTitle().substring(0, 1), 
      Collectors.counting()));

Almost 6,000 movies start with the letter T. There is a simple reason that you can verify by 
running the query

movieList.stream() 
   .filter(m -> m.getTitle().startsWith("The ")) 
   .count();
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Almost 5,000 titles start with the word “The”.
Interestingly, the letters A, B, and C have high frequencies, probably because there is some 

incentive in picking a title that shows up at the top of alphabetical listings.
Who is the most prolific director? This is not so easy to answer because a movie can have 

more than one director. Fortunately, this only happens with about five percent of movies, so 
let’s just pick the first one. There are, however, a number of movies with no directors in the 
data set. We filter those out first. Then we can group by the first director:

Map<String, List<Movie>> moviesByDirector = movieList.stream() 
   .filter(m -> m.getDirectors().size() > 0) 
   .collect(Collectors.groupingBy( 
      m -> m.getDirectors().get(0)));

This map associates all directors with a list of the movies that they directed. Unfortunately, 
that’s a large map with about 10,000 entries. How can we find out which director had the most 
movies? It’s the map entry with the longest list. 

There is no need to use streams. The Collections.max method yields the largest value of a 
collection:

String mostProlificDirector = Collections.max(
   moviesByDirector.entrySet(), 
   Comparator.comparing(e -> e.getValue().size())).getKey();

It turns out that this director is D. W. Griffith, a pioneer of silent films who directed over 150 
movies. Which movies? To extract the titles, it is easy to use map with a stream:

List<String> titles = moviesByDirector.get(mostProlificDirector)
   .stream() 
   .map(m -> m.getTitle()) 
   .collect(Collectors.toList());

This example has shown you how you can discover facts in a data set. Once you start finding 
interesting results, you can issue additional queries to dig deeper. Streams are a good tool for 
exploring data because they let you focus on the “what, not how”, allowing you to generate 
and refine queries quickly.
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To become familiar with common user‑interface components, such as  
radio buttons, check boxes, and menus 
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The graphical applications with which you are familiar have 
many visual gadgets for information entry: text fields, 
buttons, scroll bars, menus, and so on. In this chapter, you 
will learn how to create programs that use the most common 
user-interface components in the Java Swing toolkit. We 
also show you how to effectively use the documentation 
for Swing components, so you can make use of additional 
components in your applications.

20.1 Layout Management
Up to now, you have had limited control over the layout of user-interface compo-
nents. You learned how to add components to a panel, and the panel arranged the 
components from left to right. In this section, you will see how to achieve more 
sophisticated arrangements. 

20.1.1 Using Layout Managers

In Java, you build up user interfaces by add-
ing components into containers such as panels. 
Each con tainer has its own layout manager, 
which determines how components are laid out.

By default, a JPanel uses a flow layout. 
A flow layout simply arranges its components 
from left to right and starts a new row when 
there is no more room in the current row. 

Another commonly used layout manager is 
the border layout. The border layout groups 
components into five areas: center, north, 
south, west, and east (see Figure 1). Each area can hold a single component, or it can 
be empty.

The border layout is the default layout manager for a frame (or, more technically, 
the frame’s content pane). But you can also use the border layout in a panel:

panel.setLayout(new BorderLayout());

© Felix Mockel/iStockphoto.
A layout manager arranges user-
interface components.

User-interface 
components are 
arranged by  
placing them  
inside containers. 
Containers can be 
placed inside larger 
containers.

Each container has 
a layout manager 
that directs the 
arrangement of its 
components.

Three useful layout 
managers are the 
border layout,  
flow layout, and  
grid layout.

Figure 1  
Components Expand to Fill  
Space in the Border Layout
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Figure 2  
The Grid Layout

Now the panel is controlled by a border layout, not the flow layout. When adding a 
component, you specify the position, like this:

panel.add(component, BorderLayout.NORTH); 

The grid layout manager arranges components in a grid with a fixed number of rows 
and columns. All components are resized so that they all have the same width and 
height. Like the border layout, it also expands each component to fill the entire allot-
ted area. (If that is not desirable, you need to place each component inside a panel.) 
Figure 2 shows a number pad panel that uses a grid layout. To create a grid layout, 
you supply the number of rows and columns in the constructor, then add the compo-
nents, row by row, left to right: 

JPanel buttonPanel = new JPanel();
buttonPanel.setLayout(new GridLayout(4, 3));
buttonPanel.add(button7);
buttonPanel.add(button8);
buttonPanel.add(button9);
buttonPanel.add(button4);
. . .     

20.1.2 Achieving Complex Layouts

Sometimes you want to have a tabular arrangement of components where columns 
have different sizes or one component spans multiple columns. A more complex lay-
out manager called the grid bag lay out can handle these situations. The grid bag lay-
out is quite complex to use, however, and we do not cover it in this book. Another 
manager, the group layout, is designed for use by interactive tools—see Programming 
Tip 20.1 on page 904. 

Fortunately, you can create acceptable-looking layouts in nearly all situations by 
nesting panels. You give each panel an appropriate layout manager. Panels don’t have 
visible borders, so you can use as many panels as you need to organize your compo-
nents. Figure 3 shows an example. The keypad buttons are contained in a panel with 
grid layout. That panel is itself contained in a larger panel with border layout. The 
label is in the northern position of the larger panel. 

When adding a 
component to a 
container with 
the border layout, 
specify the NORTH, 
SOUTH, WEST, EAST, or 
CENTER position.

The content pane of 
a frame has a border 
layout by default. 
A panel has a flow 
layout by default.

Figure 3  
Nesting Panels

JLabel
in NORTH position

JPanel
with GridLayout 
in CENTER position
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The following code produces the arrange ment in Figure 3:
JPanel keypadPanel = new JPanel();
keypadPanel.setLayout(new BorderLayout());
buttonPanel = new JPanel();
buttonPanel.setLayout(new GridLayout(4, 3));
buttonPanel.add(button7);
buttonPanel.add(button8);
// . . .
keypadPanel.add(buttonPanel, BorderLayout.CENTER);
JLabel display = new JLabel("0");
keypadPanel.add(display, BorderLayout.NORTH);

20.1.3 Using Inheritance to Customize Frames

As you add more user-interface components to a frame, the frame can get quite com-
plex. Your programs will become easier to understand when you use inheritance for 
complex frames. 

To do so, design a subclass of JFrame. Store the components as instance variables. 
Initialize them in the constructor of your subclass. This approach makes it easy to 
add helper methods for organizing your code. 

It is also a good idea to set the frame size in the frame constructor. The frame usu-
ally has a better idea of the preferred size than the program displaying it.

For example,
public class FilledFrame extends JFrame
{
   // Use instance variables for components 
   private JButton button;
   private JLabel label;

   private static final int FRAME_WIDTH = 300;
   private static final int FRAME_HEIGHT = 100;

   public FilledFrame()
   { 
      // Now we can use a helper method 
      createComponents();

      // It is a good idea to set the size in the frame constructor 
      setSize(FRAME_WIDTH, FRAME_HEIGHT);
   }

   private void createComponents()
   {
      button = new JButton("Click me!");
      label = new JLabel("Hello, World!");
      JPanel panel = new JPanel();
      panel.add(button);
      panel.add(label);      
      add(panel);
   }
}

Of course, we still need a class with a main method:
public class FilledFrameViewer2
{ 

FULL CODE EXAMPLE

Go to wiley.com/
go/bjeo6code to 
download the code 
for a calculator’s user 
interface.

© Alex Slobodkin/iStockphoto.
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   public static void main(String[] args)
   { 
      JFrame frame = new FilledFrame();
      frame.setTitle("A frame with two components");
      frame.setDefaultCloseOperation(JFrame.EXIT_ON_CLOSE);
      frame.setVisible(true);      
   }
}

1. What happens if you place two buttons in the northern position of a border 
layout? Try it out with a small program.

2. How do you add two buttons to the northern position of a frame so that they 
are shown next to each other? 

3. How can you stack three buttons one above the other?
4. What happens when you place one button in the northern position of a border 

layout and another in the center position? Try it out with a small program if you 
aren’t sure.

5. Some calculators have a double-wide 0 button, as shown below. How can you 
achieve that?

6. Why does the FilledFrameViewer2 class declare the frame variable to have class 
JFrame, not FilledFrame?

7. How many Java source files are required by the application in Section 20.1.3 
when we use inherit ance to declare the frame class?

8. Why does the createComponents method of FilledFrame call add(panel), whereas the 
main method of FilledFrameViewer calls frame.add(panel)?

Practice It Now you can try these exercises at the end of the chapter: R20.1, R20.3, E20.1.

By Default, Components Have Zero Width and Height

You must be careful when you add a painted component, such as a component displaying a car, 
to a panel. You add the component in the same way as a button or label:

panel.add(button);
panel.add(label);
panel.add(carComponent);

However, the default size for a component is 0 by 0 pixels, and the car component will not be 
visible. The remedy is to call the setPreferredSize method, like this:

carComponent.setPreferredSize(new Dimension(CAR_COMPONENT_WIDTH, CAR_COMPONENT_HEIGHT));

This is an issue only for painted components. Buttons, labels, and so on know how to compute 
their preferred size.

FULL CODE EXAMPLE

Go to wiley.com/
go/bjeo6code to 
download the com‑
plete FilledFrame 
program.

© Alex Slobodkin/iStockphoto.

© Nicholas Homrich/iStockphoto.
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Adding the main Method to the Frame Class

Have another look at the FilledFrame and FilledFrameViewer2 classes. Some programmers prefer 
to combine these two classes, by adding the main method to the frame class: 

public class FilledFrame extends JFrame
{ 
   . . . 
   public static void main(String[] args)
   {
      JFrame frame = new FilledFrame();
      frame.setTitle("A frame with two components");
      frame.setDefaultCloseOperation(JFrame.EXIT_ON_CLOSE);
      frame.setVisible(true);
   }

   public FilledFrame()
   {
       createComponents();
       setSize(FRAME_WIDTH, FRAME_HEIGHT); 
   }
   . . .
}

This is a convenient shortcut that you will find in many programs, but it does not separate the 
responsibilities between the frame class and the program. 

20.2 Processing Text Input
We continue our discussion with graphical user interfaces that accept text input. Of 
course, a graphical application can receive text input by calling the show Input Dialog 
method of the JOptionPane class, but popping up a separate dialog box for each input is 
not a natural user interface. Most graphical programs collect text input through text 
components (see Figures 4 and 6). In the following two sections, you will learn how to 
add text components to a graphical application, and how to read what the user types 
into them. 

20.2.1 Text Fields

The JTextField class provides a text field for reading a single line of text. When you 
construct a text field, you need to supply the width—the approximate number of 
characters that you expect the user to type:

final int FIELD_WIDTH = 10;
rateField = new JTextField(FIELD_WIDTH);

Users can type additional characters, but then a part of the contents of the field 
becomes invisible.

You will want to label each text field so that the user knows what to type into it. 
Construct a JLabel object for each label:

JLabel rateLabel = new JLabel("Interest Rate: ");

Special Topic 20.1 

© Eric Isselé/iStockphoto.

Use a JTextField 
component for 
reading a single line 
of input. Place a 
JLabel next to each 
text field.
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Figure 4  
An Application  
with a Text Field

You want to give the user an opportunity to enter all information into the text field 
before processing it. Therefore, you should supply a button that the user can press to 
indicate that the input is ready for pro cessing. 

When that button is clicked, its actionPerformed method should read the user input 
from each text field, using the getText method of the JTextField class. The getText 
method returns a String object. In our sample pro gram, we turn the string into a num-
ber, using the Double.parseDouble method. After updating the account, we show the 
balance in another label.

class AddInterestListener implements ActionListener
{
   public void actionPerformed(ActionEvent event)
   {
      double rate = Double.parseDouble(rateField.getText());
      double interest = balance * rate / 100;
      balance = balance + interest;
      resultLabel.setText("Balance: " + balance);
   }
}

The following application is a useful prototype for a graphical user-interface front 
end for arbitrary calcu lations. You can easily modify it for your own needs. Place 
input components into the frame. In the actionPerformed method, carry out the needed 
calculations. Display the result in a label. 

section_2_1/InvestmentFrame2.java

1 import java.awt.event.ActionEvent;
2 import java.awt.event.ActionListener;
3 import javax.swing.JButton;
4 import javax.swing.JFrame;
5 import javax.swing.JLabel;
6 import javax.swing.JPanel;
7 import javax.swing.JTextField;
8 
9 /**

10    A frame that shows the growth of an investment with variable interest.
11 */
12 public class InvestmentFrame2 extends JFrame
13 {
14    private static final int FRAME_WIDTH = 450;
15    private static final int FRAME_HEIGHT = 100;
16 
17    private static final double DEFAULT_RATE = 5;
18    private static final double INITIAL_BALANCE = 1000;   
19 
20    private JLabel rateLabel;
21    private JTextField rateField;
22    private JButton button;
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23    private JLabel resultLabel;
24    private double balance;
25  
26    public InvestmentFrame2()
27    { 
28       balance = INITIAL_BALANCE;
29 
30       resultLabel = new JLabel("Balance: " + balance);
31 
32       createTextField();
33       createButton();
34       createPanel();
35 
36       setSize(FRAME_WIDTH, FRAME_HEIGHT);
37    }
38 
39    private void createTextField()
40    {
41       rateLabel = new JLabel("Interest Rate: ");
42 
43       final int FIELD_WIDTH = 10;
44       rateField = new JTextField(FIELD_WIDTH);
45       rateField.setText("" + DEFAULT_RATE);
46    }
47    
48    /**
49       Adds interest to the balance and updates the display.
50    */
51    class AddInterestListener implements ActionListener
52    {
53       public void actionPerformed(ActionEvent event)
54       {
55          double rate = Double.parseDouble(rateField.getText());
56          double interest = balance * rate / 100;
57          balance = balance + interest;
58          resultLabel.setText("Balance: " + balance);
59       }            
60    }
61 
62    private void createButton()
63    {
64       button = new JButton("Add Interest");
65       
66       ActionListener listener = new AddInterestListener();
67       button.addActionListener(listener);
68    }
69 
70    private void createPanel()
71    {
72       JPanel panel = new JPanel();
73       panel.add(rateLabel);
74       panel.add(rateField);
75       panel.add(button);
76       panel.add(resultLabel);      
77       add(panel);
78    } 
79 }
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20.2.2 Text Areas

In the preceding section, you saw how to construct 
text fields. A text field holds a single line of text. To 
display multiple lines of text, use the JTextArea class. 

When constructing a text area, you can specify the 
number of rows and columns: 

final int ROWS = 10; // Lines of text
final int COLUMNS = 30; // Characters in each row
JTextArea textArea = new JTextArea(ROWS, COLUMNS);

Use the setText method to set the text of a text field 
or text area. The append method adds text to the end 
of a text area. Use newline characters to separate 
lines, like this:

textArea.append(balance + "\n");

If you want to use a text field or text area for display purposes only, call the set
Editable method like this 

textArea.setEditable(false);

Now the user can no longer edit the contents of the field, but your program can still 
call setText and append to change it. 

As shown in Figure 5, the JTextField and JTextArea classes are subclasses of the class 
JTextComponent. The methods setText and setEditable are declared in the JTextComponent 
class and inherited by JTextField and JTextArea. However, the append method is declared 
in the JTextArea class.

© Kyoungil Jeon/iStockphoto.You can use a text area for read-
ing or displaying multi-line text.

Use a JTextArea to 
show multiple lines 
of text.

Figure 5  
A Part of the  
Hierarchy of Swing  
User‑Interface  
Components

JComponent

JPanel

JTextField JTextArea

JCheckBox JRadioButton

JToggleButton JButton

JTextComponent JLabel AbstractButton
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Figure 6 The Investment Application with a Text Area Inside Scroll Bars

To add scroll bars to a text area, use a JScrollPane, like this: 
JTextArea textArea = new JTextArea(ROWS, COLUMNS);
JScrollPane scrollPane = new JScrollPane(textArea);

Then add the scroll pane to the panel. Figure 6 shows the result.
The following sample program puts these concepts together. A user can enter 

numbers into the interest rate text field and then click on the “Add Interest” button. 
The interest rate is applied, and the updated balance is appended to the text area. The 
text area has scroll bars and is not editable. 

This program is similar to the previous investment viewer program, but it keeps 
track of all the bank balances, not just the last one. 

section_2_2/InvestmentFrame3.java

1 import java.awt.event.ActionEvent;
2 import java.awt.event.ActionListener;
3 import javax.swing.JButton;
4 import javax.swing.JFrame;
5 import javax.swing.JLabel;
6 import javax.swing.JPanel;
7 import javax.swing.JScrollPane;
8 import javax.swing.JTextArea;
9 import javax.swing.JTextField;

10 
11 /**
12    A frame that shows the growth of an investment with variable interest,
13    using a text area.
14 */
15 public class InvestmentFrame3 extends JFrame
16 {
17    private static final int FRAME_WIDTH = 400;
18    private static final int FRAME_HEIGHT = 250;
19    
20    private static final int AREA_ROWS = 10;
21    private static final int AREA_COLUMNS = 30;
22 
23    private static final double DEFAULT_RATE = 5;
24    private static final double INITIAL_BALANCE = 1000;   
25       
26    private JLabel rateLabel;
27    private JTextField rateField;
28    private JButton button;
29    private JTextArea resultArea;
30    private double balance;
31 

You can add 
scroll bars to any 
component with a 
JScrollPane.
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32    public InvestmentFrame3()
33    { 
34       balance = INITIAL_BALANCE;
35       resultArea = new JTextArea(AREA_ROWS, AREA_COLUMNS);
36       resultArea.setText(balance + "\n");
37       resultArea.setEditable(false);
38 
39       createTextField();
40       createButton();
41       createPanel();
42 
43       setSize(FRAME_WIDTH, FRAME_HEIGHT);
44    }
45 
46    private void createTextField()
47    {
48       rateLabel = new JLabel("Interest Rate: ");
49 
50       final int FIELD_WIDTH = 10;
51       rateField = new JTextField(FIELD_WIDTH);
52       rateField.setText("" + DEFAULT_RATE);
53    }
54    
55    class AddInterestListener implements ActionListener
56    {
57       public void actionPerformed(ActionEvent event)
58       {
59          double rate = Double.parseDouble(rateField.getText());
60          double interest = balance * rate / 100;
61          balance = balance + interest;
62          resultArea.append(balance + "\n");
63       }
64    }
65 
66    private void createButton()
67    {
68       button = new JButton("Add Interest");
69       
70       ActionListener listener = new AddInterestListener();
71       button.addActionListener(listener);
72    }
73 
74    private void createPanel()
75    {
76       JPanel = new JPanel();
77       panel.add(rateLabel);
78       panel.add(rateField);
79       panel.add(button);
80       JScrollPane scrollPane = new JScrollPane(resultArea);
81       panel.add(scrollPane);
82       add(panel);
83    }
84  }

9. What happens if you omit the first JLabel object in the program of Section 
20.2.1?

10. If a text field holds an integer, what expression do you use to read its contents?
© Nicholas Homrich/iStockphoto.
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11. What is the difference between a text field and a text area?
12. Why did the InvestmentFrame3 program call resultArea.setEditable(false)? 
13. How would you modify the InvestmentFrame3 program if you didn’t want to use 

scroll bars? 

Practice It Now you can try these exercises at the end of the chapter: R20.20, E20.10, E20.11.

20.3 Choices
In the following sections, you will see how to present a finite set of choices to the 
user. Which Swing component you use depends on whether the choices are mutually 
exclusive or not, and on the amount of space you have for displaying the choices.

20.3.1 Radio Buttons

If the choices are mutually exclusive, use a set of 
radio buttons. In a radio button set, only one 
button can be selected at a time. When the user 
selects another button in the same set, the pre-
viously selected button is automatically turned 
off. (These buttons are called radio buttons 
because they work like the sta tion selector but-
tons on a car radio: If you select a new station, 
the old station is automatically dese lected.) For 
example, in Figure 7, the font sizes are mutu-
ally exclusive. You can select small, medium, or large, but not a combination of them. 

To create a set of radio buttons, first create each button individually, then add all 
buttons in the set to a ButtonGroup object: 

JRadioButton smallButton = new JRadioButton("Small");
JRadioButton mediumButton = new JRadioButton("Medium");
JRadioButton largeButton = new JRadioButton("Large");

ButtonGroup group = new ButtonGroup();
group.add(smallButton);
group.add(mediumButton);
group.add(largeButton);   

Note that the button group does not place the buttons close to each other in the con-
tainer. The purpose of the button group is simply to find out which buttons to turn 
off when one of them is turned on. It is still your job to arrange the buttons on the 
screen. 

The isSelected method is called to find out whether a button is currently selected 
or not. For example, 

if (largeButton.isSelected()) { size = LARGE_SIZE; }

Unfortunately, there is no convenient way of finding out which button in a group 
is currently selected. You have to call isSelected on each button. Because users will 
expect one radio button in a radio button group to be selected, call setSelected(true) 
on the default radio button before making the enclosing frame visible. 

© Michele Cornelius/iStockphoto.In an old fashioned radio, pushing down 
one station button released the others.

For a small set of 
mutually exclusive 
choices, use a group 
of radio buttons or a 
combo box.

Add radio buttons to 
a ButtonGroup so that 
only one button in 
the group is selected 
at any time.
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Figure 7 A Combo Box, Check Boxes, 
and Radio Buttons

If you have multiple button groups, it is a good idea to group them together visu-
ally. It is a good idea to use a panel for each set of radio buttons, but the panels them-
selves are invisible. You can add a border to a panel to make it visible. In Figure 7, for 
example, the panels containing the Size radio buttons and Style check boxes have 
borders. 

There are a large number of border types. We will show only a couple of variations 
and leave it to the border enthusiasts to look up the others in the Swing documenta-
tion. The EtchedBorder class yields a bor der with a three-dimensional, etched effect. 
You can add a border to any component, but most commonly you apply it to a panel: 

JPanel panel = new JPanel();
panel.setBorder(new EtchedBorder());

If you want to add a title to the border (as in Figure 7), you need to construct a Titled
Border. You make a titled border by supplying a basic border and then the title you 
want. Here is a typical example: 

panel.setBorder(new TitledBorder(new EtchedBorder(), "Size"));

20.3.2 Check Boxes

A check box is a user-interface component with two states: checked and unchecked. 
You use a group of check boxes when one selection does not exclude another. For 
example, the choices for “Bold” and “Italic” in Figure 7 are not exclusive. You can 
choose either, both, or neither. Therefore, they are imple mented as a set of separate 
check boxes. Radio buttons and check boxes have different visual appearances. Radio 
buttons are round and have a black dot when selected. Check boxes are square and 
have a check mark when selected. 

You can place a 
border around a 
panel to group its 
contents visually.

For a binary choice, 
use a check box. 
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You construct a check box by providing the name in the constructor: 

JCheckBox italicCheckBox = new JCheckBox("Italic");

Because check box settings do not exclude each other, you do not place a set of check 
boxes inside a but ton group. 

As with radio buttons, you use the isSelected method to find out whether a check 
box is currently checked or not.

20.3.3 Combo Boxes

If you have a large number of choices, you don’t want to make a set of radio buttons 
because that would take up a lot of space. Instead, you can use a combo box. This 
component is called a combo box because it is a combination of a list and a text field. 
The text field displays the name of the current selection. When you click on the arrow 
to the right of the text field of a combo box, a list of selections drops down, and you 
can choose one of the items in the list (see Figure 8). 

If the combo box is editable, you can also type in your own selection. To make a 
combo box editable, call the setEditable method. 

You add strings to a combo box with the addItem method. 

JComboBox facenameCombo = new JComboBox();
facenameCombo.addItem("Serif");
facenameCombo.addItem("SansSerif");
. . .

You get the item that the user has selected by calling the getSelectedItem method. 
However, because combo boxes can store other objects in addition to strings, the get
SelectedItem method has return type Object. Hence, in our example, you must cast the 
returned value back to String:

String selectedString = (String) facenameCombo.getSelectedItem();  

You can select an item for the user with the setSelectedItem method.
Radio buttons, check boxes, and combo boxes generate an ActionEvent whenever 

the user selects an item. In the following program, we don’t care which component 
was clicked—all components notify the same listener object. Whenever the user 
clicks on any one of them, we simply ask each component for its current content, 
using the isSelected and getSelectedItem methods. We then redraw the label with the 
new font.

Figure 9 shows how the components are arranged in the frame.

For a large set of 
choices, use a  
combo box.

Figure 8 An Open Combo Box

Radio buttons, check 
boxes, and combo 
boxes generate 
action events, just 
as buttons do.
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section_3/

Figure 9 The Components of the Font Frame

JLabel
in CENTER position

JPanel
with GridLayout 
in SOUTH position

FontViewer.java

1 import javax.swing.JFrame;
2 
3 /**
4    This program allows the user to view font effects.
5 */
6 public class FontViewer
7 { 
8    public static void main(String[] args)
9    { 

10       JFrame frame = new FontFrame();
11       frame.setDefaultCloseOperation(JFrame.EXIT_ON_CLOSE);
12       frame.setTitle("FontViewer");
13       frame.setVisible(true);      
14    }
15 }

section_3/FontFrame.java

1 import java.awt.BorderLayout;
2 import java.awt.Font;
3 import java.awt.GridLayout;
4 import java.awt.event.ActionEvent;
5 import java.awt.event.ActionListener;
6 import javax.swing.ButtonGroup;
7 import javax.swing.JButton;
8 import javax.swing.JCheckBox;
9 import javax.swing.JComboBox;

10 import javax.swing.JFrame;
11 import javax.swing.JLabel;
12 import javax.swing.JPanel;
13 import javax.swing.JRadioButton;
14 import javax.swing.border.EtchedBorder;
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15 import javax.swing.border.TitledBorder;
16 
17 /**
18    This frame contains a text sample and a control panel
19    to change the font of the text.
20 */
21 public class FontFrame extends JFrame
22 {
23    private static final int FRAME_WIDTH = 300;
24    private static final int FRAME_HEIGHT = 400;
25 
26    private JLabel label;
27    private JCheckBox italicCheckBox;
28    private JCheckBox boldCheckBox;
29    private JRadioButton smallButton;
30    private JRadioButton mediumButton;
31    private JRadioButton largeButton;
32    private JComboBox facenameCombo;
33    private ActionListener listener;
34 
35    /**
36       Constructs the frame.
37    */
38    public FontFrame()
39    { 
40       // Construct text sample
41       label = new JLabel("Big Java");
42       add(label, BorderLayout.CENTER);
43 
44       // This listener is shared among all components
45       listener = new ChoiceListener();
46 
47       createControlPanel();
48       setLabelFont();
49       setSize(FRAME_WIDTH, FRAME_HEIGHT);
50    }
51 
52    class ChoiceListener implements ActionListener
53    { 
54       public void actionPerformed(ActionEvent event)
55       { 
56          setLabelFont();
57       }
58    }
59    
60    /**
61       Creates the control panel to change the font.
62    */
63    public void createControlPanel()
64    {
65       JPanel facenamePanel = createComboBox();
66       JPanel sizeGroupPanel = createCheckBoxes();
67       JPanel styleGroupPanel = createRadioButtons();
68 
69       // Line up component panels
70 
71       JPanel controlPanel = new JPanel();
72       controlPanel.setLayout(new GridLayout(3, 1));
73       controlPanel.add(facenamePanel);
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74       controlPanel.add(sizeGroupPanel);
75       controlPanel.add(styleGroupPanel);
76 
77       // Add panels to content pane
78 
79       add(controlPanel, BorderLayout.SOUTH);
80    }
81 
82    /**
83       Creates the combo box with the font style choices.
84       @return the panel containing the combo box
85    */
86    public JPanel createComboBox()
87    {
88       facenameCombo = new JComboBox();
89       facenameCombo.addItem("Serif");
90       facenameCombo.addItem("SansSerif");
91       facenameCombo.addItem("Monospaced");
92       facenameCombo.setEditable(true);
93       facenameCombo.addActionListener(listener);
94 
95       JPanel panel = new JPanel();
96       panel.add(facenameCombo);
97       return panel;
98    }
99 

100     /**
101       Creates the check boxes for selecting bold and italic styles.
102       @return the panel containing the check boxes
103    */
104    public JPanel createCheckBoxes()
105    {
106       italicCheckBox = new JCheckBox("Italic");
107       italicCheckBox.addActionListener(listener);
108 
109       boldCheckBox = new JCheckBox("Bold");
110       boldCheckBox.addActionListener(listener);
111 
112       JPanel panel = new JPanel();
113       panel.add(italicCheckBox);
114       panel.add(boldCheckBox);
115       panel.setBorder(new TitledBorder(new EtchedBorder(), "Style"));
116 
117       return panel;
118    }
119 
120    /**
121       Creates the radio buttons to select the font size.
122       @return the panel containing the radio buttons
123    */
124    public JPanel createRadioButtons()
125    {
126       smallButton = new JRadioButton("Small");
127       smallButton.addActionListener(listener);
128 
129       mediumButton = new JRadioButton("Medium");
130       mediumButton.addActionListener(listener);
131 
132       largeButton = new JRadioButton("Large");
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133       largeButton.addActionListener(listener);
134       largeButton.setSelected(true);
135 
136       // Add radio buttons to button group
137 
138       ButtonGroup group = new ButtonGroup();
139       group.add(smallButton);
140       group.add(mediumButton);
141       group.add(largeButton);
142 
143       JPanel panel = new JPanel();
144       panel.add(smallButton);
145       panel.add(mediumButton);
146       panel.add(largeButton);
147       panel.setBorder(new TitledBorder(new EtchedBorder(), "Size"));
148 
149       return panel;
150    }
151 
152    /**
153       Gets user choice for font name, style, and size
154       and sets the font of the text sample.
155    */
156    public void setLabelFont()
157    { 
158       // Get font name
159       String facename = (String) facenameCombo.getSelectedItem();
160 
161       // Get font style
162       
163       int style = 0;
164       if (italicCheckBox.isSelected()) 
165       { 
166          style = style + Font.ITALIC; 
167       }
168       if (boldCheckBox.isSelected())
169       { 
170          style = style + Font.BOLD; 
171       }
172 
173       // Get font size   
174 
175       int size = 0;
176 
177       final int SMALL_SIZE = 24;
178       final int MEDIUM_SIZE = 36;
179       final int LARGE_SIZE = 48;
180 
181       if (smallButton.isSelected()) { size = SMALL_SIZE; }
182       else if (mediumButton.isSelected()) { size = MEDIUM_SIZE; }
183       else if (largeButton.isSelected()) { size = LARGE_SIZE; }
184 
185       // Set font of text field
186       
187       label.setFont(new Font(facename, style, size));      
188       label.repaint();
189    }
190 }
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14. What is the advantage of a JComboBox over a set of radio buttons? What is the 
disadvantage?

15. What happens when you put two check boxes into a button group? Try it out if 
you are not sure.

16. How can you nest two etched borders, like this?

17. Why do all user-interface components in the FontFrame class share the same lis-
tener?

18. Why was the combo box placed inside a panel? What would have happened if it 
had been added directly to the control panel?

19. How could the following user interface be improved?

Practice It Now you can try these exercises at the end of the chapter: R20.11, E20.3, E20.4.

Step 1 Make a sketch of your desired component layout.

Draw all the buttons, labels, text fields, and borders on a sheet of paper. Graph paper works 
best.

Here is an example—a user interface for ordering 
pizza. The user interface contains
• Three radio buttons
• Two check boxes
• A label: “Your Price:”
• A text field
• A border

© Nicholas Homrich/iStockphoto.

S E L F  C H E C K

© Steve Simzer/iStockphoto.

HOW TO 20.1 Laying Out a User Interface

A graphical user interface is made up of components such as buttons and text fields. The Swing 
library uses contain ers and layout managers to arrange these components. This How To 
explains how to group components into con tainers and how to pick the right layout managers.

Size
Pepperoni

Anchovies

Your Price:

Small

Medium

Large

�

�
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Step 2 Find groupings of adjacent components with the same layout.

Usually, the component arrangement is complex enough that you need to use several panels, 
each with its own lay out manager. Start by looking at adjacent components that are arranged 
top to bottom or left to right. If several com ponents are surrounded by a border, they should 
be grouped together. 

Here are the groupings from the pizza user interface:

Size
Pepperoni

Anchovies

Your Price:

Small

Medium

Large

�

�

Step 3 Identify layouts for each group.

When components are arranged horizontally, choose a flow layout. When components are 
arranged vertically, use a grid layout with one column.

In the pizza user interface example, you would choose
• A (3, 1) grid layout for the radio buttons
• A (2, 1) grid layout for the check boxes
• A flow layout for the label and text field

Step 4 Group the groups together.

Look at each group as one blob, and group the blobs together into larger groups, just as you 
grouped the compo nents in the preceding step. If you note one large blob surrounded by 
smaller blobs, you can group them together in a border layout.

You may have to repeat the grouping again if you have a very complex user interface. You 
are done if you have arranged all groups in a single container.

For example, the three component groups of the pizza user interface can be arranged as:
• A group containing the first two component groups, placed in the center of a container 

with a border layout.
• The third component group, in the southern area of that container.

in CENTER position

in SOUTH position

In this step, you may run into a couple of complications. The group “blobs” tend to vary in 
size more than the indi vidual components. If you place them inside a grid layout, the grid lay-
out forces them all to be the same size. Also, you occasionally would like a component from 



20.3 Choices  903

one group to line up with a component from another group, but there is no way for you to 
communicate that intent to the layout managers.

These problems can be overcome by using more sophisticated layout managers or imple-
menting a custom layout manager. However, those techniques are beyond the scope of this 
book. Sometimes, you may want to start over with Step 1, using a component layout that is 
easier to manage. Or you can decide to live with minor imperfections of the layout. Don’t 
worry about achieving the perfect layout—after all, you are learning programming, not user- 
interface design.

Step 5 Write the code to generate the layout.

This step is straightforward but potentially tedious, especially if you have a large number of 
components.

Start by constructing the components. Then construct a panel for each component group 
and set its layout man ager if it is not a flow layout (the default for panels). Add a border to the 
panel if required. Finally, add the compo nents to their panels. Continue in this fashion until 
you reach the outermost containers, which you add to the frame. 

Here is an outline of the code required for the pizza ordering user interface:

JPanel radioButtonPanel = new JPanel();
radioButtonPanel.setLayout(new GridLayout(3, 1));
radioButtonPanel.setBorder(new TitledBorder(new EtchedBorder(), "Size"));
radioButtonPanel.add(smallButton);
radioButtonPanel.add(mediumButton);
radioButtonPanel.add(largeButton);

JPanel checkBoxPanel = new JPanel();
checkBoxPanel.setLayout(new GridLayout(2, 1));
checkBoxPanel.add(pepperoniButton);
checkBoxPanel.add(anchoviesButton);

JPanel pricePanel = new JPanel(); // Uses FlowLayout by default
pricePanel.add(new JLabel("Your Price: "));
pricePanel.add(priceTextField);

JPanel centerPanel = new JPanel(); // Uses FlowLayout
centerPanel.add(radioButtonPanel);
centerPanel.add(checkBoxPanel);

// Frame uses BorderLayout by default 
add(centerPanel, BorderLayout.CENTER);
add(pricePanel, BorderLayout.SOUTH);

© Tom Horyn/iStockphoto.

WORkED ExAMPLE 20.1 Programming a Working Calculator

Learn how to implement arithmetic and scientific operations for a 
calculator. The sample program in Section 20.1 showed how to lay 
out the buttons for a simple calculator, and we use that program as 
a starting point. Go to wiley.com/go/bjeo6examples and download 
Worked Example 20.1.

© Alex Slobodkin/iStockphoto.
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Use a GUI Builder

As you have seen, implementing even a simple graphical user interface in Java is quite tedious. 
You have to write a lot of code for constructing components, using layout managers, and pro-
viding event handlers. Most of the code is repetitive. 

A GUI builder takes away much of the tedium. Most GUI builders help you in three ways:

• You drag and drop components onto a panel. The GUI builder writes the layout manage-
ment code for you. 

• You customize components with a dialog box, setting properties such as fonts, colors, text, 
and so on. The GUI builder writes the customization code for you. 

• You provide event handlers by picking the event to process and providing just the code 
snippet for the listener method. The GUI builder writes the boilerplate code for attaching 
a listener object. 

GroupLayout is a powerful layout manager that was specifically designed to be used by GUI 
builders. The free NetBeans development environment, available from http://netbeans.org, 
makes use of this layout man ager—see Figure 10.

If you need to build a complex user interface, you will find that learning to use a GUI 
builder is a very worth while investment. You will spend less time writing boring code, and 
you will have more fun designing your user interface and focusing on the functionality of your 
program.

Programming Tip 20.1 

© Eric Isselé/iStockphoto.

Figure 10 A GUI Builder

The GroupLayout 
manages the components 

on this form

Use this dialog box 
to edit component 

properties

Click here to
view generated

source code

Drag components 
from this palette 

onto the form
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20.4 Menus
Anyone who has ever used a graphical user interface is 
familiar with pull-down menus (see Figure 11). At the top 
of the frame is a menu bar that contains the top-level menus. 
Each menu is a collection of menu items and submenus. 

The sample program for this section builds up a small 
but typical menu and traps the action events from the menu 
items. The program allows the user to specify the font for 
a label by selecting a face name, font size, and font style. In 
Java it is easy to create these menus. 

You add the menu bar to the frame:
public class MyFrame extends JFrame
{
   public MyFrame()
   {
      JMenuBar menuBar = new JMenuBar();
      setJMenuBar(menuBar);
      . . .
   }
   . . .
}

Menus are then added to the menu bar:
JMenu fileMenu = new JMenu("File");
JMenu fontMenu = new JMenu("Font");
menuBar.add(fileMenu);
menuBar.add(fontMenu);

You add menu items and submenus with the add method: 
JMenuItem exitItem = new JMenuItem("Exit");
fileMenu.add(exitItem);

JMenu styleMenu = new JMenu("Style");
fontMenu.add(styleMenu); // A submenu

© lillisphotography/iStockphoto.

A menu provides a list of 
available choices.

A frame contains a 
menu bar. The menu 
bar contains menus. 
A menu contains 
submenus and  
menu items.

Figure 11  
Pull‑Down Menus

Menu bar

Submenu

Menu item
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A menu item has no further submenus. When the user selects a menu item, the menu 
item sends an action event. Therefore, you want to add a listener to each menu item: 

ActionListener listener = new ExitItemListener();
exitItem.addActionListener(listener);

You add action listeners only to menu items, not to menus or the menu bar. When the 
user clicks on a menu name and a submenu opens, no action event is sent. 

To keep the program readable, it is a good idea to use a separate method for each 
menu or set of related menus. For example,

public JMenu createFaceMenu()
{
   JMenu menu = new JMenu("Face");
   menu.add(createFaceItem("Serif"));
   menu.add(createFaceItem("SansSerif"));
   menu.add(createFaceItem("Monospaced"));
   return menu;
}  

Now consider the createFaceItem method. It has a string parameter variable for the 
name of the font face. When the item is selected, its action listener needs to 

1. Set the current face name to the menu item text.
2. Make a new font from the current face, size, and style, and apply it to the label.

We have three menu items, one for each supported face name. Each of them needs 
to set a different name in the first step. Of course, we can make three listener classes 
Serif Listener, SansSerifListener, and MonospacedListener, but that is not very elegant. 
After all, the actions only vary by a single string. We can store that string inside the 
listener class and then make three objects of the same listener class:

class FaceItemListener implements ActionListener
{
   private String name;
   
   public FaceItemListener(String newName) { name = newName; }

   public void actionPerformed(ActionEvent event)
   {
      faceName = name; // Sets an instance variable of the frame class
      setLabelFont(); 
   }
}

Now we can install a listener object with the appropriate name:
public JMenuItem createFaceItem(String name)
{
   JMenuItem item = new JMenuItem(name);      
   ActionListener listener = new FaceItemListener(name);
   item.addActionListener(listener);
   return item;
}

This approach is still a bit tedious. We can do better by using a local inner class inside 
the createFaceItem method (see Section 10.5). Then the actionPerformed method can 
access the name parameter variable directly. However, we need to observe a technical 
rule. Because name is a local variable, it must be declared as final to be accessible from 
an inner class method. 

Menu items generate 
action events.
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public JMenuItem createFaceItem(final String name) 
// Final variables can be accessed from an inner class method
{
   class FaceItemListener implements ActionListener // A local inner class
   {
      public void actionPerformed(ActionEvent event)
      {
         facename = name; // Accesses the local variable name
         setLabelFont();
      }
   }      

   JMenuItem item = new JMenuItem(name);      
   ActionListener listener = new FaceItemListener();
   item.addActionListener(listener);
   return item;
}

The same strategy is used for the createSizeItem and createStyleItem methods.

section_4/FontViewer2.java

1 import javax.swing.JFrame;
2 
3 /**
4    This program uses a menu to display font effects.
5 */
6 public class FontViewer2
7 { 
8    public static void main(String[] args)
9    { 

10       JFrame frame = new FontFrame2();
11       frame.setDefaultCloseOperation(JFrame.EXIT_ON_CLOSE);
12       frame.setTitle("FontViewer");
13       frame.setVisible(true);      
14    }
15 }

section_4/FontFrame2.java

1 import java.awt.BorderLayout;
2 import java.awt.Font;
3 import java.awt.event.ActionEvent;
4 import java.awt.event.ActionListener;
5 import javax.swing.JFrame;
6 import javax.swing.JLabel;
7 import javax.swing.JMenu;
8 import javax.swing.JMenuBar;
9 import javax.swing.JMenuItem;

10 
11 /**
12    This frame has a menu with commands to change the font 
13    of a text sample.
14 */
15 public class FontFrame2 extends JFrame
16 {
17    private static final int FRAME_WIDTH = 300;
18    private static final int FRAME_HEIGHT = 400;
19 
20    private JLabel label;
21    private String facename;
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22    private int fontstyle;
23    private int fontsize;
24 
25    /**
26       Constructs the frame.
27    */
28    public FontFrame2()
29    { 
30       // Construct text sample     
31       label = new JLabel("Big Java");
32       add(label, BorderLayout.CENTER);
33 
34       // Construct menu
35       JMenuBar menuBar = new JMenuBar();     
36       setJMenuBar(menuBar);
37       menuBar.add(createFileMenu());
38       menuBar.add(createFontMenu());
39 
40       facename = "Serif";
41       fontsize = 24;
42       fontstyle = Font.PLAIN;
43 
44       setLabelFont();
45       setSize(FRAME_WIDTH, FRAME_HEIGHT);
46    }
47 
48    class ExitItemListener implements ActionListener
49    {
50       public void actionPerformed(ActionEvent event)
51       {
52          System.exit(0);
53       }
54    }      
55 
56    /**
57       Creates the File menu.
58       @return the menu
59    */
60    public JMenu createFileMenu()
61    {
62       JMenu menu = new JMenu("File");
63       JMenuItem exitItem = new JMenuItem("Exit");    
64       ActionListener listener = new ExitItemListener();
65       exitItem.addActionListener(listener);
66       menu.add(exitItem);
67       return menu;
68    }
69 
70    /**
71       Creates the Font submenu.
72       @return the menu
73    */
74    public JMenu createFontMenu()
75    {
76       JMenu menu = new JMenu("Font");
77       menu.add(createFaceMenu());
78       menu.add(createSizeMenu());
79       menu.add(createStyleMenu());
80       return menu;
81    } 
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82 
83    /**
84       Creates the Face submenu.
85       @return the menu
86    */
87    public JMenu createFaceMenu()
88    {
89       JMenu menu = new JMenu("Face");
90       menu.add(createFaceItem("Serif"));
91       menu.add(createFaceItem("SansSerif"));
92       menu.add(createFaceItem("Monospaced"));
93       return menu;
94    } 
95 
96     /**
97       Creates the Size submenu.
98       @return the menu
99    */

100    public JMenu createSizeMenu()
101    {
102       JMenu menu = new JMenu("Size");
103       menu.add(createSizeItem("Smaller", 1));
104       menu.add(createSizeItem("Larger", 1));
105       return menu;
106    } 
107 
108    /**
109       Creates the Style submenu.
110       @return the menu
111    */
112    public JMenu createStyleMenu()
113    {
114       JMenu menu = new JMenu("Style");
115       menu.add(createStyleItem("Plain", Font.PLAIN));
116       menu.add(createStyleItem("Bold", Font.BOLD));
117       menu.add(createStyleItem("Italic", Font.ITALIC));
118       menu.add(createStyleItem("Bold Italic", Font.BOLD 
119              + Font.ITALIC));
120       return menu;
121    } 
122 
123    /**
124       Creates a menu item to change the font face and set its action listener.
125       @param name the name of the font face
126       @return the menu item
127    */
128    public JMenuItem createFaceItem(final String name)
129    {
130       class FaceItemListener implements ActionListener
131       {
132          public void actionPerformed(ActionEvent event)
133          {
134             facename = name;
135             setLabelFont();
136          }
137       }      
138 
139       JMenuItem item = new JMenuItem(name);      
140       ActionListener listener = new FaceItemListener();
141       item.addActionListener(listener);
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142       return item;
143    }
144 
145    /**
146       Creates a menu item to change the font size
147       and set its action listener.
148       @param name the name of the menu item
149       @param increment the amount by which to change the size
150       @return the menu item
151    */
152    public JMenuItem createSizeItem(String name, final int increment)
153    {
154       class SizeItemListener implements ActionListener
155       {
156          public void actionPerformed(ActionEvent event)
157          {
158             fontsize = fontsize + increment;
159             setLabelFont();
160          }
161       }      
162 
163       JMenuItem item = new JMenuItem(name);      
164       ActionListener listener = new SizeItemListener();
165       item.addActionListener(listener);
166       return item;
167    }
168 
169    /**
170       Creates a menu item to change the font style
171       and set its action listener.
172       @param name the name of the menu item
173       @param style the new font style
174       @return the menu item
175    */
176    public JMenuItem createStyleItem(String name, final int style)
177    {
178       class StyleItemListener implements ActionListener
179       {
180          public void actionPerformed(ActionEvent event)
181          {
182             fontstyle = style;
183             setLabelFont();
184          }
185       }      
186 
187       JMenuItem item = new JMenuItem(name);      
188       ActionListener listener = new StyleItemListener();
189       item.addActionListener(listener);
190       return item;
191    }
192 
193    /**
194       Sets the font of the text sample.
195    */
196    public void setLabelFont()
197    { 
198       Font f = new Font(facename, fontstyle, fontsize);
199       label.setFont(f);
200    }
201 }
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20. Why do JMenu objects not generate action events?

21. Can you add a menu item directly to the menu bar? Try it out. What happens?

22. Why is the increment parameter variable in the createSizeItem method declared as 
final?

23. Why can’t the createFaceItem method simply set the faceName instance variable, 
like this:
class FaceItemListener implements ActionListener
{  
   public void actionPerformed(ActionEvent event)
   {  
      setLabelFont();
   }
}

public JMenuItem createFaceItem(String name)
{
   JMenuItem item = new JMenuItem(name);      
   faceName = name;
   ActionListener listener = new FaceItemListener();
   item.addActionListener(listener);
   return item;
}

24. In this program, the font specification (name, size, and style) is stored in instance 
variables. Why was this not necessary in the program of the previous section?

Practice It Now you can try these exercises at the end of the chapter: R20.12, E20.6, E20.7.

20.5 Exploring the Swing Documentation
In the preceding sections, you saw the 
basic properties of the most common 
user-interface components. We purpose-
fully omitted many options and variations 
to simplify the discussion. You can go a 
long way by using only the simplest prop-
erties of these components. If you want 
to implement a more sophisti cated effect, 
you can look inside the Swing documen-
tation. You may find the documentation 
intimidating at first glance, though. The 
purpose of this section is to show you how 
you can use the documentation to your 
advantage without being overwhelmed. 

As an example, consider a program for mixing colors by specifying the red, green, 
and blue values. How can you specify the colors? Of course, you could supply three 
text fields, but sliders would be more convenient for users of your program (see 
Figure 12).

© Nicholas Homrich/iStockphoto.

S E L F  C H E C K

© René Mansi/iStockphoto.
In order to use the Swing library effectively, 
you need to study the API documentation.

You should learn 
to navigate the API 
documentation 
to find out more 
about user‑interface 
components.
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Figure 12  
A Color Viewer with Sliders

The Swing user-interface toolkit has a large set of user-interface components. How 
do you know if there is a slider? You can buy a book that illustrates all Swing compo-
nents. Or you can run the sample application included in the Java Development Kit 
that shows off all Swing components (see Figure 13). Or you can look at the names of 
all of the classes that start with J and decide that JSlider may be a good candidate.

Next, you need to ask yourself a few questions: 

• How do I construct a JSlider?
• How can I get notified when the user has moved it?
• How can I tell to which value the user has set it?

When you look at the documentation of the JSlider class, you will probably not be 
happy. There are over 50 methods in the JSlider class and over 250 inherited meth-
ods, and some of the method descriptions look downright scary, such as the one in 
Figure 14. Apparently some folks out there are concerned about the valueIs Adjusting 
property, whatever that may be, and the designers of this class felt it necessary to sup-
ply a method to tweak that property. Until you too feel that need, your best bet is to 
ignore this method. As the author of an introductory book, it pains me to tell you to 
ignore certain facts. But the truth of the matter is that the Java library is so large and 
complex that nobody understands it in its entirety, not even the designers of Java 
themselves. You need to develop the ability to separate fundamental concepts from 
ephemeral minutiae. For example, it is important that you understand the concept of 
event handling. Once you understand the concept, you can ask the question, “What 
event does the slider send when the user moves it?” But it is not important that you 
memorize how to set tick marks or that you know how to implement a slider with a 
custom look and feel. 

Let’s go back to our fundamental questions. There are six constructors for the 
JSlider class. You want to learn about one or two of them. You must strike a balance 
somewhere between the trivial and the bizarre. Consider 

public JSlider()
   Creates a horizontal slider with the range 0 to 100 and an initial value of 50.

Maybe that is good enough for now, but what if you want another range or initial 
value? It seems too lim ited.  
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Figure 13  
The SwingSet Demo

On the other side of the spectrum, there is 
public JSlider(BoundedRangeModel brm)
   Creates a horizontal slider using the specified BoundedRangeModel.

Whoa! What is that? You can click on the BoundedRangeModel link to get a long explana-
tion of this class. This appears to be some internal mechanism for the Swing imple-
mentors. Let’s try to avoid this construc tor if we can. 

Figure 14 A Mysterious Method Description from the API Documentation
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Looking further, we find
public JSlider(int min, int max, int value)
   Creates a horizontal slider using the specified min, max, and value.

This sounds general enough to be useful and simple enough to be usable. You might 
want to stash away the fact that you can have vertical sliders as well. 

Next, you want to know what events a slider generates. There is no addAction
Listener method. That makes sense. Adjusting a slider seems different from clicking a 
button, and Swing uses a different event type for these events. There is a method

public void addChangeListener(ChangeListener l) 

Click on the ChangeListener link to find out more about this interface. It has a single 
method

void stateChanged(ChangeEvent e)

Apparently, that method is called whenever the user moves the slider. What is a Change
Event? Once again, click on the link, to find out that this event class has no methods of 
its own, but it inherits the getSource method from its superclass Event Object. The get
Source method tells us which component generated this event, but we don’t need that 
information—we know that the event came from the slider.

Now let’s make a plan: Add a change event listener to each slider. When the slider 
is changed, the stat eChanged method is called. Find out the new value of the slider. 
Recompute the color value and repaint the color panel. That way, the color panel is 
continually repainted as the user moves one of the sliders.

To compute the color value, you will still need to get the current value of the slider. 
Look at all the methods that start with get. Sure enough, you find 

public int getValue()
   Returns the slider’s value.   

Now you know everything you need to write the program. The program uses one 
new Swing component and one event listener of a new type. After having mastered 
the basics, you may want to explore the capa bilities of the component further, for 
example by adding tick marks—see Exercise E20.12. 

Figure 15 shows how the components are arranged in the frame. 

Figure 15  
The Components of the  
Color Viewer Frame

JPanel
in CENTER position

JPanel
with GridLayout 
in SOUTH position
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section_5/ColorViewer.java

1 import javax.swing.JFrame;
2 
3 public class ColorViewer
4 { 
5    public static void main(String[] args)
6    { 
7       JFrame frame = new ColorFrame();
8       frame.setDefaultCloseOperation(JFrame.EXIT_ON_CLOSE);
9       frame.setVisible(true);

10    }
11 }

section_5/ColorFrame.java

1 import java.awt.BorderLayout;
2 import java.awt.Color;
3 import java.awt.GridLayout;
4 import javax.swing.JFrame;
5 import javax.swing.JLabel;
6 import javax.swing.JPanel;
7 import javax.swing.JSlider;
8 import javax.swing.event.ChangeListener;
9 import javax.swing.event.ChangeEvent;

10 
11 public class ColorFrame extends JFrame
12 { 
13    private static final int FRAME_WIDTH = 300;
14    private static final int FRAME_HEIGHT = 400;
15 
16    private JPanel colorPanel;
17    private JSlider redSlider;
18    private JSlider greenSlider;
19    private JSlider blueSlider;
20 
21    public ColorFrame()
22    { 
23       colorPanel = new JPanel();
24       
25       add(colorPanel, BorderLayout.CENTER);
26       createControlPanel();
27       setSampleColor();
28       setSize(FRAME_WIDTH, FRAME_HEIGHT);
29    }
30 
31    class ColorListener implements ChangeListener
32    { 
33       public void stateChanged(ChangeEvent event)
34       { 
35          setSampleColor();
36       }
37    }   
38 
39    public void createControlPanel()
40    {
41       ChangeListener listener = new ColorListener();
42 
43       redSlider = new JSlider(0, 255, 255);
44       redSlider.addChangeListener(listener);
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45 
46       greenSlider = new JSlider(0, 255, 175);
47       greenSlider.addChangeListener(listener);
48 
49       blueSlider = new JSlider(0, 255, 175);
50       blueSlider.addChangeListener(listener);
51       
52       JPanel controlPanel = new JPanel();
53       controlPanel.setLayout(new GridLayout(3, 2));
54 
55       controlPanel.add(new JLabel("Red"));
56       controlPanel.add(redSlider);
57 
58       controlPanel.add(new JLabel("Green"));
59       controlPanel.add(greenSlider);
60 
61       controlPanel.add(new JLabel("Blue"));
62       controlPanel.add(blueSlider);
63 
64       add(controlPanel, BorderLayout.SOUTH);      
65    }
66    
67    /**
68       Reads the slider values and sets the panel to
69       the selected color.
70    */
71    public void setSampleColor()
72    {
73       // Read slider values
74    
75       int red = redSlider.getValue();
76       int green = greenSlider.getValue();
77       int blue = blueSlider.getValue();
78 
79       // Set panel background to selected color
80       
81       colorPanel.setBackground(new Color(red, green, blue));
82       colorPanel.repaint();
83    }
84 }

25. Suppose you want to allow users to pick a color from a color dialog box. Which 
class would you use? Look in the API documentation.

26. Why does a slider emit change events and not action events?

Practice It Now you can try these exercises at the end of the chapter: R20.14, E20.2, E20.12.
© Nicholas Homrich/iStockphoto.

S E L F  C H E C K
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Learn how to arrange multiple components in a container.

• User-interface components are arranged by placing them inside containers. 
Containers can be placed inside larger containers.

• Each container has a layout manager that directs the arrangement of its 
components.

• Three useful layout managers are the border layout, flow layout, and grid layout.
• When adding a component to a container with the border layout, specify the 

NORTH, SOUTH, WEST, EAST, or CENTER position.
• The content pane of a frame has a border layout by default. A panel has a flow 

layout by default.

Use text components for reading text input.

• Use a JTextField component for reading a single line of input. Place a JLabel next to 
each text field. 

• Use a JTextArea to show multiple lines of text.
• You can add scroll bars to any component with a JScrollPane.

Select among the Swing components for presenting choices to the user.

• For a small set of mutually exclusive choices, use a group of radio buttons or a 
combo box.

• Add radio buttons to a ButtonGroup so that only one button in the group is selected 
at any time.

• You can place a border around a panel to group its contents visually.
• For a binary choice, use a check box.
• For a large set of choices, use a combo box.
• Radio buttons, check boxes, and combo boxes generate action events, just as 

buttons do.

Implement menus in a Swing program.

• A frame contains a menu bar. The menu bar contains menus. 
A menu contains submenus and menu items.

• Menu items generate action events.

Use the Swing documentation.

• You should learn to navigate the API documentation to find out more about 
user-interface components.

C H A P T E R  S U M M A R Y

© Felix Mockel/iStockphoto.

© Kyoungil Jeon/iStockphoto.
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© René Mansi/iStockphoto.
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• R20.1 Can you use a flow layout for the components in a frame? If yes, how? 

• R20.2 What is the advantage of a layout manager over telling the container “place this com-
ponent at position (x, y)”? 

•• R20.3 What happens when you place a single button into the CENTER area of a container that 
uses a border layout? Try it out by writing a small sample program if you aren’t sure 
of the answer.

•• R20.4 What happens if you place multiple buttons directly into the SOUTH area, without 
using a panel? Try it out by writing a small sample program if you aren’t sure of the 
answer. 

•• R20.5 What happens when you add a button to a container that uses a border layout and 
omit the position? Try it out and explain. 

•• R20.6 What happens when you try to add a button to another button? Try it out and 
explain. 

•• R20.7 The ColorFrame in Section 20.5 uses a grid layout manager. Explain a drawback of the 
grid that is apparent from Figure 15. What could you do to overcome this drawback?

••• R20.8 What is the difference between the grid layout and the grid bag layout? 

java.awt.BorderLayout
   CENTER
   EAST
   NORTH
   SOUTH
   WEST
java.awt.Component
   setPreferredSize
java.awt.Container
   setLayout
java.awt.FlowLayout
java.awt.Font
   BOLD
   ITALIC
java.awt.GridLayout
javax.swing.AbstractButton
   isSelected
   setSelected
javax.swing.ButtonGroup
   add
javax.swing.JCheckBox
javax.swing.JComboBox
   addItem
   getSelectedItem
   isEditable
   setEditable
   setSelectedItem

javax.swing.JComponent
   setBorder
   setFocusable
   setFont
javax.swing.JFrame
   setJMenuBar
javax.swing.JMenu
   add
javax.swing.JMenuBar
   add
javax.swing.JMenuItem
javax.swing.JRadioButton
javax.swing.JSlider
   addChangeListener
   getValue
javax.swing.JTextArea
   append
javax.swing.JTextField
javax.swing.text.JTextComponent
   getText
   isEditable
   setEditable
   setText
javax.swing.border.EtchedBorder
javax.swing.border.TitledBorder
javax.swing.event.ChangeEvent
javax.swing.event.ChangeListener
   stateChanged

S TA N D A R D  L I B R A R Y  I T E M S  I N T R O D U C E D  I N  T H I S  C H A P T E R

R E V I E W  E x E R C I S E S
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••• R20.9 Can you add icons to check boxes, radio buttons, and combo boxes? Browse the 
Java documentation to find out. Then write a small test program to verify your 
findings.

• R20.10 What is the difference between radio buttons and check boxes? 

• R20.11 Why do you need a button group for radio buttons but not for check boxes?

• R20.12 What is the difference between a menu bar, a menu, and a menu item? 

• R20.13 When browsing through the Java documentation for more information about slid-
ers, we ignored the JSlider constructor with no arguments. Why? Would it have 
worked in our sample program? 

• R20.14 How do you construct a vertical slider? Consult the Swing documentation for an 
answer. 

•• R20.15 Why doesn’t a JComboBox send out change events? 

••• R20.16 What component would you use to show a set of choices, as in a combo box, but so 
that several items are visible at the same time? Run the Swing demo applica tion or 
look at a book with Swing example programs to find the answer. 

•• R20.17 How many Swing user-interface components are there? Look at the Java documen-
tation to get an approximate answer. 

•• R20.18 How many methods does the JProgressBar component have? Be sure to count inher-
ited methods. Look at the Java documentation. 

••• R20.19 Is it a requirement to use inheritance for frames, as described in Section 20.1.3? 
(Hint: Consider Special Topic 20.1.)

• R20.20 What is the difference between a label, a text field, and a text area?

•• R20.21 Name a method that is declared in JTextArea, a method that JTextArea inherits from 
JTextComponent, and a method that JTextArea inherits from JComponent. 

•• R20.22 Why did the program in Section 20.2.2 use a text area and not a label to show how 
the interest accumulates? How could you have achieved a similar effect with an array 
of labels?

• E20.1 Write an application with three buttons labeled “Red”, “Green”, and “Blue” that 
changes the background color of a panel in the center of the frame to red, green, 
or blue. 

•• E20.2 Add icons to the buttons of Exercise E20.1. Use a JButton constructor with an Icon 
argument and supply an ImageIcon.

• E20.3 Write an application with three radio buttons labeled “Red”, “Green”, and “Blue” 
that changes the background color of a panel in the center of the frame to red, green, 
or blue. 

• E20.4 Write an application with three check boxes labeled “Red”, “Green”, and “Blue” 
that adds a red, green, or blue component to the background color of a panel in the 
center of the frame. This application can display a total of eight color combinations.

P R A C T I C E  E x E R C I S E S
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• E20.5 Write an application with a combo box containing three items labeled “Red”, 
“Green”, and “Blue” that change the background color of a panel in the center of the 
frame to red, green, or blue. 

• E20.6 Write an application with a Color menu and menu items labeled “Red”, “Green”, 
and “Blue” that change the background color of a panel in the center of the frame to 
red, green, or blue. 

• E20.7 Write a program that displays a number of rectangles at random positions. Supply 
menu items “Fewer” and “More” that generate fewer or more random rectangles. 
Each time the user selects “Fewer”, the count should be halved. Each time the user 
clicks on “More”, the count should be doubled. 

••• E20.8 Enhance the font viewer program to allow the user to select different font faces. 
Research the API documentation to find out how to find the available fonts on the 
user’s system.

••• E20.9 Write a program that lets users design charts such as the following: 

Golden Gate

Brooklyn

Delaware Memorial

Mackinac

Use appropriate components to ask for the length, label, and color, then apply them 
when the user clicks an “Add Item” button.

• E20.10 Write a graphical application simulating a bank account. Supply text fields and but-
tons for depositing and withdrawing money, and for displaying the current balance 
in a label.

• E20.11 Write a graphical application describing an earthquake, as in Section 5.3. Supply a 
text field and button for entering the strength of the earthquake. Display the earth-
quake description in a label.

•• E20.12 Modify the slider test program in Section 20.5 to add a set of tick marks to each slider 
that show the exact slider position. 

•• P20.1 Modify the program of Exercise E20.7 to replace the buttons with a slider to gener-
ate more or fewer random rectangles. 

• P20.2 Write a graphical application for computing statistics of a data set. Supply a text 
field and but ton for adding floating-point values, and display the current minimum, 
maximum, and average in a label.

• P20.3 Write an application with three labeled text fields, one each for the initial amount of 
a savings account, the annual interest rate, and the number of years. Add a button 
“Calculate” and a read-only text area to display the balance of the savings account 
after the end of each year. 

P R O G R A M M I N G  P R O J E C T S
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•• P20.4 In the application from Exercise P20.3, replace the text area with a bar chart that 
shows the balance after the end of each year. 

•• Business P20.5 Write a program with a graphical interface that allows the user to convert an amount 
of money between U.S. dollars (USD), euros (EUR), and British pounds (GBP). The 
user interface should have the following elements: a text box to enter the amount to 
be converted, two combo boxes to allow the user to select the currencies, a button 
to make the conversion, and a label to show the result. Display a warning if the user 
does not choose different currencies. Use the following conversion rates:

1 EUR is equal to 1.42 USD. 
1 GBP is equal to 1.64 USD. 
1 GBP is equal to 1.13 EUR.

•• Business P20.6 Write a program with a graphical interface that implements a login window with text 
fields for the user name and password. When the login is successful, hide the login 
window and open a new window with a welcome message. Follow these rules for 
validating the password:

1. The user name is not case sensitive.
2. The password is case sensitive.
3. The user has three opportunities to enter valid credentials. 

Otherwise, display an error message and terminate the program. When the program 
starts, read the file users.txt. Each line in that file contains a user name and password, 
separated by a space. You should make a users.txt file for testing your program.

• Science P20.7 In Exercise P20.6, the password is shown as it is typed. Browse the Swing documen-
tation to find an appropriate component for entering a password. Improve the solu-
tion of Exercise Business P20.6 by using this component instead of a text field. Each 
time the user types a letter, show a ■ character.

A N S W E R S  T O  S E L F ‑ C H E C k  Q U E S T I O N S

1. Only the second one is displayed.
2. First add them to a panel, then add the panel to 

the north end of a frame.
3. Place them inside a panel with a GridLayout that 

has three rows and one column. 
4. The button in the north stretches horizontally 

to fill the width of the frame. The height of the 
northern area is the normal height. The center 
button fills the remainder of the window.

5. To get the double-wide button, put it in the 
south of a panel with border layout whose 
center has a 3 × 2 grid layout with the keys 7, 8, 
4, 5, 1, 2. Put that panel in the west of another 
border layout panel whose eastern area has a 
4 × 1 grid layout with the remaining keys.

6. There was no need to invoke any methods that 
are specific to FilledFrame. It is always a good 
idea to use the most general type when declar-
ing a variable. 

7. Two: FilledFrameViewer2, FilledFrame.
8. It’s an instance method of FilledFrame, so the 

frame is the implicit parameter.
9. Then the text field is not labeled, and the user 

will not know its purpose.
10. Integer.parseInt(textField.getText()) 
11. A text field holds a single line of text; a text 

area holds multiple lines.
12. The text area is intended to display the pro-

gram output. It does not collect user input.
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Arithmetic
In the calculator program of Section 20.1, the buttons 
for the arithmetic operations didn’t do any work. It 
is actually a bit subtle to implement the behavior of 
a calculator. Imagine the user who has just entered 
3 +. At this point, we can’t yet perform the addition 
because we don’t have the second operand. We need 
to store the value (3) and the operator (+) and keep on 
going. Now the user continues:

3 + 4 *

As soon as the * button is clicked, we can get to work 
and add 3 and 4. That is, we take the saved value and 
the newly entered value, and combine them with the 
saved operator. Then we save the * so that it can be 
executed later.

(Here, we implement a common household calculator in which multiplication and addition 
have the same precedence. In Chapter 16, you saw how to implement a calculator in which 
multiplication has a higher precedence, as it does in mathematics.)

There is another subtlety, concerning the update of the calculator display. Consider the 
input

1 3 + 4 * 2 =

which arrives one button click at a time:

Button Clicked Action Display

1 Show 1 in display. 1

3 Add 3 to end of display. 13

+ Store 13 and + for later use. 13

4 Clear display, add 4. 4

* Replace display with result of 13 + 4.
Store 17 and * for later use.

17

2 Clear display, add 2. 2

= Replace display with result of 17 * 2. 34

You may want to try this out with an actual calculator. Note the following:
• When an operator button is clicked and two operands are available, the display is updated 

with the result of the saved operation.

© Tom Horyn/iStockphoto.

WORkED ExAMPLE 20.1 Programming a Working Calculator

Problem Statement Implement arithmetic and scientific operations for a calculator. Use 
the sample program from Section 20.1 as a starting point.

© Alex Slobodkin/iStockphoto.

13. Don’t construct a JScrollPane but add the 
result Area object directly to the panel.

14. If you have many options, a set of radio but-
tons takes up a large area. A combo box can 
show many options without using up much 
space. But the user cannot see the options as 
easily.

15. If one of them is checked, the other one is 
unchecked. You should use radio buttons if 
that is the behavior you want.

16. You can’t nest borders, but you can nest panels 
with borders:
JPanel p1 = new JPanel();
p1.setBorder(new EtchedBorder());
JPanel p2 = new JPanel();
p2.setBorder(new EtchedBorder());
p1.add(p2);

17. When any of the component settings is 
changed, the program simply queries all of 
them and updates the label.

18. To keep it from growing too large. It would 
have grown to the same width and height as 
the two panels below it.

19. Instead of using radio buttons with two 
choices, use a checkbox.

20. When you open a menu, you have not yet 
made a selection. Only JMenuItem objects cor-
respond to selections.

21. Yes, you can—JMenuItem is a subclass of JMenu. 
The item shows up on the menu bar. When 
you click on it, its listener is called. But the 
behavior feels unnatural for a menu bar and is 
likely to confuse users.

22. The parameter variable is accessed in a method 
of an inner class.

23. Then the faceName variable is set when the menu 
item is added to the menu, not when the user 
selects the menu.

24. In the previous program, the user-interface 
components effectively served as storage for 
the font specification. Their current settings 
were used to construct the font. But a menu 
doesn’t save settings; it just generates an action.

25. JColorChooser. 
26. Action events describe one-time changes, such 

as button clicks. Change events describe con-
tinuous changes.
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Arithmetic
In the calculator program of Section 20.1, the buttons 
for the arithmetic operations didn’t do any work. It 
is actually a bit subtle to implement the behavior of 
a calculator. Imagine the user who has just entered 
3 +. At this point, we can’t yet perform the addition 
because we don’t have the second operand. We need 
to store the value (3) and the operator (+) and keep on 
going. Now the user continues:

3 + 4 *

As soon as the * button is clicked, we can get to work 
and add 3 and 4. That is, we take the saved value and 
the newly entered value, and combine them with the 
saved operator. Then we save the * so that it can be 
executed later.

(Here, we implement a common household calculator in which multiplication and addition 
have the same precedence. In Chapter 16, you saw how to implement a calculator in which 
multiplication has a higher precedence, as it does in mathematics.)

There is another subtlety, concerning the update of the calculator display. Consider the 
input

1 3 + 4 * 2 =

which arrives one button click at a time:

Button Clicked Action Display

1 Show 1 in display. 1

3 Add 3 to end of display. 13

+ Store 13 and + for later use. 13

4 Clear display, add 4. 4

* Replace display with result of 13 + 4.
Store 17 and * for later use.

17

2 Clear display, add 2. 2

= Replace display with result of 17 * 2. 34

You may want to try this out with an actual calculator. Note the following:
• When an operator button is clicked and two operands are available, the display is updated 

with the result of the saved operation.
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WORkED ExAMPLE 20.1 Programming a Working Calculator

Problem Statement Implement arithmetic and scientific operations for a calculator. Use 
the sample program from Section 20.1 as a starting point.
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• The first digit button clicked after an operator clears the display. The other digit buttons 
append to the display. The display can’t be cleared by the operator; it must be cleared by 
the first digit. (Otherwise, there would be no way for the user to see the result.)

• The = button puts the calculator into the same state as it was at the beginning, clearing the 
saved operation.

Now we have enough information to implement the arithmetic operator buttons. The calcula-
tor needs to remember
• the last value and operator.
• whether we are at the beginning or in the middle of entering a value.
We also need to remember the value that is currently being built up, but we can just take that 
from the display variable.

public class CalculatorFrame extends JFrame
{  
   private JLabel display;
   . . .
   private double lastValue;
   private String lastOperator;
   private boolean startNewValue;   

   public CalculatorFrame()
   {
      lastValue = 0;
      lastOperator = "=";
      startNewValue = true;
      . . .
   }
   . . .
}

The actionPerformed method of the digit button listeners appends the digit to the display; how-
ever, the display is cleared first if this is the first digit after an operator:

public void actionPerformed(ActionEvent event)
{  
   if (startNewValue) 
   {
      display.setText("");
      startNewValue = false;
   }
   display.setText(display.getText() + digit);
}        

How does the method know which digit to use? It is passed to the constructor of the listener:

class DigitButtonListener implements ActionListener
{
   private String digit;
   
   public DigitButtonListener(String aDigit)
   {
      digit = aDigit;
   }
   . . .      
}

We construct digit buttons with this helper method:

public JButton makeDigitButton(String digit)
{
   JButton button = new JButton(digit);     
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   ActionListener listener = new DigitButtonListener(digit);
   button.addActionListener(listener);  
   return button;    
} 

The helper method is called for each digit button:

private void createButtonPanel()
{      
   JPanel buttonPanel = new JPanel();
   buttonPanel.setLayout(new GridLayout(4, 4));

   buttonPanel.add(makeDigitButton("7"));
   buttonPanel.add(makeDigitButton("8"));
   buttonPanel.add(makeDigitButton("9"));
   . . .
}

We use the same strategy to pass the operator symbol to the OperatorButtonListener. Here is its 
actionPerformed method:

public void actionPerformed(ActionEvent event)
{  
   if (!startNewValue)
   {  
      double value = Double.parseDouble(display.getText());
      lastValue = calculate(lastValue, value, lastOperator);
      display.setText("" + lastValue);
      startNewValue = true;
   }

   lastOperator = operator;
}

First, we check whether the operator follows a value. If a user clicked two operators in a row, 
as in 3 + * 4, we assume that the intent was to replace an incorrectly entered operator.

In the normal case, we combine the last value with the display value, using the last operator. 
We update the display with the result, and get ready to receive the next value.

We also store the current operator so that it can be evaluated later.
The calculate method simply combines its inputs:

public double calculate(double value1, double value2, String op)
{  
   if (op.equals("+")) 
   {
      return value1 + value2;
   }
   else if (op.equals("")) 
   {
      return value1  value2;
   }
   else if (op.equals("*")) 
   {
      return value1 * value2;
   }
   else if (op.equals("/")) 
   {
      return value1 / value2;
   }
   else // "="
   {
      return value2;
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   }
}

To understand the behavior for the = operator, think through an input 3 + 4 = followed by 5 * 6. 
When the = button is clicked, the last operator (+) is executed, and = becomes the last operator. 
When the * button is clicked, the calculate method receives the last value (7), the display value 
(5), and the last operator (=). It should simply return the second operand (5), which will later be 
combined with the 6.

This completes the implementation of the arithmetic operators.

Mathematical Functions
In order to practice working with user-interface components, we will enhance the calculator 
with a few mathematical functions. The trigonometric functions sin, cos, and tan take an argu-
ment that can be interpreted as radians or degrees. We provide a check box to select radians. 
(Perhaps two radio buttons for radians and degrees would be clearer, but we want to practice 
using a checkbox). For the log and exp functions, we provide radio buttons to select one of 
three bases: e, 10, and 2. We place the functions into a combo box.

Clicking the Apply button applies the selected function with the selected options.

First, we need to set up the user interface. We need
• A checkbox for radians
• Three radio buttons
• A button group for the radio buttons
• A border for the radio buttons
• A combo box for the functions
• An Apply button
Let’s get the radio buttons out of the way first:

private JPanel createBaseButtons()
{
   baseeButton = new JRadioButton("e");
   base10Button = new JRadioButton("10");
   base2Button = new JRadioButton("2");

   baseeButton.setSelected(true);

   ButtonGroup group = new ButtonGroup();
   group.add(baseeButton);
   group.add(base10Button);
   group.add(base2Button);
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   JPanel basePanel = new JPanel();
   basePanel.add(baseeButton);
   basePanel.add(base10Button);
   basePanel.add(base2Button);
   basePanel.setBorder(new TitledBorder(new EtchedBorder(), "Base"));
      
   return basePanel;
}

Here we create three radio buttons, select one of them, and add them to a button group. Note 
that the buttons are instance variables—we need to query their state later. However, the button 
group is only used by the Swing library, not our program. Therefore, it can be a local variable.

Finally, we add the buttons into a panel so that we can apply a border. 
The remainder of the user interface is simpler. We just need to add the checkbox, combo 

box, radio buttons, and Apply button to a panel, then add that panel to the southern area of the 
frame’s border layout.

private void createControlPanel()
{
   radianCheckBox = new JCheckBox("Radian");
   radianCheckBox.setSelected(true);

   mathOpCombo = new JComboBox();
   mathOpCombo.addItem("sin");
   mathOpCombo.addItem("cos");
   mathOpCombo.addItem("tan");
   mathOpCombo.addItem("log");
   mathOpCombo.addItem("exp");

   mathOpButton = new JButton("Apply");
   mathOpButton.addActionListener(new MathOpListener());

   JPanel controlPanel = new JPanel();
   controlPanel.add(radianCheckBox);
   controlPanel.add(createBaseButtons());
   controlPanel.add(mathOpCombo);
   controlPanel.add(mathOpButton);

   add(controlPanel, BorderLayout.SOUTH);
}

The only button that receives a listener is the Apply button. The other components change 
their state when they are clicked, and the listener of the Apply button reads the state when it 
calls the selected function.

Here is the listener code:

class MathOpListener implements ActionListener
{
   public void actionPerformed(ActionEvent event)
   {  
      double value = Double.parseDouble(display.getText());
      String mathOp = (String) mathOpCombo.getSelectedItem();

      double base = 10;
      if (baseeButton.isSelected()) { base = Math.E; }
      else if (base2Button.isSelected()) { base = 2; }

      boolean radian = radianCheckBox.isSelected();
      if (!radian && (mathOp.equals("sin")
            || mathOp.equals("cos") || mathOp.equals("tan")))
      {
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         value = Math.toRadians(value);
      }

      if (mathOp.equals("sin"))
      {
         value = Math.sin(value);
      }
      else if (mathOp.equals("cos"))
      {
         value = Math.cos(value);
      }
      else if (mathOp.equals("tan"))
      {
         value = Math.tan(value);
      }
      else if (mathOp.equals("log"))
      {
         value = Math.log(value) / Math.log(base);
      }
      else if (mathOp.equals("exp"))
      {
         value = Math.pow(base, value);
      }
      display.setText("" + value);

      startNewValue = true;         
   }
}

First, we get the function’s argument from the display, and the base from the radio buttons. 
If we need to call a trigonometric function with degrees, we convert the argument to radians. 
That is what the Java library expects.

Then we execute the selected function and update the display. Finally, we set the start
NewValue flag. If the user clicks a digit button, the display is cleared and the button becomes the 
first digit of a new value.

worked_example_1/CalculatorViewer.java 

1 import javax.swing.JFrame;
2 
3 public class CalculatorViewer
4 {  
5    public static void main(String[] args)
6    {  
7       JFrame frame = new CalculatorFrame();
8       frame.setDefaultCloseOperation(JFrame.EXIT_ON_CLOSE);
9       frame.setTitle("Calculator");

10       frame.setVisible(true);
11    }
12 }

worked_example_1/CalculatorFrame.java 

1 import java.awt.BorderLayout;
2 import java.awt.GridLayout;
3 import java.awt.event.ActionListener;
4 import java.awt.event.ActionEvent;
5 import javax.swing.ButtonGroup;  
6 import javax.swing.JButton;
7 import javax.swing.JCheckBox;
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8 import javax.swing.JComboBox;
9 import javax.swing.JFrame;

10 import javax.swing.JPanel;
11 import javax.swing.JRadioButton;
12 import javax.swing.JLabel;
13 import javax.swing.border.EtchedBorder;
14 import javax.swing.border.TitledBorder;
15 
16 /**
17    This frame contains a panel that displays buttons
18    for a calculator and a panel with a text fields to
19    specify the result of calculation.
20 */
21 public class CalculatorFrame extends JFrame
22 {  
23    private JLabel display;
24    private JCheckBox radianCheckBox;
25    private JRadioButton baseeButton;
26    private JRadioButton base10Button;
27    private JRadioButton base2Button;
28    private JComboBox mathOpCombo;
29    private JButton mathOpButton;
30 
31    private double lastValue;
32    private String lastOperator;
33    private boolean startNewValue;   
34 
35    private static final int FRAME_WIDTH = 400;
36    private static final int FRAME_HEIGHT = 300;
37 
38    public CalculatorFrame()
39    {
40       createButtonPanel();
41       createControlPanel();
42 
43       display = new JLabel("0");
44       add(display, BorderLayout.NORTH);
45 
46       lastValue = 0;
47       lastOperator = "=";
48       startNewValue = true;
49 
50       setSize(FRAME_WIDTH, FRAME_HEIGHT);
51    }
52       
53    /**
54       Creates the control panel with the text field 
55       and buttons on the frame.
56    */
57    private void createButtonPanel()
58    {      
59       JPanel buttonPanel = new JPanel();
60       buttonPanel.setLayout(new GridLayout(4, 4));
61 
62       buttonPanel.add(makeDigitButton("7"));
63       buttonPanel.add(makeDigitButton("8"));
64       buttonPanel.add(makeDigitButton("9"));
65       buttonPanel.add(makeOperatorButton("/"));
66       buttonPanel.add(makeDigitButton("4"));
67       buttonPanel.add(makeDigitButton("5"));
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68       buttonPanel.add(makeDigitButton("6"));
69       buttonPanel.add(makeOperatorButton("*"));
70       buttonPanel.add(makeDigitButton("1"));
71       buttonPanel.add(makeDigitButton("2"));
72       buttonPanel.add(makeDigitButton("3"));
73       buttonPanel.add(makeOperatorButton(""));
74       buttonPanel.add(makeDigitButton("0"));
75       buttonPanel.add(makeDigitButton("."));
76       buttonPanel.add(makeOperatorButton("="));
77       buttonPanel.add(makeOperatorButton("+"));
78 
79       add(buttonPanel, BorderLayout.CENTER);
80    }
81 
82    class MathOpListener implements ActionListener
83    {
84       public void actionPerformed(ActionEvent event)
85       {  
86          double value = Double.parseDouble(display.getText());
87          String mathOp = (String) mathOpCombo.getSelectedItem();
88 
89          double base = 10;
90          if (baseeButton.isSelected()) { base = Math.E; }
91          else if (base2Button.isSelected()) { base = 2; }
92 
93          boolean radian = radianCheckBox.isSelected();
94          if (!radian && (mathOp.equals("sin") 
95                || mathOp.equals("cos") || mathOp.equals("tan")))
96          {
97             value = Math.toRadians(value);
98          }
99 

100          if (mathOp.equals("sin"))
101          {
102             value = Math.sin(value);
103          }
104          else if (mathOp.equals("cos"))
105          {
106             value = Math.cos(value);
107          }
108          else if (mathOp.equals("tan"))
109          {
110             value = Math.tan(value);
111          }
112          else if (mathOp.equals("log"))
113          {
114             value = Math.log(value) / Math.log(base);
115          }
116          else if (mathOp.equals("exp"))
117          {
118             value = Math.pow(base, value);
119          }
120          display.setText("" + value);
121 
122          startNewValue = true;         
123       }
124    }
125 
126    private JPanel createBaseButtons()
127    {
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128       baseeButton = new JRadioButton("e");
129       base10Button = new JRadioButton("10");
130       base2Button = new JRadioButton("2");
131 
132       baseeButton.setSelected(true);
133 
134       ButtonGroup group = new ButtonGroup();
135       group.add(baseeButton);
136       group.add(base10Button);
137       group.add(base2Button);
138 
139       JPanel basePanel = new JPanel();
140       basePanel.add(baseeButton);
141       basePanel.add(base10Button);
142       basePanel.add(base2Button);
143       basePanel.setBorder(new TitledBorder(new EtchedBorder(), "Base"));
144       
145       return basePanel;
146    }
147 
148    private void createControlPanel()
149    {
150       radianCheckBox = new JCheckBox("Radian");
151       radianCheckBox.setSelected(true);
152 
153       mathOpCombo = new JComboBox();
154       mathOpCombo.addItem("sin");
155       mathOpCombo.addItem("cos");
156       mathOpCombo.addItem("tan");
157       mathOpCombo.addItem("log");
158       mathOpCombo.addItem("exp");
159 
160       mathOpButton = new JButton("Apply");
161       mathOpButton.addActionListener(new MathOpListener());
162 
163       JPanel controlPanel = new JPanel();
164       controlPanel.add(radianCheckBox);
165       controlPanel.add(createBaseButtons());
166       controlPanel.add(mathOpCombo);
167       controlPanel.add(mathOpButton);
168 
169       add(controlPanel, BorderLayout.SOUTH);
170    }
171 
172    /**
173       Combines two values with an operator.
174       @param value1 the first value
175       @param value2 the second value
176       @param op an operator (+, , *, /, or =)
177    */
178    public double calculate(double value1, double value2, String op)
179    {  
180       if (op.equals("+")) 
181       {
182          return value1 + value2;
183       }
184       else if (op.equals("")) 
185       {
186          return value1  value2;
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187       }
188       else if (op.equals("*")) 
189       {
190          return value1 * value2;
191       }
192       else if (op.equals("/")) 
193       {
194          return value1 / value2;
195       }
196       else // "="
197       {
198          return value2;
199       }
200    }
201    
202    class DigitButtonListener implements ActionListener
203    {
204       private String digit;
205       
206       /**
207          Constructs a listener whose actionPerformed method adds a digit
208          to the display.
209          @param aDigit the digit to add
210       */
211       public DigitButtonListener(String aDigit)
212       {
213          digit = aDigit;
214       }
215       
216       public void actionPerformed(ActionEvent event)
217       {  
218          if (startNewValue) 
219          {
220             display.setText("");
221             startNewValue = false;
222          }
223          display.setText(display.getText() + digit);
224       }        
225    }
226 
227    /**
228       Makes a button representing a digit of a calculator.
229       @param digit the digit of the calculator
230       @return the button of the calculator
231    */
232    public JButton makeDigitButton(String digit)
233    {
234       JButton button = new JButton(digit);      
235       ActionListener listener = new DigitButtonListener(digit);
236       button.addActionListener(listener);  
237       return button;    
238    } 
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239 
240    class OperatorButtonListener implements ActionListener
241    {
242       private String operator;
243 
244       /**
245          Constructs a listener whose actionPerformed method
246          schedules an operator for execution.
247       */      
248       public OperatorButtonListener(String anOperator)
249       {
250          operator = anOperator;
251       }
252 
253       public void actionPerformed(ActionEvent event)
254       {  
255          if (!startNewValue)
256          {  
257             double value = Double.parseDouble(display.getText());
258             lastValue = calculate(lastValue, value, lastOperator);
259             display.setText("" + lastValue);
260             startNewValue = true;
261          }
262             
263          lastOperator = operator;
264       }       
265    }
266 
267    /**
268       Makes a button representing an operator of a calculator.
269       @param op the operator of the calculator
270       @return the button of the calculator
271    */
272    public JButton makeOperatorButton(String op)
273    {
274       JButton button = new JButton(op);      
275       ActionListener listener = new OperatorButtonListener(op);
276       button.addActionListener(listener);  
277       return button;    
278    }     
279 }
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In this chapter you will learn more about how to write Java 
programs that interact with files and other sources of bytes 
and characters. You will learn about reading and writing text 
and binary data, and the differences between sequential 
and random access to data in a file. As an application of 
file processing, you will study a program that encrypts 
and decrypts data stored in a binary format. Next, you will 
see how you can use object serialization to save and load 
complex objects with very little effort. Finally, you will learn 
how to work with files and directories. 

21.1 Readers, Writers, and Input/Output Streams
There are two fundamentally different ways to store data: in text format or binary 
format. In text format, data items are represented in human-readable form, as a 
sequence of characters. For example, in text form, the integer 12,345 is stored as the 
sequence of five characters: 

'1' '2' '3' '4' '5'

In binary form, data items are represented in bytes. A byte is composed of 8 bits and 
can denote one of 256 values (256 = 28). For example, in binary format, the integer 
12,345 is stored as a sequence of four bytes: 

0 0 48 57

(because 12,345 = 48 · 256 + 57). 
The Java library provides two sets of classes for handling input and output. Input 

and output streams handle binary data. Readers and writers handle data in text 
form. Figure 1 shows a part of the hierarchy of the Java classes for input and output. 

Text input and output are more convenient for humans, because it is easier to pro-
duce input (just use a text editor) and it is easier to check that output is correct (just 
look at the output file in an editor). How ever, binary storage is more compact and 
more efficient.

The Reader and Writer classes were designed to process information in text form. 
You have already used the PrintWriter class in Chapter 11. However, for reading 

Input and output 
streams access 
sequences of bytes. 
Readers and writers 
access sequences 
of characters.

Figure 1 Java Classes for Input and Output
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text, the Scanner class is more convenient than the Reader class. Internally, the Scanner 
class makes use of readers to read characters.

If you store information in binary form, as a sequence of bytes, use the InputStream 
and OutputStream classes and their subclasses.

Why use two sets of classes? Characters are made up of bytes, but there is some 
variation in how each character is represented. For example, the character 'é' is 
encoded as a single byte with value 223 in the ISO-8859-1 encoding that has been 
commonly used in North America and Western Europe. However, in the UTF-8 
encoding that is capable of encoding all Unicode characters, the character is repre-
sented by two bytes, 195 and 169. In the UTF-16 encoding, another encoding for Uni-
code, the same character is encoded as 0 223.

The Reader and Writer classes have the responsibility of converting between bytes 
and characters. By default, these classes use the character encoding of the computer 
executing the program. You can specify a different encoding in the constructor of the 
Scanner or PrintWriter, like this:

Scanner in = new Scanner(input, "UTF-8");
   // input can be a File or InputStream
PrintWriter out = new PrintWriter(output, "UTF-8");
   // output can be a File or OutputStream

Unfortunately, there is no way of automatically determining the character encoding 
that is used in a particular text. You need to know which character encoding was used 
when the text was written. If you only exchange data with users from the same coun-
try, then you can use the default encoding of your computer. Otherwise, it is a good 
idea to use the UTF-8 encoding.

You learned in Chapter 11 how to process text files. In the remainder of this 
chapter, we will focus on binary files. 

1. Suppose you need to read an image file that contains color values for each pixel 
in the image. Will you use a Reader or an InputStream?

2. Special Topic 11.1 introduced the openStream method of the URL class, which 
returns an InputStream:
URL locator = new URL("http://bigjava.com/index.html");
InputStream in = locator.openStream();

Why doesn’t the URL class provide a Reader instead? 

Practice It Now you can try these exercises at the end of the chapter: R21.1, R21.2, R21.4.

21.2 Binary Input and Output
In this section, you will learn how to process binary data. To read binary data from a 
disk file, you create a FileInputStream object:

InputStream inputStream = new FileInputStream("input.bin");

Similarly, you use FileOutputStream objects to write data to a disk file in binary form:
OutputStream outputStream = new FileOutputStream("output.bin");

The InputStream class has a method, read, to read a single byte at a time. (The File-
InputStream class overrides this method to read the bytes from a disk file.) The 

© Nicholas Homrich/iStockphoto.
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write binary data 
from and to disk files.
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InputStream.read method returns an int, not a byte, so that it can signal either that a 
byte has been read or that the end of input has been reached. It returns the byte read 
as an integer between 0 and 255 or, when it is at the end of the input, it returns –1.

You should test the return value. Only process the input when it is not –1:
InputStream in = . . .;
int next = in.read();
if (next != -1)
{
   Process next.  // A value between 0 and 255
}

The OutputStream class has a write method to write a single byte. The parameter vari-
able of the write method has type int, but only the lowest eight bits of the argument 
are written to the output stream:

OutputStream out = . . .;
int value = . . .; // Should be between 0 and 255
out.write(value);

Use the try-with-resources statement to ensure that all opened files are closed:
try (InputStream in = . . ., OutputStream out = . . .)
{ 
   Read from in.
   Write to out.
}

These basic methods are the only input and output methods that the input and output 
stream classes pro vide. The Java input/output package is built on the principle that 
each class should have a very focused respon sibility. The job of an input stream is to 
get bytes, not to analyze them. If you want to read numbers, strings, or other objects, 
you have to combine the class with other classes whose responsibility it is to group 
individual bytes or characters together into numbers, strings, and objects. You will 
see an example of those classes in Section 21.4.

As an application of a task that involves reading and writing individual bytes, we 
will implement an encryption program. The program scrambles the bytes in a file so 
that the file is unreadable except to those who know the decryption method and the 
secret keyword. We will use the Caesar cipher that you saw in Section 11.3, but now 
we will encode all bytes. The person performing any encryption chooses an encryp-
tion key; here the key is a number between 1 and 255 that indicates the shift to be used 
in encrypting each byte. (Julius Caesar used a key of 3, replacing A with D, B with E, 
and so on—see Figure 2). 

To decrypt, simply use the negative of the encryption key. For example, to decrypt 
a message encoded with a key of 3, use a key of –3. 

In this program we read each value separately, encrypt it, and write the encrypted 
value:

int next = in.read();
if (next == -1) 
{
   done = true;
}
else
{
   int encrypted = encrypt(next);
   out.write(encrypted);
} 

The InputStream.
read method returns 
an integer, either 
–1 to indicate end 
of input, or a byte 
between 0 and 255.

The OutputStream.
write method writes 
a single byte.
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Figure 2  
The Caesar Cipher

M e e t m e a t t h e

P h h w # p h # d w # w k h #

Plain text

Encrypted text

In a more complex encryption program, you would read a block of bytes, encrypt the 
block, and write it out. 

Try out the program on a file of your choice. You will find that the encrypted file 
is unreadable. In fact, because the newline characters are transformed, you may not 
be able to read the encrypted file in a text editor. To decrypt, simply run the program 
again and supply the negative of the encryption key. 

section_2/CaesarCipher.java

1 import java.io.InputStream;
2 import java.io.OutputStream;
3 import java.io.IOException;
4 
5 /**
6    This class encrypts files using the Caesar cipher.
7    For decryption, use an encryptor whose key is the 
8    negative of the encryption key.
9 */

10 public class CaesarCipher
11 {
12    private int key;
13 
14    /**
15       Constructs a cipher object with a given key.
16       @param aKey the encryption key
17    */
18    public CaesarCipher(int aKey)
19    {
20       key = aKey;
21    }
22 
23    /**
24       Encrypts the contents of an input stream.
25       @param in the input stream
26       @param out the output stream
27    */      
28    public void encryptStream(InputStream in, OutputStream out)
29          throws IOException
30    {
31       boolean done = false;
32       while (!done)
33       {
34          int next = in.read();
35          if (next == -1)
36          {
37             done = true;
38          }
39          else
40          {
41             int encrypted = encrypt(next);
42             out.write(encrypted);
43          }
44       }
45    }
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46 
47    /**
48       Encrypts a value.
49       @param b the value to encrypt (between 0 and 255)
50       @return the encrypted value
51    */
52    public int encrypt(int b)
53    {
54       return (b + key) % 256;
55    }
56 }

section_2/CaesarEncryptor.java

1 import java.io.File;
2 import java.io.FileInputStream;
3 import java.io.FileOutputStream;
4 import java.io.InputStream;
5 import java.io.IOException;
6 import java.io.OutputStream;
7 import java.util.Scanner;
8 
9 /**

10    This program encrypts a file, using the Caesar cipher.
11 */
12 public class CaesarEncryptor
13 { 
14    public static void main(String[] args)
15    { 
16       Scanner in = new Scanner(System.in);
17       System.out.print("Input file: ");
18       String inFile = in.next();
19       System.out.print("Output file: ");
20       String outFile = in.next();
21       System.out.print("Encryption key: ");
22       int key = in.nextInt();
23                            
24       try (InputStream inStream = new FileInputStream(inFile);
25          OutputStream outStream = new FileOutputStream(outFile))
26       {  
27          CaesarCipher cipher = new CaesarCipher(key);
28          cipher.encryptStream(inStream, outStream);
29       }
30       catch (IOException exception)
31       { 
32          System.out.println("Error processing file: " + exception);
33       }
34    }
35 }

3. Why does the read method of the InputStream class return an int and not a byte?
4. Decrypt the following message: Khoor/#Zruog$.
5. Can you use the sample program from this section to encrypt a binary file, for 

example, an image file?

Practice It Now you can try these exercises at the end of the chapter: R21.6, E21.1, P21.1.
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Negative byte Values

The read method of the InputStream class returns –1 or the byte that was read, a value between 
0 and 255. It is tempting to place this value into a variable of type byte, but that turns out not 
to be a good idea.

int next = in.read();
if (next != -1)
{
   byte input = (byte) next; // Not recommended
   . . .
}

In Java, the byte type is a signed type. There are 256 values of the byte type, from –128 to 127. 
When converting an int value between 128 and 255 to a byte, the result is a negative value. This 
can be inconvenient. For example, consider this test:

int next = in.read();
byte input = (byte) next;
if (input == 'é') . . .

The condition is never true, even if next is equal to the Unicode value for the 'é' character. That 
Unicode value happens to be 233, but a single byte is always a value between –128 and 127.

The remedy is to work with int values. Don’t use the byte type. 

21.3 Random Access
Reading a file sequentially from beginning to end can be inefficient. In this section, 
you will learn how to directly access arbitrary locations in a file. Consider a file 
that contains a set of bank accounts. We want to change the balances of some of the 
accounts. We could read all account data into an array list, update the information 
that has changed, and save the data out again. But if the data set in the file is very large, 
we may end up doing a lot of reading and writing just to update a handful of records. 
It would be better if we could locate the changed information in the file and simply 
replace it. 

This is quite different from the file access you programmed in Chapter 11, where 
you read from a file, starting at the beginning and reading the entire contents until 
you reached the end. That access pattern is called sequential access. Now we would 
like to access specific locations in a file and change only those locations. This access 
pattern is called random access (see Figure 3). There is nothing “random” about ran-
dom access—the term simply means that you can read and modify any byte stored at 
any location in the file. 

Common Error 21.1 

© John Bell/iStockphoto.

In sequential file 
access, a file is 
processed one  
byte at a time. 

Figure 3 Sequential and Random Access

Sequential access

Random access
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Only disk files support random access; the input and output streams that corre-
spond to the keyboard and the terminal window do not. Each disk file has a special 
file pointer position. Normally, the file pointer is at the end of the file, and any out-
put is appended to the end. However, if you move the file pointer to the middle of 
the file and write to the file, the output overwrites what is already there. The next 
read command starts reading input at the file pointer location. You can move the file 
pointer just beyond the last byte currently in the file but no further.

In Java, you use a RandomAccessFile object to access a file and move a file pointer. 
To open a random access file, you supply a file name and a string to specify the open 
mode. You can open a file either for reading only ("r") or for reading and writing 
("rw"). For example, the following command opens the file bank.dat for both reading 
and writing: 

RandomAccessFile f = new RandomAccessFile("bank.dat", "rw");

The method call 
f.seek(position);

moves the file pointer to the given position, counted from the beginning of the file. 
The first byte of a file has position 0. To find out the current position of the file pointer 
(counted from the beginning of the file), use 

long position = f.getFilePointer();

Because files can be very large, the file pointer values are long integers. To determine 
the number of bytes in a file, use the length method: 

long fileLength = f.length();

In the example program at the end of this section, we use a random access file to store 
a set of bank accounts, each of which has an account number and a current balance. 
The test program lets you pick an account and deposit money into it.

If you want to manipulate a data set in a file, you have to pay special attention to 
the formatting of the data. Suppose you just store the data as text. Say account 1001 
has a balance of $900, and account 1015 has a balance of 0. 

1 0 0 1 9 0 0 1 0 1 5 0

We want to deposit $100 into account 1001. Suppose we move the file pointer to the 
first character of the old value:

1 0 0 1 9 0 0 1 0 1 5 0

If we now simply write out the new value, the result is 

1 0 0 1 1 0 0 0 1 0 1 5 0

That is not working too well. The update is overwriting the space that separates the 
values. 

In order to be able to update values in a file, you must give each value a fixed size 
that is sufficiently large. As a result, every record in the file has the same size. This 
has another advantage: It is then easy to skip quickly to, say, the 50th record, without 
having to read the first 49 records in. Just set the file pointer to 49 × the record size. 

Random access 
allows access at 
arbitrary locations 
in the file, without 
first reading the 
bytes preceding the 
access location.

A file pointer is a 
position in a random 
access file. Because 
files can be very 
large, the file pointer 
is of type long.
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When storing numbers in a file with fixed record sizes, it is easier to access them in 
binary form, rather than text form. For that reason, the RandomAccessFile class stores 
binary data. The readInt and writeInt methods read and write integers as four-byte 
quantities. The readDouble and writeDouble methods process double-precision floating-
point numbers as eight-byte quantities. 

double x = f.readDouble();
f.writeDouble(x);

If we save the account number as an integer and the balance as a double value, then 
each bank account record consists of 12 bytes: 4 bytes for the integer and 8 bytes for 
the double-precision floating-point value. 

Now that we have determined the file layout, we can implement our random 
access file methods. In the program at the end of this section, we use a BankData class 
to translate between the random access file format and bank account objects. The size 
method determines the total number of accounts by dividing the file length by the 
size of a record. 

public int size() throws IOException
{
   return (int) (file.length() / RECORD_SIZE);
}

To read the nth account in the file, the read method positions the file pointer to the 
offset n * RECORD_SIZE, then reads the data, and constructs a bank account object:

public BankAccount read(int n) throws IOException
{ 
   file.seek(n * RECORD_SIZE);      
   int accountNumber = file.readInt();
   double balance = file.readDouble();
   return new BankAccount(accountNumber, balance);
}

Writing an account works the same way:
public void write(int n, BankAccount account) throws IOException
{ 
   file.seek(n * RECORD_SIZE);
   file.writeInt(account.getAccountNumber());
   file.writeDouble(account.getBalance());
}

The test program asks the user to enter an account number and an amount to deposit. 
If the account does not currently exist, it is created. The money is deposited, and then 
the user can choose to continue or quit. The bank data are saved and reloaded when 
the program is run again. 

section_3/BankSimulator.java

1 import java.io.IOException;
2 import java.util.Scanner;
3 
4 /**
5    This program demonstrates random access. You can access
6    existing accounts and deposit money, or create new accounts. 
7    The accounts are saved in a random access file.
8 */
9 public class BankSimulator

10 { 

The RandomAccessFile 
class reads and 
writes numbers in 
binary form.
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11    public static void main(String[] args) throws IOException
12    { 
13       try (Scanner in = new Scanner(System.in);
14          BankData data = new BankData())
15       { 
16          data.open("bank.dat");
17 
18          boolean done = false;
19          while (!done)
20          { 
21             System.out.print("Account number: ");
22             int accountNumber = in.nextInt();
23             System.out.print("Amount to deposit: ");
24             double amount = in.nextDouble();
25 
26             int position = data.find(accountNumber);
27             BankAccount account;
28             if (position >= 0)
29             {
30                account = data.read(position);
31                account.deposit(amount);
32                System.out.println("New balance: " + account.getBalance());
33             }
34             else // Add account
35             { 
36                account = new BankAccount(accountNumber, amount);
37                position = data.size();
38                System.out.println("Adding new account.");
39             }
40             data.write(position, account);
41 
42             System.out.print("Done? (Y/N) ");
43             String input = in.next();
44             if (input.equalsIgnoreCase("Y")) { done = true; }
45          }      
46       }
47    }
48 }

section_3/BankData.java

1 import java.io.IOException;
2 import java.io.RandomAccessFile;
3 
4 /**
5    This class is a conduit to a random access file
6    containing bank account records.
7 */
8 public class BankData implements AutoCloseable
9 {

10    private RandomAccessFile file;
11 
12    public static final int INT_SIZE = 4;  
13    public static final int DOUBLE_SIZE = 8;  
14    public static final int RECORD_SIZE = INT_SIZE + DOUBLE_SIZE;
15 
16    /**
17       Constructs a BankData object that is not associated with a file.
18    */
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19    public BankData()
20    {
21       file = null;
22    }
23 
24    /**
25       Opens the data file.
26       @param filename the name of the file containing bank
27       account information
28    */
29    public void open(String filename) 
30          throws IOException
31    {
32       if (file != null) { file.close(); }
33       file = new RandomAccessFile(filename, "rw");
34    }
35 
36    /**
37       Gets the number of accounts in the file.
38       @return the number of accounts
39    */
40    public int size()
41          throws IOException
42    {
43       return (int) (file.length() / RECORD_SIZE);
44    }
45 
46    /**
47       Closes the data file.
48    */
49    public void close()
50          throws IOException
51    {
52       if (file != null) { file.close(); }
53       file = null;
54    }
55 
56    /**
57       Reads a bank account record.
58       @param n the index of the account in the data file
59       @return a bank account object initialized with the file data
60    */
61    public BankAccount read(int n)
62          throws IOException
63    { 
64       file.seek(n * RECORD_SIZE);      
65       int accountNumber = file.readInt();
66       double balance = file.readDouble();
67       return new BankAccount(accountNumber, balance);
68    }
69 
70    /**
71       Finds the position of a bank account with a given number.
72       @param accountNumber the number to find
73       @return the position of the account with the given number, 
74       or –1 if there is no such account
75    */
76    public int find(int accountNumber)
77          throws IOException
78    {
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79       for (int i = 0; i < size(); i++)
80       {
81          file.seek(i * RECORD_SIZE);
82          int a = file.readInt();         
83          if (a == accountNumber) { return i; }
84             // Found a match
85       } 
86       return -1; // No match in the entire file
87    }
88 
89    /**
90       Writes a bank account record to the data file.
91       @param n the index of the account in the data file
92       @param account the account to write
93    */
94    public void write(int n, BankAccount account)
95          throws IOException
96    { 
97       file.seek(n * RECORD_SIZE);
98       file.writeInt(account.getAccountNumber());
99       file.writeDouble(account.getBalance());

100    }
101 }

Program Run 

Account number: 1001
Amount to deposit: 100
Adding new account.
Done? (Y/N) N
Account number: 1018
Amount to deposit: 200
Adding new account.
Done? (Y/N) N
Account number: 1001
Amount to deposit: 1000
New balance: 1100.0
Done? (Y/N) Y

6. Why doesn’t System.out support random access? 
7. What is the advantage of the binary format for storing numbers? What is the 

disadvantage? 

Practice It Now you can try these exercises at the end of the chapter: R21.12, R21.13, E21.6, 
E21.7.

21.4 Object Input and Output Streams
In the program in Section 21.3 you read BankAccount objects by reading each input 
value separately. Actu ally, there is an easier way. The ObjectOutputStream class can save 
entire objects out to disk. Objects are saved in binary format; hence, you use output 
streams and not writers. You use the ObjectInputStream class to read the saved objects.

© Nicholas Homrich/iStockphoto.
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For example, you can write a BankAccount object to a file as follows: 

BankAccount b = . . .;
ObjectOutputStream out = new ObjectOutputStream(
      new FileOutputStream("bank.dat"));
out.writeObject(b);

The object output stream automatically saves all instance variables of the object to 
the output stream. When reading the object back in, you use the readObject method 
of the ObjectInputStream class. That method returns an Object reference, so you need to 
remember the types of the objects that you saved and use a cast: 

ObjectInputStream in = new ObjectInputStream(
      new FileInputStream("bank.dat"));
BankAccount b = (BankAccount) in.readObject();

The readObject method can throw a ClassNotFoundException—it is a checked exception, 
so you need to catch or declare it.

You can do even better than that, though. You can store a whole bunch of objects 
in an array list or array, or inside another object, and then save that object: 

ArrayList<BankAccount> a = new ArrayList<>();
// Now add many BankAccount objects into a 
out.writeObject(a);

With one instruction, you can save the array list and all the objects that it references. 
You can read all of them back with one instruction: 

ArrayList<BankAccount> a = (ArrayList<BankAccount>) in.readObject();

Of course, if the Bank class contains an ArrayList of bank accounts, then you can sim-
ply save and restore a Bank object. Then its array list, and all the BankAccount objects 
that it contains, are automatically saved and restored as well. The sample program at 
the end of this section uses this approach.

This is a truly amazing capability that is highly recommended.
To place objects of a particular class into an object output stream, the class must 

implement the Serializable interface. That interface has no methods, so there is no 
effort involved in implementing it: 

public class BankAccount implements Serializable
{
   . . .
}

The process of saving objects to an object output stream is called serialization 
because each object is assigned a serial number. If the same object is saved twice, only 
the serial number is written out the second time. When the objects are read back in, 
duplicate serial numbers are restored as references to the same object. 

Following is a sample program that puts serialization to work. The Bank class man-
ages a collection of bank accounts. Both the Bank and BankAccount classes implement 
the Serializable interface. Run the program sev eral times. Whenever the program 
exits, it saves the Bank object (and all bank account objects that the bank contains) into 
a file bank.dat. When the program starts again, the file is loaded, and the changes from 
the preceding program run are automatically reflected. However, if the file is miss-
ing (either because the pro gram is running for the first time, or because the file was 
erased), then the program starts with a new bank. 

Use object output 
streams to save all 
instance variables 
of an object 
automatically, and 
use object input 
streams to load the 
saved objects.

Objects saved to 
an object output 
stream must belong 
to classes that 
implement  
the Serializable 
interface.
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section_4/Bank.java

1 import java.io.Serializable;
2 import java.util.ArrayList;
3 
4 /**
5    This bank contains a collection of bank accounts. 
6 */
7 public class Bank implements Serializable
8 { 
9    private ArrayList<BankAccount> accounts;

10 
11    /**
12       Constructs a bank with no bank accounts. 
13    */
14    public Bank()
15    { 
16       accounts = new ArrayList<>();
17    }
18    
19    /**
20       Adds an account to this bank. 
21       @param a the account to add 
22    */
23    public void addAccount(BankAccount a)
24    { 
25       accounts.add(a);
26    }
27    
28    /** 
29       Finds a bank account with a given number. 
30       @param accountNumber the number to find 
31       @return the account with the given number, or null if there 
32       is no such account 
33    */
34    public BankAccount find(int accountNumber)
35    { 
36       for (BankAccount a : accounts)
37       { 
38          if (a.getAccountNumber() == accountNumber) // Found a match
39          {
40             return a;
41          }
42       }
43       return null;  // No match in the entire array list
44    }
45 }

section_4/SerialDemo.java

1 import java.io.File;
2 import java.io.IOException;
3 import java.io.FileInputStream;
4 import java.io.FileOutputStream;
5 import java.io.ObjectInputStream;
6 import java.io.ObjectOutputStream;
7 
8 /**
9    This program demonstrates serialization of a Bank object.

10    If a file with serialized data exists, then it is loaded. 
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11    Otherwise the program starts with a new bank.
12    Bank accounts are added to the bank. Then the bank 
13    object is saved.
14 */
15 public class SerialDemo
16 {
17    public static void main(String[] args)
18          throws IOException, ClassNotFoundException
19    {     
20       Bank firstBankOfJava;
21       
22       File f = new File("bank.dat");
23       if (f.exists())
24       {
25          try (ObjectInputStream in = new ObjectInputStream(
26                new FileInputStream(f)))
27          {
28             firstBankOfJava = (Bank) in.readObject();
29          }
30       }
31       else 
32       {
33          firstBankOfJava = new Bank();
34          firstBankOfJava.addAccount(new BankAccount(1001, 20000));
35          firstBankOfJava.addAccount(new BankAccount(1015, 10000));
36       }
37 
38       // Deposit some money
39       BankAccount a = firstBankOfJava.find(1001);
40       a.deposit(100);
41       System.out.println(a.getAccountNumber() + ":" + a.getBalance());
42       a = firstBankOfJava.find(1015);
43       System.out.println(a.getAccountNumber() + ":" + a.getBalance());
44 
45       try (ObjectOutputStream out = new ObjectOutputStream(
46             new FileOutputStream(f)))
47       {
48          out.writeObject(firstBankOfJava);
49       }
50    }
51 }

Program Run 

1001:20100.0
1015:10000.0

Second Program Run 

1001:20200.0
1015:10000.0

8. Why is it easier to save an object with an ObjectOutputStream than a RandomAccess-
File?

9. What do you have to do to the Country class from Section 10.1 so that its objects 
can be saved in an ObjectOutputStream?

Practice It Now you can try these exercises at the end of the chapter: R21.8, R21.9, E21.8.

© Nicholas Homrich/iStockphoto.
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Step 1 Select a data format.

The most important questions you need to ask yourself concern the format to use for saving 
your data:
• Does your program manipulate text, such as plain text files? If so, use readers and writers. 
• Does your program update portions of a file? Then use random access.
• Does your program read or write individual bytes of binary data, such as image files or 

encrypted data? Then use input and output streams. 
• Does your program save and restore objects? Then use object output and input streams. 

Step 2 Use scanners and writers if you are processing text.

Use a scanner to read the input. 

Scanner in = new Scanner(new File("input.txt"));

Then use the familiar methods next, nextInt, and so on. See Chapter 11 for details.
To write output, turn the file output stream into a PrintWriter:

PrintWriter out = new PrintWriter("output.txt");

Then use the familiar print and println methods:

out.println(text);

Step 3 Use the RandomAccessFile class if you need random access.

The RandomAccessFile class has methods for moving a file pointer to an arbitrary position:

file.seek(position);

You can then read or write individual bytes, characters, binary integers, and binary floating-
point numbers.

Step 4 Use input and output streams if you are processing bytes.

Use this loop to process input one byte at a time:

InputStream in = new FileInputStream("input.bin");
boolean done = false;
while (!done)
{
   int next = in.read();
   if (next == -1)
   {
      done = true;
   }
   else
   {
      Process next. // next is between 0 and 255
   }
}

© Steve Simzer/iStockphoto.

HOW TO 21.1 Choosing a File Format

Many programs allow users to save their work in files. Program users can later load those files 
and continue working on the data, or they can send the files to other users. When you develop 
such a program, you need to decide how to store the data. 

This How To shows you how to choose the appropriate mechanisms for saving and loading 
your program’s data. 
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Similarly, write the output one byte at a time:

try (OutputStream out = new FileOutputStream("output.bin"))
{
   . . .
   while (. . .)
   {
      int b = . . .; // b is between 0 and 255
      out.write(b);
   }
}

Use input and output streams only if you are ready to process the input one byte at a time. 
This makes sense for encryption/decryption or processing the pixels in an image. 

Step 5 Use object input and output streams if you are processing objects.

First go through your classes and tag them with implements Serializable. You don’t need to add 
any additional meth ods.

Also go to the online API documentation to check that the library classes that you are using 
implement the Seri alizable interface. Fortunately, many of them do. In particular, String and 
ArrayList are serializable. 

Next, put all the objects you want to save into a class (or an array or array list—but why not 
make another class containing that?).

Saving all program data is a trivial operation:

ProgramData data = . . .;
try (ObjectOutputStream out = new ObjectOutputStream( 
      new FileOutputStream("program.dat")))
{
   out.writeObject(data);
}

Similarly, to restore the program data, you use an ObjectInputStream and call

ProgramData data = (ProgramData) in.readObject();

The readObject method can throw a ClassNotFoundException. You must catch or declare that 
exception. 

21.5 File and Directory Operations
You have now seen how to read and write data in files. In the following sections, you 
will learn how to manipulate files and directories.

21.5.1 Paths

To work with files and directories, you need to specify them. Up to now, you have 
specified file names using strings, or, when constructing a Scanner, you used a File 
object. The Path interface provides a more sophisticated way of working with names 
for files and directories.

You obtain a Path object with the static Paths.get method:
Path inputPath = Paths.get("input.txt");
Path dirPath = Paths.get("/home/myname");

A Path describes the 
location of a file or 
directory.
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You combine paths with the resolve method:
Path fullPath = dirPath.resolve(inputPath); // The path /home/myname/input.txt

The argument to resolve can also be a string: dirPath.resolve("output.txt").
A path can be absolute (starting at the root of the file system) or relative (only 

meaningful when resolved against some other path). For example, /home/myname is an 
absolute path, and input.txt is relative. When you have a relative path, you can turn it 
into an absolute path by calling the toAbsolutePath method. For example,

Path absolutePath = Paths.get("input.txt").toAbsolutePath();

yields a path that resolves input.txt against the directory from which the program 
was started; something similar to /home/myname/cs2/project10/input.txt.

There are many methods for taking paths apart. Some of the most useful are:
Path parent = fullPath.getParent(); // The path /home/myname
Path fileName = fullPath.getFileName(); // The path input.txt

To get all components of a Path, you can use an enhanced for loop because the Path 
interface extends the Iterable<Path> interface:

for (Path p : fullPath)
{
   Analyze p.
}

In our example, p is set to home, myname, and input.txt.
Path objects are not strings. If you need to convert them to strings (for example, to 

change the file extension), use the toString method.

21.5.2 Creating and Deleting Files and Directories

The Files class has a large number of useful static methods for working with files and 
directories. You create an empty file or directory with

Files.createFile(path);
Files.createDirectory(path);

Here, path is a Path object. You saw in the preceding section how to obtain such an 
object. 

If you try to create a file or directory that already exists, an exception is thrown. 
Also, the parent of the path must already exist. You can test whether a path exists by 
calling

boolean pathExists = Files.exists(path);

To find out whether an existing path is a file or a directory, call Files.isRegularFile or 
Files.isDirectory.

If you want to delete a file or an empty directory, call
Files.delete(path);

Sometimes, you want to create a temporary file or directory. You don’t care what it is 
called, but you want a unique fresh name. Call

Path tempFile = Files.createTempFile(prefix, extension);
Path tempDir = Files.createTempDirectory(prefix);

Here, prefix is a string that helps you find the file or directory. It is located in the tem-
porary directory of your operating system (for example, /tmp in Linux). You don’t 

FULL CODE EXAMPLE

Go to wiley.com/go/
bjeo6code to down-
load a program that 
demonstrates paths. 

© Alex Slobodkin/iStockphoto.

The Files class has 
many static methods 
for working with files 
and directories.

FULL CODE EXAMPLE

Go to wiley.com/go/
bjeo6code to down-
load a program that 
demonstrates creat-
ing and deleting files. 

© Alex Slobodkin/iStockphoto.
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need to delete the file or directory when you are done. The operating system auto-
matically cleans the temporary directory.

21.5.3 Useful File Operations

The Files class has several useful operations for common tasks. The Files.size method 
yields the size of a file in bytes:

long size = Files.size(path);

You can read an entire file into a list of lines (if it is a text file) or a byte array (if it is a 
binary file): 

List<String> lines = Files.readAllLines(path);
byte[] bytes = Files.readAllBytes(path);

To write a collection of lines or an array of bytes to a file, call
Files.write(path, lines);
Files.write(path, bytes);

If you want to read a file into a single string, call
String contents = new String(Files.readAllBytes(path), "UTF-8");

Conversely, here is how you can save a string to a file:
Files.write(path, contents.getBytes("UTF-8"));

You can also obtain the lines of a text file as a stream (see Chapter 19). Then the lines 
are read lazily, as needed by the stream operations. You need to be careful to use a 
try-with-resources block so that the underlying file is closed after stream processing 
is complete. For example, this code snippet gets the first ten lines containing a given 
string and then automatically closes the file without reading more lines:

String target = " and ";
final int MAX_LINES = 10;
List<String> result = null;

try (Stream<String> lines = Files.lines(path))
{
   result = lines
      .filter(s -> s.contains(target))
      .limit(MAX_LINES)
      .collect(Collectors.toList()); 

}

To copy or move a file, call
Files.copy(fromPath, toPath);
Files.move(fromPath, toPath);

If fromPath doesn’t exist or toPath exists, the methods throw an exception.
You can use the Files.move method to move an empty directory. But to move a non-

empty directory, you need to move all descendants—see Exercise P21.11.

21.5.4 Visiting Directories

In order to read all files in a directory, call the Files.list method. It returns a 
Stream<Path> with the files and directories of the given directory.

FULL CODE EXAMPLE

Go to wiley.com/go/
bjeo6code to down-
load a program that 
demonstrates file 
operations.
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 If you just want to have a list of files, call
try (Stream<Path> entries = Files.list(dirPath))
{
   List<Path> paths = entries.collect(Collectors.toList());
   Process the list paths.
}

If you are familiar with streams, you can instead use stream operations such as filter, 
map, and collect.

try (Stream<Path> entries = Files.list(dirPath))
{
   Process the stream entries.
}

The API uses streams because some applications have directories with huge numbers 
of files. A stream visits them lazily, but a list must be big enough to hold them all.

The Files.list method does not visit subdirectories. In order to get all descendant 
files and directories, call Files.walk instead. It also returns a Stream<Path>, containing 
the descendants in depth-first order.

10. Construct a Path object downloads with the path to the directory on your com-
puter that contains downloaded files. 

11. Call a method of the Files class to create a subdirectory bigjava in your down-
loads directory. 

12. Given a Path object p for /home/cay/output.txt, how do you get a path to /home/cay/
output.bak? 

13. How can you make a backup copy of a file with path p before writing to it? 
14. What happens in Self Check 13 if the backup file already exists? How can you 

overcome that problem?

Practice It Now you can try these exercises at the end of the chapter: R21.15, E21.9, E21.10.

Describe the Java class hierarchy for handling input and out put.

• Input and output streams access sequences of bytes. Readers and writers access 
sequences of char acters.

Write programs that carry out input and output of binary data.

• Use FileInputStream and FileOutputStream classes to read and write binary data from 
and to disk files. 

• The InputStream.read method returns an integer, either –1 to indicate end of input, 
or a byte between 0 and 255.

• The OutputStream.write method writes a single byte.

The Files.list and 
Files.walk methods 
yield the children 
and descendants of a 
directory.

FULL CODE EXAMPLE

Go to wiley.com/
go/bjeo6code to 
download a program 
that demonstrates 
how to visit files in 
a directory.

© Alex Slobodkin/iStockphoto.

© Nicholas Homrich/iStockphoto.
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Describe random access and use the RandomAccessFile class.

• In sequential file access, a file is processed one byte at a time. 
• Random access allows access at arbitrary locations in the file, without first 

reading the bytes pre ceding the access location.
• A file pointer is a position in a random access file. Because files can be very large, 

the file pointer is of type long.
• The RandomAccessFile class reads and writes numbers in binary form.

Use object streams to automatically read and write entire objects.

• Use object output streams to save all instance variables of an object automatically, 
and use object input streams to load the saved objects.

• Objects saved to an object output stream must belong to classes that implement 
the Serializable interface.

Use paths to manipulate files and directories.

• A Path describes the location of a file or directory.
• The Files class has many static methods for working with files and directories.
• The Files.list and Files.walk methods yield the children and descendants of a 

directory.

• R21.1 What is the difference between an input stream and a reader? 

• R21.2 Write a few lines of text to a new PrintWriter("output1.txt", "UTF-8") and the same text 
to a new PrintWriter("output2.txt", "UTF-16"). How do the output files differ? 

• R21.3 How can you open a file for both reading and writing in Java? 

•• R21.4 What happens if you try to write to a file reader? 

•• R21.5 What happens if you try to write to a random access file that you opened only for 
reading? Try it out if you don’t know. 

• R21.6 How can you break the Caesar cipher? That is, how can you read a document that 
was encrypted with the Caesar cipher, even though you don’t know the key? 

java.io.FileInputStream
java.io.FileOutputStream
java.io.InputStream
   close
   read
java.io.ObjectInputStream
   readObject
java.
io.ObjectOutputStream
   writeObject
java.io.OutputStream
   close
   write

java.io.RandomAccessFile
   getFilePointer
   length
   readChar
   readDouble
   readInt
   seek
   writeChar
   writeChars
   writeDouble
   writeInt
java.io.Serializable

java.nio.file.Files
   copy
   createDirectory
   createFile
   delete
   exists
   isDirectory
   isRegularFile
   lines
   list
   move
   readAllBytes

   readAllLines
   walk   
java.nio.file.Path
   getFileName
   getParent
   resolve
java.nio.file.Paths
   get

S TA N D A R D  L I B R A R Y  I T E M S  I N T R O D U C E D  I N  T H I S  C H A P T E R
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•• R21.7 What happens if you try to save an object that is not serializable in an object output 
stream? Try it out and report your results. 

•• R21.8 Of the classes in the java.lang and java.io packages that you have encountered in this 
book, which implement the Serializable interface? 

•• R21.9 Why is it better to save an entire ArrayList to an object output stream instead of 
program ming a loop that writes each element? 

• R21.10 What is the difference between sequential access and random access? 

• R21.11 What is the file pointer in a file? How do you move it? How do you tell the current 
position? Why is it a long integer? 

• R21.12 How do you move the file pointer to the first byte of a file? To the last byte? To the 
exact middle of the file? 

•• R21.13 What happens if you try to move the file pointer past the end of a file? Try it out and 
report your result.

•• R21.14 Can you move the file pointer of System.in? 

•• R21.15 Paths can be absolute or relative. An absolute path name begins with a root element 
(/ on Unix-like systems, a drive letter on Windows). Look at the Path API to see 
how one can create and recognize absolute and relative paths. What does the resolve 
method do when its argument is an absolute path?

•• R21.16 Look up the relativize method in the Path API and explain in which sense it is the 
opposite of resolve. Give two examples when it is useful; one for files and one for 
directories.

•• R21.17 What exactly does it mean that Files.walk yields the results in depth-first order? Are 
directory children listed before or after parents? Are files listed before directories? 
Are either listed alphabetically? Run some experiments to find out.

• E21.1 Write a program that opens a binary file and prints all ASCII characters from that 
file, that is, all bytes with values between 32 and 126. Print a new line after every 64 
characters. What happens when you use your program with word processor docu-
ments? With Java class  files?

•• E21.2 Write a method public static void copy(String infile, String outfile) that copies all 
bytes from one file to another, without using Files.copy.

• E21.3 Write a method that reverses all lines in a file. Read all lines, reverse each line, and 
write the result.

•• E21.4 Repeat Exercise E21.3 by using a random access file, reversing each line in place.

•• E21.5 Repeat Exercise E21.3, reading one line at a time and writing the reversed lines to a 
temporary file. Then erase the original and move the temporary file into its place.

•• E21.6 Modify the BankSimulator program in Section 21.3 so that it is possible to delete an 
account.  To delete a record from the data file, fill the record with zeroes. 

•• E21.7 The data file in Exercise E21.6 may end up with many deleted records that take up 
space. Write a program that compacts such a file, moving all active records to the 

P R A C T I C E  E X E R C I S E S
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beginning and shortening the file length. Hint: Use the setLength method of the 
Random AccessFile class to truncate the file length. Look up the method’s behavior in 
the API documentation.

•• E21.8 Enhance the SerialDemo program from Section 21.4 to demonstrate that it can save 
and restore a bank that contains a mixture of savings and checking accounts. 

• E21.9 Write a method that, given a Path to a file that doesn’t yet exist, creates all intermedi-
ate directories and the file.

•• E21.10 Write a method public static void swap(Path p, Path q) that swaps two files. Hint: 
Use a temporary file.

•• P21.1 Random monoalphabet cipher. The Caesar cipher, which shifts all letters by a fixed 
amount, is far too easy to crack. Here is a better idea. For the key, don’t use num-
bers but words. Suppose the keyword is FEATHER. Then first remove duplicate let ters, 
yielding FEATHR, and append the other letters of the alphabet in reverse order. Now 
encrypt the letters as follows:

A B C D E F G H I J K L M N O

F E A T H R Z Y X W V U S Q P

P

O

Q

N

R

M

S

L

T

K

U

J

V

I

W

G

X

D

Y

C

Z

B

Write a program that encrypts or decrypts a file using this cipher. The keyword is 
specified with the -k command line option. The -d command line option specifies 
decryption. For example, 

java Encryptor -d -k FEATHER encrypt.txt output.txt

decrypts a file using the keyword FEATHER. It is an error not to supply a keyword. 

• P21.2 Letter frequencies. If you encrypt a file using the cipher of Exercise P21.1, it will 
have all of its letters jumbled up, and will look as if there is no hope of decrypting it 
without knowing the keyword. Guessing the keyword seems hopeless, too. There 
are just too many possible keywords. However, someone who is trained in decryp-
tion will be able to break this cipher in no time at all. The average letter frequencies 
of English letters are well known. The most common letter is E, which occurs about 
13 percent of the time. Here are the average frequencies of English letters:

A 8% F 3% K <1% P 3% U 3% X <1%

B <1% G 2% L 4% Q <1% V 1% Y 2%

C 3% H 4% M 3% R 8% W 2% Z <1%

D 4% I 7% N 8% S 6%

E 13% J <1% O 7% T 9%

Write a program that reads an input file and prints the letter frequencies in that file. 
Such a tool will help a code breaker. If the most frequent letters in an encrypted file 
are H and K, then there is an excellent chance that they are the encryptions of E 
and T.

P R O G R A M M I N G  P R O J E C T S
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•• P21.3 Vigenère cipher. The trouble with a monoalphabetic cipher is that it can be easily 
broken by frequency analysis. The so-called Vigenère cipher overcomes this prob-
lem by encoding a letter into one of several cipher letters, depending on its position 
in the input document. Choose a keyword, for example TIGER. Then encode the first 
letter of the input text like this: 

A B C D E F G H I J K L M N O

T U V W X Y Z A B C D E F G H

P

I

Q

J

R

K

S

L

T

M

U

N

V

O

W

P

X

Q

Y

R

Z

S

That is, the encoded alphabet is just the regular alphabet shifted to start at T, the first 
letter of the keyword TIGER. The second letter is encrypted according to this map:

A B C D E F G H I J K L M N O

I J K L M N O P Q R S T U V W

P

X

Q

Y

R

Z

S

A

T

B

U

C

V

D

W

E

X

F

Y

G

Z

H

The third, fourth, and fifth letters in the input text are encrypted using the alphabet 
sequences beginning with characters G, E, and R. Because the key is only five letters 
long, the sixth letter of the input text is encrypted in the same way as the first. 
Write a program that encrypts or decrypts an input text using this cipher. Use 
command line argu ments as in Exercise P21.1.

•• P21.4 Playfair cipher. Another way of thwarting a simple letter frequency analysis of an 
encrypted text is to encrypt pairs of letters together. A simple scheme to do this is 
the Playfair cipher. You pick a keyword and remove duplicate letters from it. Then 
you fill the keyword, and the remaining letters of the alphabet, into a 5 × 5 square. 
(Because there are only 25 squares, I and J are considered the same letter.) Here is 
such an arrangement with the keyword PLAYFAIR: 

P L A Y F
I R B C D
E G H K M
N O Q S T
U V W X Z

To encrypt a letter pair, say AT, look at the rectangle with corners A and T: 
P L A Y F 
I R B C D 
E G H K M 
N O Q S T 
U V W X Z

The encoding of this pair is formed by looking at the other two corners of the 
rectangle—in this case, FQ. If both letters happen to be in the same row or column, 
such as GO, simply swap the two letters. Decryp tion is done in the same way. 
Write a program that encrypts or decrypts an input text using this cipher. Use 
command line argu ments as in Exercise P21.1.

••• Business P21.5 Write a program that manipulates a database of product records. Records are stored 
in a binary file. Each record consists of these items:

• Product name: 30 characters at two bytes each = 60 bytes
• Price: one double = 8 bytes
• Quantity: one int = 8 bytes
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The program should allow the user to add a record, find a record that matches a 
product name, and change the price and quantity of a product by a given amount. 

•• Graphics P21.6 Implement a graphical user interface for the BankSimulator program in Section 21.3. 

••• Graphics P21.7 Write a graphical application in which the user clicks on a panel to add shapes 
(rect angles, ellipses, cars, etc.) at the mouse click location. The shapes are stored in 
an array list. When the user selects File->Save from the menu, save the selection of 
shapes in a file. When the user selects File->Open, load in a file. Use serialization. 

••• P21.8 Write a toolkit that helps a cryptographer decrypt a file that was encrypted using a 
monoalphabet cipher. A monoalphabet cipher encrypts each character separately. 
Examples are the Caesar cipher and the cipher in Exercise P21.1. Analyze the letter 
frequencies as in Exercise P21.2. Use brute force to try all Caesar cipher keys, and 
check the output against a dictionary file. Allow the cryptographer to enter some 
substitutions and show the resulting text, with the unknown characters represented 
as ?. Try out your toolkit by decrypting files that you get from your classmates.

•• P21.9 In the BMP format for 24-bit true-color images, an image is stored in binary format. 
The start of the file has the following information:

• The position of the first pixel of the image data, starting at offset 10
• The width of the image, starting at offset 18
• The height of the image, starting at offset 22

Each of these is a 4-byte integer value stored in little-endian format. That is, you 
need to get the integer value as n = bk + 256 · bk+1 + 2562 · bk+2 + 2563 · bk+3, where k 
is the starting offset.
Each pixel of the image occupies three bytes; one each for red, green, and blue. At 
the end of each row are between 0 and 3 padding bytes to make the row lengths 
multiples of four. For example, if an image has a width of 101 pixels, there is one 
padding byte per row.
Using a RandomAccessFile, turn each pixel of such a BMP file into its negative.

•• P21.10 Write a method public static copyFiles(Path fromDir, Path toDir) that copies all files 
(but none of the directories) from one directory to another.

••• P21.11 Write a method public static copyDirectories(Path fromDir, Path toDir) that copies all 
files and directories from one directory to another.

•• P21.12 Write a method public static clearDirectory(Path dir) that removes all files (but none 
of the directories) from a directory. Be careful when testing it!

••• P21.13 Write a method public static clearAllDirectories(Path dir) that removes all files and 
all subdirectories from a directory. Be very careful when testing it!

••• P21.14 You can use a zip file system to look into the contents of a .zip file. Call

FileSystem zipfs = FileSystems.newFileSystem(path, null);

where path is the Path to the zip file. Then call zipfs.getPath(p) to get any Path inside 
the zip file, as if it were a path in a regular directory. You can read, copy, or move it. To 
inspect all files and directory trees, call Files.walk(zipfs.getPath("/")). 
Write a program that opens a zip file and shows the names and the first ten lines of all 
files in it.
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A N S W E R S  T O  S E L F - C H E C K  Q U E S T I O N S

1. Image data is stored in a binary format—try 
loading an image file into a text editor, and you 
won’t see much text. Therefore, you should 
use an InputStream.

2. For HTML files, a reader would be useful. But 
URLs can also point to binary files, such as 
http://horstmann.com/bigjava/duke.gif.

3. It returns a special value of -1 to indicate that 
no more input is available. If the return type 
were byte, no special value would be available 
that could be distin guished from a legal data 
value.

4. It is "Hello, World!", encrypted with a key of 3.
5. Yes—the program uses input and output 

streams and encrypts each byte.
6. Suppose you print something, and then 

you call seek(0), and print again to the same 
location. It would be difficult to reflect that 
behavior in the console window.

7. Advantage: The numbers use a fixed amount 
of storage space, making it possible to change 
their values without affecting surrounding 
data. Disadvantage: You cannot read a binary 
file with a text editor.

8. You can save the entire object with a single 
writeObject call. With a RandomAccessFile, you 
have to save each instance variable separately.

9. Add implements Serializable to the class 
definition.

10. The details depend on your operating system. 
On my computer, it is
Path downloads = Paths.get( 
   "/home/cay/Downloads");

11. Files.createDirectory(
   downloads.resolve("bigjava"));

12. Path q = Paths.get(p.toString().replace(
   ".txt", ".bak"));

Or, if you are worried that the directory name 
of p might contain the string .txt,
Path q = p.getParent().resolve( 
   p.getFileName().replace(".txt", ".bak"));

13. First get a path for the backup file and change 
the suffix as in the preceding answer or, as is 
common in Linux, add a ~ to the filename:
Path q = Paths.get(p.toString() + "~");

Then copy the file:
Files.copy(p, q); 

14. Then the call to copy throws an exception. 
Delete the file first if it exists:
if (Files.exists(q)) { Files.delete(q); }

Files.copy(p, q);
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MULTITHREADING

To understand how multiple threads can  
execute in parallel

To learn to implement threads

To understand race conditions and deadlocks

To avoid corruption of shared objects by using  
locks and conditions

To use threads for programming animations
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It is often useful for a program to carry out two or more 
tasks at the same time. For example, a web browser can 
load multiple images on a web page at the same time. Or an 
animation program can show moving figures, with separate 
tasks computing the positions of each separate figure. In 
this chapter, you will see how to implement this behavior by 
running tasks in multiple threads, and how you can ensure 
that the tasks access shared data in a controlled fashion. 

22.1 Running Threads
A thread is a program unit that is executed independently of other parts of the pro-
gram. The Java virtual machine executes each thread for a short amount of time and 
then switches to another thread. This gives the illusion of executing the threads in 
parallel to each other. Actually, if a computer has multiple central processing units 
(CPUs), then some of the threads can run in parallel, one on each processor.

Running a thread is simple in Java—follow these steps:

1. Write a class that implements the Runnable interface. That interface has a single 
method called run:

public interface Runnable
{
   void run();
}

2. Place the code for your task into the run method of your class:
public class MyRunnable implements Runnable
{
   public void run()
   {
      Task statements.
      . . .
   }
}

3. Create an object of your runnable class:
Runnable r = new MyRunnable();

4. Construct a Thread object from the runnable object:
Thread t = new Thread(r);

5. Call the start method to start the thread:
t.start();

Let’s look at a concrete example. We want to print ten greetings of “Hello, World!”, one 
greeting every second. We add a time stamp to each greeting to see when it is printed.

Wed Apr 15 23:12:03 PST 2015 Hello, World!
Wed Apr 15 23:12:04 PST 2015 Hello, World!
Wed Apr 15 23:12:05 PST 2015 Hello, World!
Wed Apr 15 23:12:06 PST 2015 Hello, World!
Wed Apr 15 23:12:07 PST 2015 Hello, World!
Wed Apr 15 23:12:08 PST 2015 Hello, World!

A thread is a program 
unit that is executed 
concurrently with 
other parts of 
the program.

The start method 
of the Thread class 
starts a new thread 
that executes the 
run method of 
the associated 
Runnable object.

© Rubén Hidalgo/iStockphoto.© Rubén Hidalgo/iStockphoto.
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Wed Apr 15 23:12:09 PST 2015 Hello, World!
Wed Apr 15 23:12:10 PST 2015 Hello, World!
Wed Apr 15 23:12:11 PST 2015 Hello, World!
Wed Apr 15 23:12:12 PST 2015 Hello, World!

Using the instructions for creating a thread, define a class that implements the Runnable 
interface:

public class GreetingRunnable implements Runnable
{
   private String greeting;

   public GreetingRunnable(String aGreeting)
   {
      greeting = aGreeting;
   }

   public void run()
   {
      Task statements.
      . . .
   }
}

The run method should loop ten times through the following task actions:

• Print a time stamp.
• Print the greeting.
• Wait a second.

Get the time stamp by constructing an object of the java.util.Date class. The Date con-
structor without arguments produces a date that is set to the current date and time. 

Date now = new Date();
System.out.println(now + " " + greeting);

To wait a second, we use the static sleep method of the Thread class. The call
Thread.sleep(milliseconds)

puts the current thread to sleep for a given number of milliseconds. In our case, it 
should sleep for 1,000 milliseconds, or one second.

There is, however, one technical problem. Putting a thread to sleep is potentially 
risky—a thread might sleep for so long that it is no longer useful and should be termi-
nated. As you will see in Section 22.2, to terminate a thread, you interrupt it. When a 
sleeping thread is interrupted, an InterruptedException is gen erated. You need to catch 
that exception in your run method and terminate the thread.

The simplest way to handle thread interruptions is to give your run method the fol-
lowing form:

public void run()
{
   try
   {
      Task statements.
   }
   catch (InterruptedException exception)
   {
   }
   Clean up, if necessary.
}

The sleep method 
puts the current 
thread to sleep for 
a given number of 
milliseconds.

When a thread is 
interrupted, the most 
common response 
is to terminate the 
run method.
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We follow that structure in our example. Here is the complete code for our runnable 
class:

section_1/GreetingRunnable.java

1 import java.util.Date;
2 
3 /**
4    A runnable that repeatedly prints a greeting. 
5 */
6 public class GreetingRunnable implements Runnable
7 {
8    private static final int REPETITIONS = 10;
9    private static final int DELAY = 1000;

10 
11    private String greeting;
12 
13    /**
14       Constructs the runnable object. 
15       @param aGreeting the greeting to display 
16    */
17    public GreetingRunnable(String aGreeting)
18    {
19       greeting = aGreeting;
20    }
21 
22    public void run()
23    {
24       try
25       {
26          for (int i = 1; i <= REPETITIONS; i++)
27          {
28             Date now = new Date();
29             System.out.println(now + " " + greeting);
30             Thread.sleep(DELAY);         
31          }
32       }
33       catch (InterruptedException exception)
34       {
35       }
36    }
37 }

To start a thread, first construct an object of the runnable class.
Runnable r = new GreetingRunnable("Hello, World!");

Then construct a thread and call the start method.
Thread t = new Thread(r);
t.start();

Now a new thread is started, executing the code in the run method of your runnable 
class in parallel with any other threads in your program.

In the GreetingThreadRunner program, we start two threads: one that prints “Hello” 
and one that prints “Goodbye”. 
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section_1/GreetingThreadRunner.java

1 /**
2    This program runs two greeting threads in parallel. 
3 */
4 public class GreetingThreadRunner
5 {
6    public static void main(String[] args)
7    {
8       GreetingRunnable r1 = new GreetingRunnable("Hello");
9       GreetingRunnable r2 = new GreetingRunnable("Goodbye");

10       Thread t1 = new Thread(r1);
11       Thread t2 = new Thread(r2);
12       t1.start();
13       t2.start();
14    }
15 }

Program Run

Wed Apr 15 12:04:46 PST 2015 Hello
Wed Apr 15 12:04:46 PST 2015 Goodbye
Wed Apr 15 12:04:47 PST 2015 Hello
Wed Apr 15 12:04:47 PST 2015 Goodbye
Wed Apr 15 12:04:48 PST 2015 Hello
Wed Apr 15 12:04:48 PST 2015 Goodbye
Wed Apr 15 12:04:49 PST 2015 Hello
Wed Apr 15 12:04:49 PST 2015 Goodbye
Wed Apr 15 12:04:50 PST 2015 Hello
Wed Apr 15 12:04:50 PST 2015 Goodbye
Wed Apr 15 12:04:51 PST 2015 Hello
Wed Apr 15 12:04:51 PST 2015 Goodbye
Wed Apr 15 12:04:52 PST 2015 Goodbye
Wed Apr 15 12:04:52 PST 2015 Hello
Wed Apr 15 12:04:53 PST 2015 Hello
Wed Apr 15 12:04:53 PST 2015 Goodbye
Wed Apr 15 12:04:54 PST 2015 Hello
Wed Apr 15 12:04:54 PST 2015 Goodbye
Wed Apr 15 12:04:55 PST 2015 Goodbye
Wed Apr 15 12:04:55 PST 2015 Hello

Because both threads are running in parallel, the two message sets are interleaved. 
However, if you look closely, you will find that the two threads aren’t exactly inter-
leaved. Sometimes, the second thread seems to jump ahead of the first thread. This 
shows an important characteristic of threads. The thread scheduler gives no guarantee 
about the order in which threads are executed. Each thread runs for a short amount of 
time, called a time slice. Then the scheduler activates another thread. However, there 
will always be slight variations in running times, especially when calling operating 
system services (such as input and output). Thus, you should expect that the order in 
which each thread gains control is somewhat random.

The thread scheduler 
runs each thread 
for a short amount 
of time, called a 
time slice.
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1. What happens if you change the call to the sleep method in the run method to 
Thread.sleep(1)? 

2. What would be the result of the program if the main method called
r1.run();
r2.run();

instead of starting threads?

Practice It Now you can try these exercises at the end of the chapter: R22.2, R22.3, E22.7.

Use the Runnable Interface

In Java, you can define the task statements of a thread in two ways. As you have seen already, 
you can place the state ments into the run method of a class that implements the Runnable inter-
face. Then you use an object of that class to construct a Thread object. You can also form a 
subclass of the Thread class, and place the task statements into the run method of your subclass:

public class MyThread extends Thread
{
   public void run()
   {
      Task statements.
      . . .
   }
}

Then you construct an object of the subclass and call the start method:

Thread t = new MyThread();
t.start();

This approach is marginally easier than using a Runnable, and it also seems quite intuitive. 
However, if a program needs a large number of threads, or if a program executes in a resource-
constrained device, such as a cell phone, it can be quite expensive to construct a separate thread 
for each task. Special Topic 22.1 shows how to use a thread pool to over come this problem. A 
thread pool uses a small number of threads to execute a larger number of runnables. 

The Runnable interface is designed to encapsulate the concept of a sequence of statements 
that can run in parallel with other tasks, without equating it with the concept of a thread, a 
potentially expensive resource that is managed by the operating system. 

Thread Pools

A program that creates a huge number of short-lived threads can be inefficient. Threads are 
managed by the operat ing system, and there is a cost for creating threads. Each thread requires 
memory, and thread creation takes time. This cost can be reduced by using a thread pool. A 
thread pool creates a number of threads and keeps them alive. When you add a Runnable object 
to the thread pool, the next idle thread executes its run method. 

For example, the following statements submit two runnables to a thread pool:

Runnable r1 = new GreetingRunnable("Hello");
Runnable r2 = new GreetingRunnable("Goodbye");
ExecutorService pool = Executors.newFixedThreadPool(MAX_THREADS);
pool.execute(r1);
pool.execute(r2);
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If many runnables are submitted for execution, then the pool may not have enough threads 
available. In that case, some runnables are placed in a queue until a thread is idle. As a result, 
the cost of creating threads is minimized. However, the runnables that are run by a particular 
thread are executed sequentially, not in parallel. 

Thread pools are particularly important for server programs, such as database and web 
servers, that repeatedly execute requests from multiple clients. Rather than spawning a new 
thread for each request, the requests are imple mented as runnable objects and submitted to a 
thread pool.

22.2 Terminating Threads
When the run method of a thread has finished executing, the thread terminates. This is 
the normal way of terminating a thread—implement the run method so that it returns 
when it determines that no more work needs to be done.

However, sometimes you need to terminate a running thread. For example, you 
may have several threads trying to find a solution to a problem. As soon as the first 
one has succeeded, you may want to terminate the other ones. In the initial release 
of the Java library, the Thread class had a stop method to ter minate a thread. How-
ever, that method is now deprecated—computer scientists have found that stopping 
a thread can lead to dangerous situations when multiple threads share objects. (We 
will discuss access to shared objects in Section 22.3.) Instead of simply stopping a 
thread, you should notify the thread that it should be terminated. The thread needs 
to cooperate, by releasing any resources that it is currently using and doing any other 
required cleanup. In other words, a thread should be in charge of terminating itself.

To notify a thread that it should clean up and terminate, you use the interrupt 
method. 

t.interrupt();

This method does not actually cause the thread to terminate—it merely sets a boolean 
variable in the thread data structure. 

The run method can check whether that flag has been set, by calling the static inter-
rupted method. In that case, it should do any necessary cleanup and exit. For example, 
the run method of the GreetingRunnable could check for interruptions at the beginning 
of each loop iteration:

public void run()
{ 
   for (int i = 1; i <= REPETITIONS && !Thread.interrupted(); i++)
   {
      Do work.
   }
   Clean up.
}

However, if a thread is sleeping, it can’t execute code that checks for interruptions. 
Therefore, the sleep method is terminated with an InterruptedException whenever a 
sleeping thread is interrupted. The sleep method also throws an InterruptedException 
when it is called in a thread that is already interrupted. If your run method calls sleep 
in each loop iteration, simply use the InterruptedException to find out whether the 
thread is terminated. The easiest way to do that is to surround the entire work por-
tion of the run method with a try block, like this:

A thread terminates 
when its run method 
terminates.

The run method 
can check whether 
its thread has been 
interrupted by calling 
the interrupted 
method.
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public void run()
{
   try
   { 
      for (int i = 1; i <= REPETITIONS; i++)
      {
         Do work.
         Sleep.
      }
   }
   catch (InterruptedException exception)
   {
   }
   Clean up.
}

Strictly speaking, there is nothing in the Java language specification that says that 
a thread must terminate when it is interrupted. It is entirely up to the thread what 
it does when it is interrupted. Interrupting is a general mechanism for getting the 
thread’s attention, even when it is sleeping. However, in this chapter, we will always 
terminate a thread that is being interrupted.

3. Suppose a web browser uses multiple threads to load the images on a web page. 
Why should these threads be terminated when the user hits the “Back” button? 

4. Consider the following runnable.
public class MyRunnable implements Runnable
{
   public void run()
   {
      try
      { 
         System.out.println(1);
         Thread.sleep(1000);
         System.out.println(2);
      }
      catch (InterruptedException exception) 
      {
         System.out.println(3);
      }
      System.out.println(4);
   }
}

Suppose a thread with this runnable is started and immediately interrupted:
Thread t = new Thread(new MyRunnable());
t.start();
t.interrupt();

What output is produced?

Practice It Now you can try these exercises at the end of the chapter: R22.4, R22.5, R22.6.
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Check for Thread Interruptions in the run Method of a Thread

By convention, a thread should terminate itself (or at least act in some other well-defined way) 
when it is inter rupted. You should implement your threads to follow this convention.

To do so, put the thread action inside a try block that catches the InterruptedException. That 
exception occurs when your thread is interrupted while it is not running, for example inside a 
call to sleep. When you catch the exception, do any required cleanup and exit the run method.

Some programmers don’t understand the purpose of the InterruptedException and muzzle it 
by placing only the call to sleep inside a try block:

public void run()
{
   while (. . .)
   {
      . . .
      try 
      { 
         Thread.sleep(delay); 
      } 
      catch (InterruptedException exception) {} // DON’T 
      . . .
   }
}

Don’t do that. If you do, users of your thread class can’t get your thread’s attention by inter-
rupting it. It is just as easy to place the entire thread action inside a single try block. Then 
interrupting the thread terminates the thread action.

public void run()
{
   try
   {
      while (. . .)
      {
         . . .
         Thread.sleep(delay);
         . . .
      }
   }
   catch (InterruptedException exception) {} // OK
} 

22.3 Race Conditions
When threads share access to a common object, they can conflict with each other. 
To demonstrate the problems that can arise, we will investigate a sample program in 
which multiple threads manipulate a bank account. 

We construct a bank account that starts out with a zero balance. We create two sets 
of threads:

• Each thread in the first set repeatedly deposits $100.
• Each thread in the second set repeatedly withdraws $100.

Programming Tip 22.2 
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Here is the run method of the DepositRunnable class:
public void run()
{
   try
   {
      for (int i = 1; i <= count; i++)
      {
         account.deposit(amount);
         Thread.sleep(DELAY);
      }
   }
   catch (InterruptedException exception)
   {
   }
}

The WithdrawRunnable class is similar—it withdraws money instead.
The deposit and withdraw methods of the BankAccount class have been modified to 

print messages that show what is happening. For example, here is the code for the 
deposit method:

public void deposit(double amount)
{
   System.out.print("Depositing " + amount);
   double newBalance = balance + amount;
   System.out.println(", new balance is " + newBalance);
   balance = newBalance;
}

You can find the complete source code at the end of this section.
Normally, the program output looks somewhat like this:
Depositing 100.0, new balance is 100.0
Withdrawing 100.0, new balance is 0.0
Depositing 100.0, new balance is 100.0
Depositing 100.0, new balance is 200.0
Withdrawing 100.0, new balance is 100.0
. . .
Withdrawing 100.0, new balance is 0.0

In the end, the balance should be zero. However, when you run this program repeat-
edly, you may some times notice messed-up output, like this:

Depositing 100.0Withdrawing 100.0, new balance is 100.0
, new balance is -100.0

And if you look at the last line of the output, you will notice that the final balance is 
not always zero. Clearly, something problematic is happening. You may have to try 
the program several times to see this effect. 

Here is a scenario that explains how a problem can occur. 

1. A deposit thread executes the lines 
System.out.print("Depositing " + amount);
double newBalance = balance + amount;

in the deposit method of the BankAccount class. The value of the balance variable is 
still 0, and the value of the newBalance local variable is 100.

2. Immediately afterward, the deposit thread reaches the end of its time slice, and 
the second thread gains control. 
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3. A withdraw thread calls the withdraw method, which prints a message and 
withdraws $100 from the balance variable. It is now –100.

4. The withdraw thread goes to sleep.
5. The deposit thread regains control and picks up where it was interrupted. It 

now executes the lines 
System.out.println(", new balance is " + newBalance);
balance = newBalance;

The value of balance is now 100 (see Figure 1). 
Thus, not only are the messages interleaved, but the balance is wrong. The balance 
after a withdrawal and deposit should again be 0, not 100. Because the deposit method 

Figure 1 Corrupting the Contents of the balance Variable

Deposit thread Withdraw thread

balance =
newBalance

balance =
newBalance

Print ", new
balance is..."

Print ", new
balance is..."

newBalance =
balance - amount

newBalance =
balance + amount

Print
"Withdrawing..."

Print
"Depositing..."

Deposit thread reaches
the end of its time slice

balance
is now –100

balance
is now 100

balance
is 0

Local variable
newBalance in deposit 

method is 100

Local variable
newBalance in withdraw

method is –100
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was interrupted, it used the old balance (before the withdrawal) to compute the value 
of its local newBalance variable. Later, when it was activated again, it used that new-
Balance value to overwrite the changed balance variable. 

As you can see, each thread has its own local variables, but all threads share access 
to the balance instance variable. That shared access creates a problem. This problem 
is often called a race condition. All threads, in their race to complete their respective 
tasks, manipulate a shared variable, and the end result depends on which of them hap-
pens to win the race.

You might argue that the reason for this problem is that we made it too easy to 
interrupt the balance computation. Suppose the code for the deposit method is reor-
ganized like this: 

public void deposit(double amount)
{
   balance = balance + amount;
   System.out.print("Depositing " + amount 
         + ", new balance is " + balance);
}

Suppose further that you make the same change in the withdraw method. If you run the 
resulting program, everything seems to be fine. 

However, that is a dangerous illusion. The problem hasn’t gone away; it has become 
much less fre quent, and, therefore, more difficult to observe. It is still possible for the 
deposit method to reach the end of its time slice after it has computed the right-hand-
side value

balance + amount

but before it performs the assignment
balance = the right-hand-side value

When the method regains control, it finally carries out the assignment, putting the 
wrong value into the balance variable. 

section_3/BankAccountThreadRunner.java

1 /**
2    This program runs threads that deposit and withdraw  
3    money from the same bank account. 
4 */
5 public class BankAccountThreadRunner
6 {
7    public static void main(String[] args)
8    {
9       BankAccount account = new BankAccount();

10       final double AMOUNT = 100;
11       final int REPETITIONS = 100;
12       final int THREADS = 100;
13 
14       for (int i = 1; i <= THREADS; i++)
15       {
16          DepositRunnable d = new DepositRunnable(
17             account, AMOUNT, REPETITIONS);
18          WithdrawRunnable w = new WithdrawRunnable(
19             account, AMOUNT, REPETITIONS);
20       
21          Thread dt = new Thread(d);
22          Thread wt = new Thread(w);

A race condition 
occurs if the effect  
of multiple threads 
on shared data 
depends on the order 
in which the threads 
are scheduled.
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23 
24          dt.start();
25          wt.start();
26       }
27    }
28 }

section_3/DepositRunnable.java

1 /**
2    A deposit runnable makes periodic deposits to a bank account. 
3 */
4 public class DepositRunnable implements Runnable
5 {
6    private static final int DELAY = 1;
7    private BankAccount account;
8    private double amount;
9    private int count;

10 
11    /**
12       Constructs a deposit runnable. 
13       @param anAccount the account into which to deposit money 
14       @param anAmount the amount to deposit in each repetition 
15       @param aCount the number of repetitions 
16    */
17    public DepositRunnable(BankAccount anAccount, double anAmount,
18          int aCount)
19    {
20       account = anAccount;
21       amount = anAmount;
22       count = aCount;
23    }
24 
25    public void run()
26    {
27       try
28       {
29          for (int i = 1; i <= count; i++)
30          {
31             account.deposit(amount);
32             Thread.sleep(DELAY);
33          }
34       }
35       catch (InterruptedException exception) {}
36    }
37 }

section_3/WithdrawRunnable.java

1 /**
2    A withdraw runnable makes periodic withdrawals from a bank account. 
3 */
4 public class WithdrawRunnable implements Runnable
5 {
6    private static final int DELAY = 1;
7    private BankAccount account;
8    private double amount;
9    private int count;

10 
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11    /**
12       Constructs a withdraw runnable. 
13       @param anAccount the account from which to withdraw money 
14       @param anAmount the amount to withdraw in each repetition 
15       @param aCount the number of repetitions 
16    */
17    public WithdrawRunnable(BankAccount anAccount, double anAmount,
18          int aCount)
19    {
20       account = anAccount;
21       amount = anAmount;
22       count = aCount;
23    }
24 
25    public void run()
26    {
27       try
28       {
29          for (int i = 1; i <= count; i++)
30          {
31             account.withdraw(amount);
32             Thread.sleep(DELAY);
33          }
34       }
35       catch (InterruptedException exception) {}
36    }
37 }

section_3/BankAccount.java

1 /**
2    A bank account has a balance that can be changed by 
3    deposits and withdrawals. 
4 */
5 public class BankAccount
6 {
7    private double balance;
8 
9    /**

10       Constructs a bank account with a zero balance. 
11    */
12    public BankAccount()
13    {
14       balance = 0;
15    }
16 
17    /**
18       Deposits money into the bank account. 
19       @param amount the amount to deposit 
20    */
21    public void deposit(double amount)
22    {
23       System.out.print("Depositing " + amount);
24       double newBalance = balance + amount;
25       System.out.println(", new balance is " + newBalance);
26       balance = newBalance;   
27   }
28    
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29    /**
30       Withdraws money from the bank account. 
31       @param amount the amount to withdraw 
32    */
33    public void withdraw(double amount)
34    {
35       System.out.print("Withdrawing " + amount);
36       double newBalance = balance - amount;
37       System.out.println(", new balance is " + newBalance);
38       balance = newBalance;
39    }
40    
41    /**
42       Gets the current balance of the bank account. 
43       @return the current balance 
44    */
45    public double getBalance()
46    {
47       return balance;
48    }
49 }

Program Run

Depositing 100.0, new balance is 100.0
Withdrawing 100.0, new balance is 0.0
Depositing 100.0, new balance is 100.0
Withdrawing 100.0, new balance is 0.0
. . .
Withdrawing 100.0, new balance is 400.0
Depositing 100.0, new balance is 500.0
Withdrawing 100.0, new balance is 400.0
Withdrawing 100.0, new balance is 300.0

5. Give a scenario in which a race condition causes the bank balance to be –100 
after one iteration of a deposit thread and a withdraw thread.

6. Suppose two threads simultaneously insert objects into a linked list. Using the 
implementation in Chapter 16, explain how the list can be damaged in the 
process. 

Practice It Now you can try these exercises at the end of the chapter: R22.8, R22.9, E22.1.

22.4 Synchronizing Object Access
To solve problems such as the one that you observed in the preceding section, use a 
lock object. The lock object is used to control the threads that want to manipulate a 
shared resource. 

The Java library defines a Lock interface and several classes that implement this 
interface. The Reentrant Lock class is the most commonly used lock class, and the only 
one that we cover in this book. (Locks are a feature added in Java version 5.0. Earlier 
versions of Java have a lower-level facility for thread synchroni zation—see Special 
Topic 22.2).
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Typically, a lock object is added to a class whose methods access shared resources, 
like this:

public class BankAccount
{
   private Lock balanceChangeLock;
   . . .
   public BankAccount()
   {
      balanceChangeLock = new ReentrantLock();
      . . .
   }
}

All code that manipulates the shared resource is surrounded by calls to lock and 
unlock the lock object:

balanceChangeLock.lock();
Manipulate the shared resource.
balanceChangeLock.unlock();

However, this sequence of statements has a potential flaw. If the code between the 
calls to lock and unlock throws an exception, the call to unlock never happens. This is 
a serious problem. After an exception, the current thread continues to hold the lock, 
and no other thread can acquire it. To overcome this problem, place the call to unlock 
into a finally clause:

balanceChangeLock.lock();
try
{
   Manipulate the shared resource.
}
finally
{
   balanceChangeLock.unlock();
}

For example, here is the code for the deposit method:
public void deposit(double amount)
{
   balanceChangeLock.lock();
   try
   { 
      System.out.print("Depositing " + amount);
      double newBalance = balance + amount;
      System.out.println(", new balance is " + newBalance);
      balance = newBalance;
   }
   finally
   {
      balanceChangeLock.unlock();
   }
}

When a thread calls the lock method, it owns the lock until it calls the unlock method. If 
a thread calls lock while another thread owns the lock, the first thread is temporarily 
deactivated. The thread scheduler periodically reac tivates such a thread so that it can 
again try to acquire the lock. If the lock is still unavailable, the thread is again deacti-
vated. Eventually, when the lock is available because the original thread unlocked it, 
the wait ing thread can acquire the lock. 

By calling the lock 
method, a thread 
acquires a Lock 
object. Then no 
other thread can 
acquire the lock 
until the first thread 
releases the lock.
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Figure 2  
Visualizing Object Locks
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One way to visualize this behavior is to imagine that the lock object is the lock of 
an old-fashioned telephone booth and the threads are people wanting to make tele-
phone calls (see Figure 2). The telephone booth can accommodate only one person at 
a time. If the booth is empty, then the first person wanting to make a call goes inside 
and closes the door. If another person wants to make a call and finds the booth occu-
pied, then the second person needs to wait until the first person leaves the booth. If 
multiple people want to gain access to the telephone booth, they all wait outside. 
They don’t necessarily form an orderly queue; a randomly chosen person may gain 
access when the telephone booth becomes available again.

With the ReentrantLock class, a thread can call the lock method on a lock object that 
it already owns. This can happen if one method calls another, and both start by lock-
ing the same object. The thread gives up ownership if the unlock method has been 
called as often as the lock method. 

By surrounding the code in both the deposit and withdraw methods with lock and 
unlock calls, we ensure that our program will always run correctly. Only one thread 
at a time can execute either method on a given object. Whenever a thread acquires the 
lock, it is guaranteed to execute the method to comple tion before the other thread 
gets a chance to modify the balance of the same bank account object. 

7. If you construct two BankAccount objects, how many lock objects are created? 
8. What happens if we omit the call unlock at the end of the deposit method?

Practice It Now you can try these exercises at the end of the chapter: E22.2, E22.6, E22.8.

22.5 Avoiding Deadlocks
You can use lock objects to ensure that shared data are in a consistent state when 
several threads access them. However, locks can lead to another problem. It can hap-
pen that one thread acquires a lock and then waits for another thread to do some 
essential work. If that other thread is currently waiting to acquire the same lock, then 
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neither of the two threads can proceed. Such a situation is called a deadlock or deadly 
embrace. Let’s look at an example.

Suppose we want to disallow negative bank balances in our program. Here’s a 
naive way of doing that. In the run method of the WithdrawRunnable class, we can check 
the balance before withdrawing money: 

if (account.getBalance() >= amount)
{
   account.withdraw(amount);
}

This works if there is only a single thread running that withdraws money. But suppose 
we have multiple threads that withdraw money. Then the time slice of the current 
thread may expire after the check account.getBalance() >= amount passes, but before the 
withdraw method is called. If, in the interim, another thread withdraws more money, 
then the test was useless, and we still have a negative balance. 

Clearly, the test should be moved inside the withdraw method. That ensures that 
the test for sufficient funds and the actual withdrawal cannot be separated. Thus, the 
withdraw method could look like this:

public void withdraw(double amount)
{
   balanceChangeLock.lock();
   try
   {
      while (balance < amount)
      {
         Wait for the balance to grow. 
      }
      . . .
   }
   finally
   {
      balanceChangeLock.unlock();
   }
}

But how can we wait for the balance to grow? We can’t simply call sleep inside the 
withdraw method. If a thread sleeps after acquiring a lock, it blocks all other threads 
that want to use the same lock. In particu lar, no other thread can successfully execute 
the deposit method. Other threads will call deposit, but they will simply be blocked 
until the withdraw method exits. But the withdraw method doesn’t exit until it has funds 
available. This is the deadlock situation that we mentioned earlier. 

To overcome this problem, we use a condition object. Condition objects allow a 
thread to temporarily release a lock, so that another thread can proceed, and to regain 
the lock at a later time. 

In the telephone booth analogy, suppose that the coin reservoir of the telephone 
is completely filled, so that no further calls can be made until a service technician 
removes the coins. You don’t want the person in the booth to go to sleep with the 
door closed. Instead, think of the person leaving the booth tempo rarily. That gives 
another person (hopefully a service technician) a chance to enter the booth. 

Each condition object belongs to a specific lock object. You obtain a condition 
object with the newCon dition method of the Lock interface. For example,

public class BankAccount
{

A deadlock occurs 
if no thread can 
proceed because 
each thread is 
waiting for another 
to do some 
work first.
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   private Lock balanceChangeLock;
   private Condition sufficientFundsCondition;
   . . .
   public BankAccount()
   {
      balanceChangeLock = new ReentrantLock();
      sufficientFundsCondition = balanceChangeLock.newCondition();
      . . .
   }
}

It is customary to give the condition object a name that describes the condition that 
you want to test (such as “sufficient funds”). You need to implement an appropri-
ate test. For as long as the test is not ful filled, call the await method on the condition 
object:

public void withdraw(double amount)
{
   balanceChangeLock.lock();
   try
   {
      while (balance < amount)
      {
         sufficientFundsCondition.await();
      }
      . . .
   }
   finally
   {
      balanceChangeLock.unlock(); 
   }
}

When a thread calls await, it is not simply deactivated in the same way as a thread that 
reaches the end of its time slice. Instead, it is in a blocked state, and it will not be acti-
vated by the thread scheduler until it is unblocked. To unblock, another thread must 
execute the signalAll method on the same condition object. The signalAll method 
unblocks all threads waiting on the condition. They can then compete with all other 
threads that are waiting for the lock object. Eventually, one of them will gain access to 
the lock, and it will exit from the await method.

In our situation, the deposit method calls signalAll:
public void deposit(double amount)
{
   balanceChangeLock.lock();
   try
   {
      . . .
      sufficientFundsCondition.signalAll();
   }
   finally
   {
      balanceChangeLock.unlock(); 
   }
}

The call to signalAll notifies the waiting threads that sufficient funds may be avail-
able, and that it is worth testing the loop condition again.

Calling await on a 
condition object 
makes the current 
thread wait and 
allows another 
thread to acquire the 
lock object.
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In the telephone booth analogy, the thread calling await corresponds to the person 
who enters the booth and finds that the phone doesn’t work. That person then leaves 
the booth and waits outside, depressed, doing absolutely nothing, even as other peo-
ple enter and leave the booth. The person knows it is pointless to try again. At some 
point, a service technician enters the booth, empties the coin reservoir, and shouts a 
signal. Now all the waiting people stop being depressed and again compete for the 
telephone booth.

There is also a signal method, which randomly picks just one thread that is waiting 
on the object and unblocks it. The signal method can be more efficient, but it is use-
ful only if you know that every waiting thread can actually proceed. In general, you 
don’t know that, and signal can lead to deadlocks. For that reason, we recommend 
that you always call signalAll. 

The await method can throw an InterruptedException. The withdraw method propa-
gates that exception, because it has no way of knowing what the thread that calls the 
withdraw method wants to do if it is inter rupted. 

With the calls to await and signalAll in the withdraw and deposit methods, we can 
launch any number of withdrawal and deposit threads without a deadlock. If you run 
the sample program, you will note that all transactions are carried out without ever 
reaching a negative balance.

section_5/BankAccount.java

1 import java.util.concurrent.locks.Condition;
2 import java.util.concurrent.locks.Lock;
3 import java.util.concurrent.locks.ReentrantLock;
4 
5 /**
6    A bank account has a balance that can be changed by 
7    deposits and withdrawals. 
8 */
9 public class BankAccount

10 {
11    private double balance;
12    private Lock balanceChangeLock;
13    private Condition sufficientFundsCondition;
14 
15    /**
16       Constructs a bank account with a zero balance. 
17    */
18    public BankAccount()
19    {
20       balance = 0;
21       balanceChangeLock = new ReentrantLock();
22       sufficientFundsCondition = balanceChangeLock.newCondition();
23    }
24 
25    /**
26       Deposits money into the bank account. 
27       @param amount the amount to deposit 
28    */
29    public void deposit(double amount)
30    {
31       balanceChangeLock.lock();
32       try
33       {

A waiting thread 
is blocked until 
another thread calls 
signalAll or signal 
on the condition 
object for which the 
thread is waiting.
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34          System.out.print("Depositing " + amount);
35          double newBalance = balance + amount;
36          System.out.println(", new balance is " + newBalance);
37          balance = newBalance;
38          sufficientFundsCondition.signalAll();
39       }
40       finally
41       {
42          balanceChangeLock.unlock();
43       }
44    }
45    
46    /**
47       Withdraws money from the bank account. 
48       @param amount the amount to withdraw 
49    */
50    public void withdraw(double amount)
51          throws InterruptedException
52    {
53       balanceChangeLock.lock();
54       try
55       {
56          while (balance < amount)
57          {
58             sufficientFundsCondition.await();
59          }
60          System.out.print("Withdrawing " + amount);
61          double newBalance = balance - amount;
62          System.out.println(", new balance is " + newBalance);
63          balance = newBalance;
64       }
65       finally
66       {
67          balanceChangeLock.unlock();
68       }
69    }
70    
71    /**
72       Gets the current balance of the bank account. 
73       @return the current balance 
74    */
75    public double getBalance()
76    {
77       return balance;
78    }
79 }

section_5/BankAccountThreadRunner.java

1 /**
2    This program runs threads that deposit and withdraw 
3    money from the same bank account. 
4 */
5 public class BankAccountThreadRunner
6 {
7    public static void main(String[] args)
8    {
9       BankAccount account = new BankAccount();

10       final double AMOUNT = 100;
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11       final int REPETITIONS = 100;
12       final int THREADS = 100;
13 
14       for (int i = 1; i <= THREADS; i++)
15       {
16          DepositRunnable d = new DepositRunnable(
17             account, AMOUNT, REPETITIONS);
18          WithdrawRunnable w = new WithdrawRunnable(
19             account, AMOUNT, REPETITIONS);
20 
21          Thread dt = new Thread(d);
22          Thread wt = new Thread(w);
23 
24          dt.start();
25          wt.start();
26       }
27    }
28 }

Program Run

Depositing 100.0, new balance is 100.0
Withdrawing 100.0, new balance is 0.0
Depositing 100.0, new balance is 100.0
Depositing 100.0, new balance is 200.0
. . .
Withdrawing 100.0, new balance is 100.0
Depositing 100.0, new balance is 200.0
Withdrawing 100.0, new balance is 100.0
Withdrawing 100.0, new balance is 0.0

9. What is the essential difference between calling sleep and await? 
10. Why is the sufficientFundsCondition object an instance variable of the BankAccount 

class and not a local variable of the withdraw and deposit methods? 

Practice It Now you can try these exercises at the end of the chapter: R22.12, E22.3, E22.4, 
E22.5.

Calling await Without Calling signalAll 

It is intuitively clear when to call await. If a thread finds out that it can’t do its job, it has to 
wait. But once a thread has called await, it temporarily gives up all hope and doesn’t try again 
until some other thread calls signalAll on the condition object for which the thread is wait-
ing. In the telephone booth analogy, if the service technician who emp ties the coin reservoir 
doesn’t notify the waiting people, they’ll wait forever.

A common error is to have threads call await without matching calls to signalAll by other 
threads. Whenever you call await, ask yourself which call to signalAll will signal your waiting 
thread.

© Nicholas Homrich/iStockphoto.

S E L F  C H E C K

Common Error 22.1 

© John Bell/iStockphoto.



22.5 Avoiding Deadlocks  W971

Calling signalAll Without Locking the Object

The thread that calls signalAll must own the lock that belongs to the condition object on 
which signalAll is called. Otherwise, an IllegalMonitorStateException is thrown. 

In the telephone booth analogy, the service technician must shout the signal while inside the 
telephone booth after emptying the coin reservoir.

In practice, this should not be a problem. Remember that signalAll is called by a thread that 
has just changed the state of some shared data in a way that may benefit waiting threads. That 
change should be protected by a lock in any case. As long as you use a lock to protect all access 
to shared data, and you are in the habit of calling signalAll after every beneficial change, you 
won’t run into problems. But if you use signalAll in a haphazard way, you may encoun ter the 
IllegalMonitorStateException.

Object Locks and Synchronized Methods

The Lock and Condition interfaces were added in Java version 5.0. They overcome limitations 
of the thread synchroniza tion mechanism in earlier Java versions. In this note, we discuss that 
classic mechanism.

Every Java object has one built-in lock and one built-in condition variable. The lock works 
in the same way as a ReentrantLock object. However, to acquire the lock, you call a synchro-
nized method. 

You simply tag all methods that contain thread-sensitive code (such as the deposit and with-
draw methods of the BankAccount class) with the synchronized reserved word.

public class BankAccount
{
   public synchronized void deposit(double amount)
   {
      System.out.print("Depositing " + amount);
      double newBalance = balance + amount;
      System.out.println(", new balance is " + newBalance);
      balance = newBalance;
   }

   public synchronized void withdraw(double amount)
   {
      . . . 
   }
   . . .
}

When a thread calls a synchronized method on a BankAccount object, it owns that object’s lock 
until it returns from the method and thereby unlocks the object. When an object is locked by 
one thread, no other thread can enter a syn chronized method for that object. When another 
thread makes a call to a synchronized method for that object, the calling thread is automati-
cally deactivated and needs to wait until the first thread has unlocked the object again. 

In other words, the synchronized reserved word automatically implements the lock/try/
finally/unlock idiom for the built-in lock. 

The object lock has a single condition variable that you manipulate with the wait, notifyAll, 
and notify methods of the Object class. If you call x.wait(), the current thread is added to the 

Common Error 22.2 
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set of threads that is waiting for the condition of the object x. Most commonly, you will call 
wait(), which makes the current thread wait on this. For example,

public synchronized void withdraw(double amount)
      throws InterruptedException
{
   while (balance < amount)
   {
      wait();
   }
   . . .
}

The call notifyAll() unblocks all threads that are waiting for this:

public synchronized void deposit(double amount)
{
   . . .
   notifyAll();
}

This classic mechanism is undeniably simpler than using explicit locks and condition variables. 
However, there are limitations. Each object lock has one condition variable, and you can’t test 
whether another thread holds the lock. If these limitations are not a problem, by all means, go 
ahead and use the synchronized reserved word. If you need more control over threads, the Lock 
and Condition interfaces give you additional flexibility. 

The Java Memory Model

In a computer with multiple CPUs, you have to be particularly careful when multiple threads 
access shared data. Because modern processors are quite a bit faster than RAM memory, each 
CPU has its own memory cache that stores copies of frequently used memory locations. If a 
thread changes shared data, another thread may not see the change until both processor caches 
are synchronized. The same effect can happen even on a computer with a single CPU—occa-
sionally, memory values are cached in CPU registers.

The Java language specification contains a set of rules, called the memory model, that 
describes under which cir cumstances the virtual machine must ensure that changes to shared 
data are visible in other threads. One of the rules states the following:
• If a thread changes shared data and then releases a lock, and another thread acquires the 

same lock and reads the same data, then it is guaranteed to see the changed data.
However, if the first thread does not release a lock, then the virtual machine is not required to 
write cached data back to memory. Similarly, if the second thread does not acquire the lock, 
the virtual machine is not required to refresh its cache from memory.

Thus, you should always use locks or synchronized methods when you access data that is 
shared among multiple threads, even if you are not concerned about race conditions.

22.6 Application: Algorithm Animation
One popular use for thread programming is animation. A program that displays an 
animation shows dif ferent objects moving or changing in some way as time pro-
gresses. This is often achieved by launching one or more threads that compute how 
parts of the animation change. 

Special Topic 22.3 
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You can use the Swing Timer class for simple animations without having to do any 
thread program ming—see Exercise P22.7 for an example. However, more advanced 
animations are best implemented with threads. 

In this section you will see a particular kind of animation, namely the visualization 
of the steps of an algorithm. Algorithm animation is an excellent technique for gain-
ing a better understanding of how an algorithm works. Many algorithms can be ani-
mated—type “Java algorithm animation” into your favorite web search engine, and 
you’ll find lots of links to web pages with animations of various algorithms.

 All algorithm animations have a similar structure. The algorithm runs in a separate 
thread that period ically updates an image of the current state of the algorithm and 
then pauses so that the user can view the image. After a short amount of time, the 
algorithm thread wakes up again and runs to the next point of interest in the algo-
rithm. It then updates the image and pauses again. This sequence is repeated until the 
algorithm has finished. 

Let’s take the selection sort algorithm of Chapter 14 as an example. That algo-
rithm sorts an array of values. It first finds the smallest element, by inspecting all 
elements in the array and bringing the smallest element to the leftmost position. It 
then finds the smallest element among the remaining elements and brings it into the 
second position. It keeps going in that way. As the algorithm progresses, the sorted 
part of the array grows. 

How can you visualize this algorithm? It is useful to show the part of the array 
that is already sorted in a different color. Also, we want to show how each step of the 
algorithm inspects another element in the unsorted part. That demonstrates why the 
selection sort algorithm is so slow—it first inspects all ele ments of the array, then all 
but one, and so on. If the array has n elements, the algorithm inspects 

( 1) ( 2)
( 1)

2
+ − + − + =

+
n n n

n n…

or O(n2) elements. To demonstrate that, we mark the currently visited element in red. 
Thus, the algorithm state is described by three items: 

• The array of values

• The size of the already sorted area

• The currently marked element

We add this state to the SelectionSorter class.

public class SelectionSorter
{
   // This array is being sorted
   private int[] a;
   // These instance variables are needed for drawing 
   private int markedPosition = -1;
   private int alreadySorted = -1;
   . . .
}

The array that is being sorted is now an instance variable, and we will change the sort 
method from a static method to an instance method.

This state is accessed by two threads: the thread that sorts the array and the thread 
that paints the frame. We use a lock to synchronize access to the shared state.

Use a separate 
thread for running 
the algorithm that is 
being animated.

The algorithm 
state needs to be 
safely accessed by 
the algorithm and 
painting threads.
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Finally, we add a component instance variable to the algorithm class and augment the 
constructor to set it. That instance variable is needed for repainting the component 
and finding out the dimensions of the component when drawing the algorithm state.

public class SelectionSorter
{
   private JComponent component;
   . . .
   public SelectionSorter(int[] anArray, JComponent aComponent)
   {
      a = anArray;
      sortStateLock = new ReentrantLock();
      component = aComponent;
   }
}

At each point of interest, the algorithm needs to pause so that the user can admire 
the graphical output. We supply the pause method shown below, and call it at various 
places in the algorithm. The pause method repaints the component and sleeps for a 
small delay that is proportional to the number of steps involved. 

public void pause(int steps) throws InterruptedException
{
   component.repaint();
   Thread.sleep(steps * DELAY);
}

We add a draw method to the algorithm class that can draw the current state of the data 
structure, with the items of special interest highlighted. The draw method is specific to 
the particular algorithm. This draw method draws the array elements as a sequence of 
sticks in different colors. The already sorted portion is blue, the marked position is 
red, and the remainder is black (see Figure 3).

public void draw(Graphics g)
{
   sortStateLock.lock();
   try
   {
      int deltaX = component.getWidth() / a.length;
      for (int i = 0; i < a.length; i++)
      {
         if (i == markedPosition)
         {
            g.setColor(Color.RED);
         }
         else if (i <= alreadySorted)
         {
            g.setColor(Color.BLUE);
         }
         else
         {
            g.setColor(Color.BLACK);
         }
         g.drawLine(i * deltaX, 0, i * deltaX, a[i]);
      }
   }
   finally
   {
      sortStateLock.unlock();
   }
}
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Figure 3 A Step in the Animation  
of the Selection Sort Algorithm

You need to update the special positions as the algorithm progresses and pause the 
animation whenever something interesting happens. The pause should be propor-
tional to the number of steps that are being executed. For a sorting algorithm, pause 
one unit for each visited array element. 

Here is the minimumPosition method from Chapter 14:
public static int minimumPosition(int[] a, int from)
{ 
   int minPos = from;
   for (int i = from + 1; i < a.length; i++)
   {
      if (a[i] < a[minPos]) { minPos = i; }
   }
   return minPos;
}

After each iteration of the for loop, update the marked position of the algorithm 
state; then pause the pro gram. To measure the cost of each step fairly, pause for two 
units of time, because two array elements were inspected. Because we need to access 
the marked position and call the pause method, we need to change the method to an 
instance method:

private int minimumPosition(int from)
      throws InterruptedException
{ 
   int minPos = from;
   for (int i = from + 1; i < a.length; i++)
   {
      sortStateLock.lock();
      try
      {
         if (a[i] < a[minPos]) { minPos = i; }
         // For animation
         markedPosition = i;
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      }
      finally
      {
         sortStateLock.unlock();
      }
      pause(2);
   }
   return minPos;
}

The sort method is augmented in the same way. You will find the code at the end of 
this section. This con cludes the modification of the algorithm class. Let us now turn 
to the component class.

The component’s paintComponent method calls the draw method of the algorithm 
object.

public class SelectionSortComponent extends JComponent
{
   private SelectionSorter sorter;
   . . .
   public void paintComponent(Graphics g)
   {
      sorter.draw(g);
   }
}

The SelectionSortComponent constructor constructs a SelectionSorter object, which 
supplies a new array and the this reference to the component that displays the sorted 
values:

public SelectionSortComponent()
{
   int[] values = ArrayUtil.randomIntArray(30, 300);
   sorter = new SelectionSorter(values, this);
}

The startAnimation method constructs a thread that calls the sorter’s sort method:
public void startAnimation()
{
   class AnimationRunnable implements Runnable
   {
      public void run()
      {
         try
         {
            sorter.sort();
         }
         catch (InterruptedException exception)
         {
         }
      }
   }

   Runnable r = new AnimationRunnable();
   Thread t = new Thread(r);
   t.start(); 
}

The class for the viewer program that displays the animation is at the end of this 
example. Run the program and the animation starts. 
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Exercise P22.8 asks you to animate the merge sort algorithm of Chapter 14. If 
you do that exercise, then start both programs and run them in parallel to see which 
algorithm is faster. Actually, you may find the result surprising. If you build fair 
delays into the merge sort animation to account for the copying from and to the tem-
porary array, you will find that it doesn’t perform all that well for small arrays. But if 
you increase the array size, then the advantage of the merge sort algorithm becomes 
clear.

section_6/SelectionSortViewer.java

1 import java.awt.BorderLayout;
2 import javax.swing.JButton;
3 import javax.swing.JFrame;
4 
5 public class SelectionSortViewer
6 {
7    public static void main(String[] args)
8    {
9       JFrame frame = new JFrame();

10 
11       final int FRAME_WIDTH = 300;
12       final int FRAME_HEIGHT = 400;
13 
14       frame.setSize(FRAME_WIDTH, FRAME_HEIGHT);
15       frame.setDefaultCloseOperation(JFrame.EXIT_ON_CLOSE);
16 
17       final SelectionSortComponent component 
18             = new SelectionSortComponent();
19       frame.add(component, BorderLayout.CENTER);
20 
21       frame.setVisible(true);
22       component.startAnimation();
23    }
24 }

section_6/SelectionSortComponent.java

1 import java.awt.Graphics;
2 import javax.swing.JComponent;
3 
4 /**
5    A component that displays the current state of the selection sort algorithm. 
6 */
7 public class SelectionSortComponent extends JComponent
8 {
9    private SelectionSorter sorter;

10 
11    /**
12       Constructs the component. 
13    */
14    public SelectionSortComponent()
15    {
16       int[] values = ArrayUtil.randomIntArray(30, 300);
17       sorter = new SelectionSorter(values, this);
18    }
19 
20    public void paintComponent(Graphics g)
21    {
22       sorter.draw(g);
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23    }
24 
25    /**
26       Starts a new animation thread. 
27    */
28    public void startAnimation()
29    {
30       class AnimationRunnable implements Runnable
31       {
32          public void run()
33          {
34             try
35             {
36                sorter.sort();
37             }
38             catch (InterruptedException exception)
39             {
40             }
41          }
42       }
43 
44       Runnable r = new AnimationRunnable();
45       Thread t = new Thread(r);
46       t.start();
47    }
48 }

section_6/SelectionSorter.java

1 import java.awt.Color;
2 import java.awt.Graphics;
3 import java.util.concurrent.locks.Lock;
4 import java.util.concurrent.locks.ReentrantLock;
5 import javax.swing.JComponent;
6 
7 /**
8    This class sorts an array, using the selection sort algorithm. 
9 */

10 public class SelectionSorter
11 {
12    // This array is being sorted
13    private int[] a;
14    // These instance variables are needed for drawing 
15    private int markedPosition = -1;
16    private int alreadySorted = -1;
17 
18    private Lock sortStateLock;
19 
20    // The component is repainted when the animation is paused 
21    private JComponent component;   
22    
23    private static final int DELAY = 100;
24 
25    /**
26       Constructs a selection sorter. 
27       @param anArray the array to sort 
28       @param aComponent the component to be repainted when the animation 
29       pauses 
30    */
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31    public SelectionSorter(int[] anArray, JComponent aComponent)
32    {
33       a = anArray;
34       sortStateLock = new ReentrantLock();
35       component = aComponent;
36    }
37 
38    /**
39       Sorts the array managed by this selection sorter. 
40    */
41    public void sort() 
42          throws InterruptedException
43    { 
44       for (int i = 0; i < a.length - 1; i++)
45       { 
46          int minPos = minimumPosition(i);
47          sortStateLock.lock();
48          try
49          {
50             ArrayUtil.swap(a, minPos, i);
51             // For animation 
52             alreadySorted = i;
53          }
54          finally
55          {
56             sortStateLock.unlock();
57          }
58          pause(2);
59       }
60    }
61 
62    /**
63       Finds the smallest element in a tail range of the array. 
64       @param from the first position in a to compare 
65       @return the position of the smallest element in the 
66       range a[from] ... a[a.length - 1] 
67    */
68    private int minimumPosition(int from)
69          throws InterruptedException
70    { 
71       int minPos = from;
72       for (int i = from + 1; i < a.length; i++)
73       {
74          sortStateLock.lock();
75          try
76          {
77             if (a[i] < a[minPos]) { minPos = i; }
78             // For animation 
79             markedPosition = i;
80          }
81          finally
82          {
83             sortStateLock.unlock();
84          }
85          pause(2);
86       }
87       return minPos;
88    }
89 
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90    /**
91       Draws the current state of the sorting algorithm. 
92       @param g the graphics context 
93    */
94    public void draw(Graphics g)
95    {
96       sortStateLock.lock();
97       try
98       {
99          int deltaX = component.getWidth() / a.length;

100          for (int i = 0; i < a.length; i++)
101          {
102             if (i == markedPosition)
103             {
104                g.setColor(Color.RED);
105             }
106             else if (i <= alreadySorted)
107             {
108                g.setColor(Color.BLUE);
109             }
110             else
111             {
112                g.setColor(Color.BLACK);
113             }
114             g.drawLine(i * deltaX, 0, i * deltaX, a[i]);
115          }
116       }
117       finally
118       {
119          sortStateLock.unlock();
120       }
121    }
122 
123    /**
124       Pauses the animation. 
125       @param steps the number of steps to pause 
126    */
127    public void pause(int steps) 
128          throws InterruptedException
129    {
130       component.repaint();
131       Thread.sleep(steps * DELAY);
132    }
133 }

11. Why is the draw method added to the SelectionSorter class and not the Selection-
SortComponent class? 

12. Would the animation still work if the startAnimation method simply called sorter.
sort() instead of spawning a thread that calls that method? 

Practice It Now you can try these exercises at the end of the chapter: R22.14, P22.5, P22.7.

© Nicholas Homrich/iStockphoto.
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Describe how multiple threads execute concurrently.

• A thread is a program unit that is executed concurrently with other parts of the 
program.

• The start method of the Thread class starts a new thread that executes the run 
method of the associated Runnable object.

• The sleep method puts the current thread to sleep for a given number of 
milliseconds.

• When a thread is interrupted, the most common response is to terminate the  
run method.

• The thread scheduler runs each thread for a short amount of time, called a  
time slice.

Choose appropriate mechanisms for terminating threads.

• A thread terminates when its run method terminates.
• The run method can check whether its thread has been interrupted by calling the 

interrupted method.

Recognize the causes and effects of race conditions.

• A race condition occurs if the effect of multiple threads on shared data depends 
on the order in which the threads are scheduled.

Use locks to control access to resources that are shared by multiple threads.

• By calling the lock method, a thread acquires a Lock object. Then 
no other thread can acquire the lock until the first thread 
releases the lock.

Explain how deadlocks occur and how they can be avoided with condition objects.

• A deadlock occurs if no thread can proceed because each thread is waiting for 
another to do some work first.

• Calling await on a condition object makes the current thread wait and allows 
another thread to acquire the lock object.

• A waiting thread is blocked until another thread calls signalAll or signal on the 
condition object for which the thread is waiting.

Use multiple threads to display an animation of an algo rithm.

• Use a separate thread for running the algorithm that is being animated.
• The algorithm state needs to be safely accessed by the algorithm and painting 

threads.

C H A P T E R  S U M M A R Y
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• R22.1 Run a program with the following instructions: 
GreetingRunnable r1 = new GreetingRunnable("Hello");
GreetingRunnable r2 = new GreetingRunnable("Goodbye");
r1.run();
r2.run();

Note that the threads don’t run in parallel. Explain.

••• R22.2 In the program of Section 22.1, is it possible that both threads are sleeping at the 
same time? Is it possible that neither of the two threads is sleeping at a particular 
time? Explain. 

••• R22.3 In Java, a program with a graphical user interface has more than one thread. Explain 
how you can prove that.

••• R22.4 Why is the stop method for stopping a thread deprecated? How do you terminate a 
thread? 

• R22.5 Give an example of why you would want to terminate a thread. 

•• R22.6 Suppose you surround each call to the sleep method with a try/catch block to catch 
an InterruptedException and ignore it. What problem do you create?

•• R22.7 What is a race condition? How can you avoid it?

•• R22.8 Consider the ArrayList implementation from Section 16.2. Describe two different 
scenarios in which race conditions can corrupt the data structure.

•• R22.9 Consider a stack that is implemented as a linked list, as in Section 16.3.1. Describe 
two different scenarios in which race conditions can corrupt the data structure.

•• R22.10 Consider a queue that is implemented as a circular array, as in Section 16.3.4. 
Describe two different scenarios in which race conditions can corrupt the data 
structure.

•• R22.11 What is a deadlock? How can you avoid it?

• R22.12 What is the difference between a thread that sleeps by calling sleep and a thread that 
waits by calling await?

java.lang.InterruptedException
java.lang.Object
   notify
   notifyAll
   wait
java.lang.Runnable
   run
java.lang.Thread
   interrupted
   sleep
   start 

java.util.Date
java.util.concurrent.locks.Condition
   await
   signal
   signalAll
java.util.concurrent.locks.Lock
   lock
   newCondition
   unlock
java.util.concurrent.locks.ReentrantLock

S TA N D A R D  L I B R A R Y  I T E M S  I N T R O D U C E D  I N  T H I S  C H A P T E R
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• R22.13 What happens when a thread calls await and no other thread calls signalAll or signal?

•• R22.14 In the algorithm animation program of Section 22.6, we do not use any conditions. 
Why not? 

•• E22.1 Write a program in which multiple threads add and remove elements from a 
java.util.LinkedList. Demonstrate that the list is being corrupted.

•• E22.2 Implement a stack as a linked list in which the push, pop, and isEmpty methods can be 
safely accessed from multiple threads.

••• E22.3 Implement a Queue class whose add and remove methods are synchronized. Supply one 
thread, called the producer, which keeps inserting strings into the queue as long as 
there are fewer than ten elements in it. When the queue gets too full, the thread waits. 
As sample strings, simply use time stamps new Date().toString(). Supply a sec ond 
thread, called the consumer, that keeps removing and printing strings from the queue 
as long as the queue is not empty. When the queue is empty, the thread waits. Both 
the consumer and producer threads should run for 100 iterations. 

• E22.4 Enhance the program of Exercise E22.3 by supplying a variable number of producer 
and consumer threads. Prompt the program user for the numbers.

• E22.5 Reimplement Exercise E22.4 by using the ArrayBlockingQueue class from the standard 
library. 

•• E22.6 Modify the ArrayList implementation of Section 16.2 so that all methods can be 
safely accessed from multiple threads.

•• E22.7 Write a program WordCount that counts the words in one or more files. Start a new 
thread for each file. For example, if you call

java WordCount report.txt address.txt Homework.java

then the program might print 
address.txt: 1052
Homework.java: 445
report.txt: 2099

••• E22.8 Enhance the program of Exercise E22.7 so that the last active thread also prints a 
combined count. Use locks to protect the combined word count and a counter of 
active threads.

•• E22.9 Add a condition to the deposit method of the BankAccount class in Section 22.5, 
restricting deposits to $100,000 (the insurance limit of the U.S. government). The 
method should block until sufficient money has been withdrawn by another thread. 
Test your program with a large number of deposit threads. 

P R A C T I C E  E X E R C I S E S
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•• P22.1 Write a program Find that searches all files specified on the command line and prints 
out all lines containing a reserved word. Start a new thread for each file. For exam ple, 
if you call 

java Find Buff report.txt address.txt Homework.java

then the program might print 
report.txt: Buffet style lunch will be available at the
address.txt: Buffet, Warren|11801 Trenton Court|Dallas|TX
Homework.java: BufferedReader in;
address.txt: Walters, Winnie|59 Timothy Circle|Buffalo|MI

••• P22.2 Implement the merge sort algorithm of Chapter 14 by spawning a new thread  
for each smaller MergeSorter. Hint: Use the join method of the Thread class to wait  
for the spawned threads to finish. Look up the method’s behavior in the API docu-
mentation.

•• Graphics P22.3 Write a program that shows two cars moving across a window. Use a separate thread 
for each car.

••• Graphics P22.4 Modify Exercise P22.3 so that the cars change direction when they hit an edge of the 
window. 

• Graphics P22.5 Enhance the SelectionSorter of Section 22.6 so that the current minimum is painted in 
yellow.

•• Graphics P22.6 Enhance the SelectionSortViewer of Section 22.6 so that the sorting only starts when 
the user clicks a “Start” button. 

•• Graphics P22.7 Instead of using a thread and a pause method, use the Timer class introduced in 
Chapter 10 to ani mate an algorithm. Whenever the timer sends out an action 
event, run the algorithm to the next step and display the state. That requires a more 
extensive recoding of the algorithm. You need to implement a runToNextStep method 
that is capable of running the algorithm one step at a time. Add sufficient instance 
variables to the algorithm to remember where the last step left off. For example, in 
the case of the selection sort algorithm, if you know the values of alreadySorted and 
markedPosition, you can determine the next step. 

••• Graphics P22.8 Implement an animation of the merge sort algorithm of Chapter 14. Reimplement 
the algorithm so that the recursive calls sort the elements inside a subrange of the 
original array, rather than in their own arrays: 

public void mergeSort(int from, int to)
{ 
   if (from == to) { return; }
   int mid = (from + to) / 2;
   mergeSort(from, mid);
   mergeSort(mid + 1, to);
   merge(from, mid, to);
}

The merge method merges the sorted ranges a[from] ... a[mid] and a[mid + 1] ... 
a[to]. Merge the ranges into a temporary array, then copy back the temporary array 
into the combined range.

P R O G R A M M I N G  P R O J E C T S



Programming Projects W985

Pause in the merge method whenever you inspect an array element. Color the range 
a[from] ... a[to] in blue and the currently inspected element in red.

••• Graphics P22.9 Enhance Exercise P22.8 so that it shows two frames, one for a merge sorter and one 
for a selection sorter. They should both sort arrays with the same values.

••• Graphics P22.10 Reorganize the code of the sorting animation in Section 22.6 so that it can be used 
for generic animations. Provide a class Animated with abstract methods

public void run()
public void draw(Graphics g, int width, int height)

and concrete methods
public void lock()
public void unlock(int steps)
public void setComponent(JComponent component)

so that the SelectionSorter can be implemented as
public class SelectionSorter extends Animated
{
   private int[] a;
   private int markedPosition = -1;
   private int alreadySorted = -1;

   public SelectionSorter(int[] anArray) { a = anArray; }

   public void run() 
   {  
      for (int i = 0; i < a.length - 1; i++)
      {  
         int minPos = minimumPosition(i);
         lock();
         ArrayUtil.swap(a, minPos, i);
         alreadySorted = i;
         unlock(2);
      }
   }

   private int minimumPosition(int from)
   {  
      int minPos = from;
      for (int i = from + 1; i < a.length; i++)
      {
         lock();
         if (a[i] < a[minPos]) { minPos = i; }
         markedPosition = i;
         unlock(2);
      }
      return minPos;
   }

   public void draw(Graphics g, int width, int height)
   {
      int deltaX = width / a.length;
      for (int i = 0; i < a.length; i++)
      {
         if (i == markedPosition) { g.setColor(Color.RED); }
         else if (i <= alreadySorted) { g.setColor(Color.BLUE); }
         else { g.setColor(Color.BLACK); }
         g.drawLine(i * deltaX, 0, i * deltaX, a[i]);
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1. The messages are printed about one millisec-
ond apart.

2. The first call to run would print ten “Hello” 
messages, and then the second call to run 
would print ten “Goodbye” messages.

3. If the user hits the “Back” button, the current 
web page is no longer displayed, and it makes 
no sense to expend network resources to fetch 
additional image data.

4. The run method prints the values 1, 3, and 4. 
The call to interrupt merely sets the interrup-
tion flag, but the sleep method immediately 
throws an InterruptedException.

5. There are many possible scenarios. Here is 
one:
a. The first thread loses control after the first 

print statement.
b. The second thread loses control just before 

the assignment balance = newBalance.
c. The first thread completes the deposit 

method.
d. The second thread completes the withdraw 

method.
6. One thread calls addFirst and is preempted 

just before executing the assignment first = 
newNode. Then the next thread calls addFirst, 
using the old value of first. Then the first 
thread completes the process, setting first to 
its new node. As a result, the links are not in 
sequence.

7. Two, one for each bank account object. Each 
lock protects a separate balance vari able.

8. When a thread calls deposit, it continues to 
own the lock, and any other thread try ing to 
deposit or withdraw money in the same bank 
account is blocked forever. 

9. A sleeping thread is reactivated when the 
sleep delay has passed. A waiting thread is 
only reactivated if another thread has called 
signalAll or signal.

10. The calls to await and signal/signalAll must be 
made to the same object.

11. The draw method uses the array values and 
the values that keep track of the algo rithm’s 
progress. These values are available only in the 
SelectionSorter class.

12. Yes, provided you only show a single frame. 
If you modify the SelectionSortViewer program 
to show two frames, you want the sorters to 
run in parallel.

      }
   }
}

The remaining classes should be independent of any particular animation.

A N S W E R S  T O  S E L F - C H E C K  Q U E S T I O N S
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You probably have quite a bit of experience with the 
Internet, the global network that links together millions of 
computers. In particular, you use the Internet whenever you 
browse the World Wide Web. Note that the Internet is not the 
same as the “Web”. The World Wide Web is only one of many 
services offered over the Internet. E-mail, another popular 
service, also uses the Internet, but its implementation 
differs from that of the Web. In this chapter, you will see 
what goes on “under the hood” when you send an e-mail 
message or when you retrieve a web page from a remote 
server. You will also learn how to write programs that fetch 
data from sites across the Internet and how to write server 
programs that can serve information to other programs.

23.1 The Internet Protocol
Computers can be connected with each other through a variety of physical media. In 
a computer lab, for example, computers are connected by network cabling. Elec trical 
impulses representing information flow across the cables. If you use a DSL modem 
to connect your computer to the Internet, the signals travel across a regular telephone 
wire, encoded as tones. On a wireless network, signals are sent by trans mitting a 
modulated radio frequency. The physical characteristics of these transmis sions dif-
fer widely, but they ultimately consist of sending and receiving streams of zeroes and 
ones along the network connection. 

These zeroes and ones represent two kinds of information: application data, the 
data that one computer actually wants to send to another, and network protocol data, 
the data that describe how to reach the intended recipient and how to check for errors 
and data loss in the transmission. The protocol data follow certain rules set forth by 
the Internet Protocol Suite, also called TCP/IP, after the two most important proto-
cols in the suite. These protocols have become the basis for connecting computers 
around the world over the Internet. We will discuss TCP and IP in this chapter. 

Suppose that a computer A wants to send data to a computer B, both on the Inter-
net. The computers aren’t connected directly with a cable, as they could be if both 
were on the same local area network. Instead, A may be someone’s home com puter 
and connected to an Internet service provider (ISP), which is in turn con nected to 
an Internet access point; B might be a computer on a local area network belonging to 
a large firm that has an Internet access point of its own, which may be half a world 
away from A. The Internet itself, finally, is a complex collection of pathways on 
which a message can travel from one Internet access point to, eventu ally, any other 
Internet access point (see Figure 1). Those connections carry mil lions of messages, 
not just the data that A is sending to B. 

For the data to arrive at its destination, it must be marked with a destination 
address. In IP, addresses are denoted by sequences of four numbers, each one byte 
(that is, between 0 and 255); for example, 130.65.86.66. (Because there aren’t enough 
four-byte addresses for all devices that would like to connect to the Internet, these 
addresses have been extended to sixteen bytes. For simplicity, we use the classic four-
byte addresses in this chapter.) In order to send data, A needs to know the Internet 

The Internet is a 
worldwide collection 
of networks, routing 
equipment, and 
computers using 
a common set of 
protocols to define 
how each party 
will interact with 
each other.
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Figure 1 Two Computers Communicating Across the Internet

Computer A Computer B

Internet Service Provider Internet

Internet
Access Points

address of B and include it in the protocol portion when sending the data across the 
Internet. The routing software that is distributed across the Internet can then deliver 
the data to B.

Of course, addresses such as 130.65.86.66 are not easy to remember. You would 
not be happy if you had to use number sequences every time you sent e-mail or 
requested information from a web server. On the Internet, computers can have so-
called domain names that are easier to remember, such as cs.sjsu.edu or horst mann.com. 
A special service called the Domain Name System (DNS) translates between domain 
names and Internet addresses. Thus, if computer A wants to have information from 
horstmann.com, it first asks the DNS to translate this domain name into a numeric Inter-
net address; then it includes the numeric address with the request.

One interesting aspect of IP is that it breaks large chunks of data up into more 
manageable packets. Each packet is delivered separately, and different packets that are 
part of the same transmission can take different routes through the Internet. Packets 
are numbered, and the recipient reassembles them in the correct order. 

The Internet Protocol is used when attempting to deliver data from one computer 
to another across the Internet. If some data get lost or garbled in the pro cess, IP has 
safeguards built in to make sure that the recipient is aware of that unfor tunate fact 
and doesn’t rely on incomplete data. However, IP has no provision for retrying an 
incomplete transmission. That is the job of a higher-level protocol, the Transmission 
Control Protocol (TCP). This protocol attempts reliable delivery of data, with retries 
if there are failures, and it notifies the sender whether or not the attempt succeeded. 
Most, but not all, Internet programs use TCP for reliable deliv ery. (Exceptions are 
“streaming media” services, which bypass the slower TCP for the highest possible 
throughput and tolerate occasional information loss. However, the most popular 
Internet services—the World Wide Web and e-mail—use TCP.) TCP is indepen-
dent of the Internet Protocol; it could in principle be used with another lower-level 

TCP/IP is the 
abbreviation for 
Transmission Control 
Protocol and Internet 
Protocol, the pair 
of communication 
protocols designed 
to establish reliable 
transmission of 
data between two 
computers on 
the Internet.
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network protocol. However, in practice, TCP over IP (often called TCP/IP) is the 
most commonly used combination. We will focus on TCP/IP networking in this 
chapter. 

A computer that is connected to the Internet may have programs for many dif-
ferent purposes. For example, a computer may run both a web server program and a 
mail server program. When data are sent to that computer, they need to be marked so 
that they can be forwarded to the appropriate program. TCP uses port numbers for 
this purpose. A port number is an integer between 0 and 65,535. The sending com-
puter must know the port number of the receiving program and include it with the 
transmitted data. Some applications use “well-known” port numbers. For example, 
by convention, web servers use port 80, whereas mail servers running the Post Office 
Protocol (POP) use port 110. A TCP connection, therefore, requires

• The Internet address of the recipient.
• The port number of the recipient.
• The Internet address of the sender.
• The port number of the sender.

You can think of a TCP connection as a “pipe” between two computers that links 
the two ports together. Data flow in either direction through the pipe. In practical 
programming situations, you simply establish a connection and send data across it 
without worrying about the details of the TCP/IP mechanism. You will see how to 
establish such a connection in Section 23.3.

1. What is the difference between an IP address and a domain name?
2. Why do some streaming media services not use TCP? 

Practice It Now you can try these exercises at the end of the chapter: R23.1, R23.2, R23.3.

23.2 Application Level Protocols
In the preceding section you saw how the TCP/IP mechanism can establish an Inter-
net connection between two ports on two computers so that the two comput ers can 
exchange data. Each Internet application has a different application protocol, which 
describes how the data for that particular application are transmitted.

Consider, for example, HTTP: the Hypertext Transfer Protocol, which is used for 
the World Wide Web. Suppose you type a web address, called a Uniform Resource 
Locator (URL), such as http://horst mann.com/index.html, into the address window of 
your browser and ask the browser to load the page. 

The browser now takes the following steps:

1. It examines the part of the URL between the double slash and the first single 
slash (“horstmann.com”), which identifies the computer to which you want to 
connect. Because this part of the URL contains letters, it must be a domain 
name rather than an Internet address, so the browser sends a request to a DNS 

A TCP connection 
requires the Internet 
addresses and port 
numbers of both 
end points.
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HTTP, or Hypertext 
Transfer Protocol, 
is the protocol 
that defines 
communication 
between web 
browsers and 
web servers.

A URL, or Uniform 
Resource Locator, 
is a pointer to an 
information resource 
(such as a web page 
or an image) on the 
World Wide Web.
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server to obtain the Internet address of the computer with domain name 
horst mann.com. 

2. From the http: prefix of the URL, the browser deduces that the protocol you 
want to use is HTTP, which by default uses port 80.

3. It establishes a TCP/IP connection to port 80 at the Internet address it 
obtained in Step 1.

4. It deduces from the /index.html suffix that you want to see the file /index.html, 
so it sends a request, formatted as an HTTP command, through the connec tion 
that was established in Step 3. The request looks like this: 

GET /index.html HTTP/1.1
Host: horstmann.com
blank line

(The host is needed because a web server can host multiple domains with the 
same Internet address.) 

5. The web server running on the computer whose Internet address is the one the 
browser obtained in Step 1 receives the request and decodes it. It then fetches 
the file /index.html and sends it back to the browser on your computer.

6. The browser displays the contents of the file. Because it happens to be an 
HTML file, the browser translates the HTML tags into fonts, bullets, separa tor 
lines, and so on. If the HTML file contains images, then the browser makes 
more GET requests, one for each image, through the same connection, to fetch 
the image data. (Appendix J contains a summary of the most frequently used 
HTML tags.) 

You can try the following experiment to see this process in action. The “Telnet” pro-
gram enables a user to type characters for sending to a remote computer and view 
characters that the remote computer sends back. On Windows, you need to enable 
the Telnet program in the control panel. UNIX, Linux, and Mac OS X sys tems nor-
mally have Telnet preinstalled. 

For this experiment, you want to start Telnet with a host of horstmann.com and port 
80. To start the program from the command line, simply type

telnet horstmann.com 80 

Table 1  HTTP Commands

Command Meaning

GET Return the requested item

HEAD Request only the header information of an item

OPTIONS Request communications options of an item

POST Supply input to a server-side command and return the result

PUT Store an item on the server

DELETE Delete an item on the server

TRACE Trace server communication

The Telnet program 
is a useful tool 
for establishing 
test connections 
with servers.
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Once the program starts, type very carefully, without making any typing errors and 
without pressing the backspace key,

GET / HTTP/1.1
Host: horstmann.com

Then press the Enter key twice.
The first / denotes the root page of the web server. Note that there are spaces before 

and after the first /, but there are no spaces in HTTP/1.1.
On Windows, you will not see what you type, so you should be extra careful when 

typing in the commands.
The server now sends a response to the request—see Figure 2. The response, of 

course, consists of the root web page that you requested. The Telnet program is not 
a browser and does not understand HTML tags, so it simply displays the HTML 
file—text, tags, and all. 

The GET command is one of the commands of HTTP. Table 1 shows the other com-
mands of the protocol. As you can see, the protocol is pretty simple. 

By the way, be sure not to confuse HTML with HTTP. HTML is a document for-
mat (with commands such as <h1> or <ul>) that describes the structure of a docu ment, 
including headings, bulleted lists, images, hyperlinks, and so on. HTTP is a protocol 
(with commands such as GET and POST) that describes the command set for web server 
requests. Web browsers know how to display HTML documents and how to issue 
HTTP commands. Web servers know nothing about HTML. They merely under-
stand HTTP and know how to fetch the requested items. Those items may be HTML 
documents, GIF or JPEG images, or any other data that a web browser can display. 

HTTP is just one of many application protocols in use on the Internet. Another 
commonly used protocol is the Post Office Protocol (POP), which is used to down-
load received messages from e-mail servers. To send messages, you use yet another 
protocol called the Simple Mail Transfer Protocol (SMTP). We don’t want to go into 

The HTTP GET 
command requests 
information from 
a web server. The 
web server returns 
the requested item, 
which may be a web 
page, an image, or 
other data.

Figure 2 Using Telnet to Connect to a Web Server
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Figure 3 A Sample POP Session

USER harryh

PASS secret

STAT

RETR 1

DELE 1

QUIT

+OK San Quentin State POP server

+OK Password required for harryh

+OK harryh has 2 messages (320 octets)

+OK 2 320

+OK 120 octets
the message is included here

+OK message 1 deleted

+OK POP server signing off

Black = mail client requests

Color = mail server responses

the details of these protocols, but Figure 3 gives you a flavor of the com mands used 
by the Post Office Protocol.

Both HTTP and POP use plain text, which makes it particularly easy to test and 
debug client and server programs (see How To 23.1).

3. Why don’t you need to know about HTTP when you use a web browser? 
4. Why is it important that you don’t make typing errors when you type HTTP 

commands in Telnet? 

Practice It Now you can try these exercises at the end of the chapter: R23.13, R23.14, R23.15.

23.3 A Client Program 
In this section you will see how to write a Java program that establishes a TCP con-
nection to a server, sends a request to the server, and prints the response. 

In the terminology of TCP/IP, there is a socket on each side of the connection (see 
Figure 4). In Java, a client establishes a socket with a call 

Socket s = new Socket(hostname, portnumber);

For example, to connect to the HTTP port of the server horstmann.com, you use
final int HTTP_PORT = 80;
Socket s = new Socket("horstmann.com", HTTP_PORT);

The socket constructor throws an UnknownHostException if it can’t find the host.
Once you have a socket, you obtain its input and output streams:
InputStream instream = s.getInputStream();
OutputStream outstream = s.getOutputStream(); 

© Nicholas Homrich/iStockphoto.
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A socket is an object 
that encapsulates a 
TCP connection. To 
communicate with 
the other end point of 
the connection, use 
the input and output 
streams attached to 
the socket.
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Figure 4 Client and Server Sockets

Client output stream Server input stream

Client input stream Server output stream

Client

Socket

Server

Socket

When you send data to outstream, the socket automatically forwards it to the server. 
The socket catches the server’s response, and you can read the response through 
instream (see Figure 4).

When you are done communicating with the server, you should close the socket. 
This is best done with a try-with-resources statement:

try (Socket s = . . . )
{
   . . . 
} // s.close() called here

In Chapter 21, you saw that the InputStream and OutputStream classes are used for 
reading and writing bytes. If you want to communicate with the server by sending 
and receiving text, you should turn the streams into scanners and writers, as fol lows:

Scanner in = new Scanner(instream);
PrintWriter out = new PrintWriter(outstream);

A print writer buffers the characters that you send to it. That is, characters are not 
immediately sent to their destination. Instead, they are placed into an array. When the 
array is full, then the print writer sends all characters in the array to its destina tion. 
The advantage of buffering is increased performance—it takes some amount of time 
to contact the destination and send it data, and it is expensive to pay for that contact 
time for every character. However, when communicating with a server that responds 
to requests, you want to make sure that the server gets a complete request. Therefore, 
you need to flush the buffer manually whenever you send a command:

out.print(command);
out.flush();

The flush method empties the buffer and forwards all waiting characters to the 
destination.

The WebGet program at the end of this section lets you retrieve any item from a 
web server. You need to specify the host and the item from the command line. For 
example,

java WebGet horstmann.com /

The / item denotes the root page of the web server that listens to port 80 of the host 
horstmann.com. Note that there is a space before the /.

The WebGet program establishes a connection to the host, sends a GET command to 
the host, and then receives input from the server until the server closes its connection. 

When transmission 
over a socket is 
complete, remember 
to close the socket.

For text protocols, 
turn the socket 
streams into 
scanners and writers.

Flush the writer 
attached to a socket 
at the end of every 
command. Then the 
command is sent to 
the server, even if the 
writer’s buffer is not 
completely filled.
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section_3/WebGet.java

1 import java.io.InputStream;
2 import java.io.IOException;
3 import java.io.OutputStream;
4 import java.io.PrintWriter;
5 import java.net.Socket;
6 import java.util.Scanner;
7 
8 /**
9    This program demonstrates how to use a socket to communicate 

10    with a web server. Supply the name of the host and the 
11    resource on the command line, for example, 
12    java WebGet horstmann.com index.html. 
13 */
14 public class WebGet
15 {
16    public static void main(String[] args) throws IOException
17    {
18       // Get command-line arguments 
19 
20       String host;
21       String resource;
22 
23       if (args.length == 2)
24       {
25          host = args[0];
26          resource = args[1];
27       }
28       else
29       {
30          System.out.println("Getting / from horstmann.com");
31          host = "horstmann.com";
32          resource = "/";
33       }
34 
35       // Open socket 
36 
37       final int HTTP_PORT = 80;
38       try (Socket s = new Socket(host, HTTP_PORT))
39       {
40          // Get streams 
41       
42          InputStream instream = s.getInputStream();
43          OutputStream outstream = s.getOutputStream();
44 
45          // Turn streams into scanners and writers 
46 
47          Scanner in = new Scanner(instream);
48          PrintWriter out = new PrintWriter(outstream);      
49 
50          // Send command 
51 
52          String command = "GET " + resource + " HTTP/1.1\n"
53             + "Host: " + host + "\n\n";
54          out.print(command);
55          out.flush();
56 
57          // Read server response 
58 
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59          while (in.hasNextLine())
60          {
61             String input = in.nextLine();
62             System.out.println(input);
63          }
64       }
65 
66       // The try-with-resources statement closes the socket
67    }
68 }

Program Run

Getting / from horstmann.com
HTTP/1.1 200 OK
Date: Thu, 09 Apr 2015 14:15:04 GMT
Server: Apache/1.3.41 (Unix) Sun-ONE-ASP/4.0.2 
. . .
Content-Length: 6654
Content-Type: text/html

<html>
<head><title>Cay Horstmann's Home Page</title></head>
<body>
<h1>Welcome to Cay Horstmann's Home Page</h1>
. . .
</body>
</html>

5. What happens if you call WebGet with a nonexistent resource, such as wombat.html 
at horstmann.com?

6. How do you open a socket to read e-mail from the POP server at  
e-mail.sjsu.edu?

Practice It Now you can try these exercises at the end of the chapter: R23.7, R23.8, E23.1, 
E23.2.

23.4 A Server Program
Now that you have seen how to write a network client, we will turn to the server side. 
In this section we will develop a server program that enables clients to manage a set of 
bank accounts in a bank. 

Whenever you develop a server application, you need to specify some applica tion-
level protocol that clients can use to interact with the server. For the purpose of this 
example, we will create a “Simple Bank Access Protocol”. Table 2 shows the protocol 
format. Of course, this is just a toy protocol to show you how to imple ment a server.

The server program waits for clients to connect to a particular port. We choose 
port 8888 for this service. This number has not been preassigned to another service, 
so it is unlikely to be used by another server program. To listen to incoming connec-

© Nicholas Homrich/iStockphoto.

S E L F  C H E C K



23.4 A Server Program  W997

tions, you use a server socket. To construct a server socket, you need to sup ply the 
port number:

ServerSocket server = new ServerSocket(8888);

The accept method of the ServerSocket class waits for a client connection. When a cli-
ent connects, then the server program obtains a socket through which it communi-
cates with the client:

Socket s = server.accept();
BankService service = new BankService(s, bank);

The BankService class carries out the service. This class implements the Runnable inter-
face, and its run method will be executed in each thread that serves a client connec tion. 
The run method gets a scanner and writer from the socket in the same way as we dis-
cussed in the preceding section. Then it executes the following method:

public void doService() throws IOException
{
   while (true)
   { 
      if (!in.hasNext()) { return; }
      String command = in.next();
      if (command.equals("QUIT")) { return; }
      executeCommand(command);
   }
}

The executeCommand method processes a single command. If the command is DEPOSIT, 
then it carries out the deposit:

int account = in.nextInt();
double amount = in.nextDouble();
bank.deposit(account, amount);

The WITHDRAW command is handled in the same way. After each command, the account 
number and new balance are sent to the client:

out.println(account + " " + bank.getBalance(account)); 

The doService method returns to the run method if the client closed the connection or 
the command equals "QUIT". Then the run method closes the socket and exits. 

Let us go back to the point where the server socket accepts a connection and con-
structs the BankService object. At this point, we could simply call the run method. But 
then our server program would have a serious limitation: only one client could con-
nect to it at any point in time. To overcome that limitation, server programs spawn 
a new thread whenever a client connects. Each thread is responsible for serv ing one 
client. 

Table 2  A Simple Bank Access Protocol

Client Request Server Response Description

BALANCE n n and the balance Get the balance of account n 

DEPOSIT n a n and the new balance Deposit amount a into account n 

WITHDRAW n a n and the new balance Withdraw amount a from account n 

QUIT None Quit the connection 

The ServerSocket 
class is used by 
server applications 
to listen for client 
connections.
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Our BankService class implements the Runnable interface. Therefore, the server pro-
gram BankServer simply starts a thread with the following instructions:

Thread t = new Thread(service);
t.start();

The thread dies when the client quits or disconnects and the run method exits. In the 
meantime, the BankServer loops back to accept the next connection. 

while (true)
{
   try (Socket s = server.accept())
   {
      BankService service = new BankService(s, bank);
      Thread t = new Thread(service);
      t.start();
   }
}

The server program never stops. When you are done running the server, you need to 
kill it. For example, if you started the server in a shell window, press Ctrl+C. 

To try out the program, run the server. Then use Telnet to connect to localhost, 
port number 8888. Start typing commands. Here is a typical dialog (see Figure 5):

DEPOSIT 3 1000
3 1000.0
WITHDRAW 3 500
3 500.0
QUIT

Alternatively, you can use a client program that connects to the server. You will find a 
sample client program at the end of this section. 

Figure 5 Using the Telnet Program to Connect to the Bank Server
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section_4/BankServer.java

1 import java.io.IOException;
2 import java.net.ServerSocket;
3 import java.net.Socket;
4 
5 /**
6    A server that executes the Simple Bank Access Protocol. 
7 */
8 public class BankServer
9 { 

10    public static void main(String[] args) throws IOException
11    { 
12       final int ACCOUNTS_LENGTH = 10;
13       Bank bank = new Bank(ACCOUNTS_LENGTH);
14       final int SBAP_PORT = 8888;
15       ServerSocket server = new ServerSocket(SBAP_PORT);
16       System.out.println("Waiting for clients to connect...");
17       
18       while (true)
19       {
20          try (Socket s = server.accept())
21          {
22             System.out.println("Client connected.");
23             BankService service = new BankService(s, bank);
24             Thread t = new Thread(service);
25             t.start();
26          }
27       }
28    }
29 }

section_4/BankService.java

1 import java.io.InputStream;
2 import java.io.IOException;
3 import java.io.OutputStream;
4 import java.io.PrintWriter;
5 import java.net.Socket;
6 import java.util.Scanner;
7 
8 /**
9    Executes Simple Bank Access Protocol commands 

10    from a socket. 
11 */
12 public class BankService implements Runnable
13 {
14    private Socket s;
15    private Scanner in;
16    private PrintWriter out;
17    private Bank bank;
18 
19    /**
20       Constructs a service object that processes commands 
21       from a socket for a bank. 
22       @param aSocket the socket 
23       @param aBank the bank 
24    */
25    public BankService(Socket aSocket, Bank aBank)
26    {
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27       s = aSocket;
28       bank = aBank;
29    }
30 
31    public void run()
32    {
33       try
34       {
35          in = new Scanner(s.getInputStream());
36          out = new PrintWriter(s.getOutputStream());
37          doService();            
38       }
39       catch (IOException exception)
40       {
41          exception.printStackTrace();
42       }
43    }
44 
45    /**
46       Executes all commands until the QUIT command or the 
47       end of input. 
48    */
49    public void doService() throws IOException
50    {      
51       while (true)
52       { 
53          if (!in.hasNext()) { return; }
54          String command = in.next();
55          if (command.equals("QUIT")) { return; }
56          else { executeCommand(command); }
57       }
58    }
59 
60    /**
61       Executes a single command. 
62       @param command the command to execute 
63    */
64    public void executeCommand(String command)
65    {
66       int account = in.nextInt();
67       if (command.equals("DEPOSIT"))
68       {
69          double amount = in.nextDouble();
70          bank.deposit(account, amount);
71       }
72       else if (command.equals("WITHDRAW"))
73       {
74          double amount = in.nextDouble();
75          bank.withdraw(account, amount);
76       }      
77       else if (!command.equals("BALANCE"))
78       {
79          out.println("Invalid command");
80          out.flush();
81          return;
82       }
83       out.println(account + " " + bank.getBalance(account));
84       out.flush();
85    }
86 }
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section_4/Bank.java

1 /**
2    A bank consisting of multiple bank accounts. 
3 */
4 public class Bank
5 {
6    private BankAccount[] accounts;
7 
8    /**
9       Constructs a bank account with a given number of accounts. 

10       @param size the number of accounts 
11    */
12    public Bank(int size)
13    {
14       accounts = new BankAccount[size];
15       for (int i = 0; i < accounts.length; i++)
16       {
17          accounts[i] = new BankAccount();
18       }
19    }
20 
21    /**
22       Deposits money into a bank account. 
23       @param accountNumber the account number 
24       @param amount the amount to deposit 
25    */
26    public void deposit(int accountNumber, double amount)
27    {
28       BankAccount account = accounts[accountNumber];
29       account.deposit(amount);
30    }
31 
32    /**
33       Withdraws money from a bank account. 
34       @param accountNumber the account number 
35       @param amount the amount to withdraw 
36    */
37    public void withdraw(int accountNumber, double amount)
38    {
39       BankAccount account = accounts[accountNumber];
40       account.withdraw(amount);
41    }
42 
43    /**
44       Gets the balance of a bank account. 
45       @param accountNumber the account number 
46       @return the account balance 
47    */
48    public double getBalance(int accountNumber)
49    {
50       BankAccount account = accounts[accountNumber];
51       return account.getBalance();
52    }
53 }

section_4/BankClient.java

1 import java.io.InputStream;
2 import java.io.IOException;
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3 import java.io.OutputStream;
4 import java.io.PrintWriter;
5 import java.net.Socket;
6 import java.util.Scanner;
7 
8 /**
9    This program tests the bank server. 

10 */
11 public class BankClient
12 {
13    public static void main(String[] args) throws IOException
14    {
15       final int SBAP_PORT = 8888;
16       try (Socket s = new Socket("localhost", SBAP_PORT))
17       {         
18          InputStream instream = s.getInputStream();
19          OutputStream outstream = s.getOutputStream();
20          Scanner in = new Scanner(instream);
21          PrintWriter out = new PrintWriter(outstream); 
22       
23          String command = "DEPOSIT 3 1000\n";
24          System.out.print("Sending: " + command);
25          out.print(command);
26          out.flush();
27          String response = in.nextLine();
28          System.out.println("Receiving: " + response);
29       
30          command = "WITHDRAW 3 500\n";
31          System.out.print("Sending: " + command);
32          out.print(command);
33          out.flush();
34          response = in.nextLine();
35          System.out.println("Receiving: " + response);
36       
37          command = "QUIT\n";
38          System.out.print("Sending: " + command);
39          out.print(command);
40          out.flush();
41       }
42    }
43 }

Program Run

Sending: DEPOSIT 3 1000
Receiving: 3 1000.0
Sending: WITHDRAW 3 500
Receiving: 3 500.0
Sending: QUIT

7. Why didn’t we choose port 80 for the bank server? 
8. Can you read data from a server socket? 

Practice It Now you can try these exercises at the end of the chapter: E23.3, E23.4, P23.2.

© Nicholas Homrich/iStockphoto.
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Step 1 Determine whether it really makes sense to implement a stand-alone server and a matching 
client.

Many times it makes more sense to build a web application instead. Chapter 26 discusses 
the construction of web applications in detail. For example, the bank application of this sec-
tion could easily be turned into a web application, using an HTML form with Withdraw and 
Deposit buttons. However, programs for chat or peer-to-peer file sharing cannot easily be 
implemented as web applications. 

Step 2 Design a communication protocol.

Figure out exactly what messages the client and server send to each other and what the suc cess 
and error responses are. 

With each request and response, ask yourself how the end of data is indicated. 
• Do the data fit on a single line? Then the end of the line serves as the data terminator.
• Can the data be terminated by a special line (such as a blank line after the HTTP header or 

a line containing a period in SMTP)?
• Does the sender of the data close the socket? That’s what a web server does at the end of a 

GET request.
• Can the sender indicate how many bytes are contained in the request? Web browsers do 

that in POST requests.
Use text, not binary data, for the communication between client and server. A text-based 
protocol is easier to debug. 

Step 3 Implement the server program. 

The server listens for socket connections and accepts them. It starts a new thread for each 
connection. Supply a class that implements the Runnable interface. The run method receives 
commands, interprets them, and sends responses back to the client. 

Step 4 Test the server with the Telnet program.

Try out all commands in the communication protocol.

Step 5 Once the server works, write a client program. 

The client program interacts with the program user, turns user requests into protocol com-
mands, sends the commands to the server, receives the response, and displays the response for 
the program user.

© Steve Simzer/iStockphoto.

HOW TO 23.1 Designing Client/Server Programs

The bank server of this section is a typical example of a client/server program. A web browser/
web server is another example. This How To outlines the steps to follow when designing a 
client/server application.



W1004 Chapter 23  Internet Networking

23.5 URL Connections 
In Section 23.3, you saw how to use sockets to connect to a web server and how 
to retrieve information from the server by sending HTTP commands. However, 
because HTTP is such an important protocol, the Java library contains a URLConnection 
class, which provides convenient support for the HTTP. The URLConnection class takes 
care of the socket connection, so you don’t have to fuss with sockets when you want 
to retrieve from a web server. As an additional benefit, the URLConnection class can also 
handle FTP, the file transfer protocol.

The URLConnection class makes it very easy to fetch a file from a web server given the 
file’s URL as a string. First, you construct a URL object from the URL in the familiar 
format, starting with the http or ftp prefix. Then you use the URL object’s openConnec-
tion method to get the URLConnection object itself:

URL u = new URL("http://horstmann.com/index.html");
URLConnection connection = u.openConnection();

Then you call the getInputStream method to obtain an input stream:
InputStream instream = connection.getInputStream();

You can turn the stream into a scanner in the usual way, and read input from the 
scanner.

The URLConnection class can give you additional useful information. To understand 
those capabilities, we need to have a closer look at HTTP requests and responses. 
You saw in Section 23.2 that the command for getting an item from the server is

GET item HTTP/1.1
Host: hostname 
blank line

You may have wondered why you need to provide a blank line. This blank line is a 
part of the general request format. The first line of the request is a command, such 
as GET or POST. The command is followed by request properties (such as Host:). Some 
commands—in particular, the POST command—send input data to the server. The rea-
son for the blank line is to denote the boundary between the request property section 
and the input data section.

A typical request property is If-Modified-Since. If you request an item with
GET item HTTP/1.1
Host: hostname 
If-Modified-Since: date 
blank line 

the server sends the item only if it is newer than the date. Browsers use this feature 
to speed up redisplay of previously loaded web pages. When a web page is loaded, 
the browser stores it in a cache directory. When the user wants to see the same web 
page again, the browser asks the server to get a new page only if it has been modified 
since the date of the cached copy. If it hasn’t been, the browser simply redisplays the 
cached copy and doesn’t spend time downloading another identical copy. 

The URLConnection class has methods to set request properties. For example, you 
can set the If-Modified-Since property with the setIfModifiedSince method:

connection.setIfModifiedSince(date);

You need to set request properties before calling the getInputStream method. The URL-
Connection class then sends to the web server all the request properties that you set.

The URLConnection 
class makes it easy to 
communicate with a 
web server without 
having to issue HTTP 
commands.

The 
URLConnection and 
HttpURLConnection 
classes can give 
you additional 
information about 
HTTP requests and 
responses.
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Similarly, the response from the server starts with a status line followed by a set of 
response parameters. The response parameters are terminated by a blank line and fol-
lowed by the requested data (for example, an HTML page). Here is a typical response:

HTTP/1.1 200 OK
Date: Thu, 09 Apr 2015 00:15:48 GMT
Server: Apache/1.3.3 (Unix)
Last-Modified: Tue, 03 Mar 2015 20:53:38 GMT
Content-Length: 4813
Content-Type: text/html
blank line  
requested data 

Normally, you don’t see the response code. However, you may have run across 
bad links and seen a page that contained a response code 404 Not Found. (A successful 
response has status 200 OK.)

To retrieve the response code, you need to cast the URLConnection object to the 
HttpURLConnection subclass. You can retrieve the response code (such as the number 
200 in this example, or the code 404 if a page was not found) and response message 
with the getResponseCode and getResponseMessage methods:

HttpURLConnection httpConnection = (HttpURLConnection) connection;
int code = httpConnection.getResponseCode(); // e.g., 404
String message = httpConnection.getResponseMessage(); // e.g., “Not found” 

As you can see from the response example, the server sends some information about 
the requested data, such as the content length and the content type. You can request 
this information with methods from the URLConnection class:

int length = connection.getContentLength();
String type = connection.getContentType();

You need to call these methods after calling the getInputStream method. 
To summarize: You don’t need to use sockets to communicate with a web server, 

and you need not master the details of the HTTP protocol. Simply use the URL-
Connection and HttpURLConnection classes to obtain data from a web server, to set request 
properties, or to obtain response information. 

The program at the end of this section puts the URLConnection class to work. The 
program fulfills the same purpose as that of Section 23.3—to retrieve a web page from 
a server—but it works at a higher level of abstraction. There is no longer a need to 
issue an explicit GET command. The URLConnection class takes care of that. Similarly, the 
parsing of the HTTP request and response headers is handled trans parently to the 
programmer. Our sample program takes advantage of that fact. It checks whether the 
server response code is 200. If not, it exits. You can try that out by testing the pro-
gram with a bad URL, like http://horstmann.com/wombat.html. Then the program prints 
a server response, such as 404 Not Found.

This program completes our introduction to Internet programming with Java. 
You have seen how to use sockets to connect client and server programs. You also 
saw how to use the higher-level URLConnection class to obtain information from web 
servers. 

section_5/URLGet.java

1 import java.io.InputStream;
2 import java.io.IOException;
3 import java.io.OutputStream;
4 import java.io.PrintWriter;
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5 import java.net.HttpURLConnection;
6 import java.net.URL;
7 import java.net.URLConnection;
8 import java.util.Scanner;
9 

10 /**
11    This program demonstrates how to use a URL connection 
12    to communicate with a web server. Supply the URL on 
13    the command line, for example 
14    java URLGet http://horstmann.com/index.html
15 */
16 public class URLGet
17 {
18    public static void main(String[] args) throws IOException
19    {
20       // Get command-line arguments 
21 
22       String urlString;      
23       if (args.length == 1)
24       {
25          urlString = args[0];
26       }
27       else
28       {
29          urlString = "http://horstmann.com/";
30          System.out.println("Using " + urlString);
31       }
32 
33       // Open connection 
34 
35       URL u = new URL(urlString);
36       URLConnection connection = u.openConnection();
37 
38       // Check if response code is HTTP_OK (200) 
39 
40       HttpURLConnection httpConnection 
41             = (HttpURLConnection) connection;
42       int code = httpConnection.getResponseCode();
43       String message = httpConnection.getResponseMessage(); 
44       System.out.println(code + " " + message);
45       if (code != HttpURLConnection.HTTP_OK)
46       {
47          return;
48       }
49 
50       // Read server response 
51 
52       InputStream instream = connection.getInputStream();
53       Scanner in = new Scanner(instream);
54 
55       while (in.hasNextLine())
56       {
57          String input = in.nextLine();
58          System.out.println(input);
59       }
60    }
61 }
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Program Run

Using http://horstmann.com/
200 OK
<html>
<head><title>Cay Horstmann's Home Page</title></head>
<body>
<h1>Welcome to Cay Horstmann's Home Page</h1>
. . .
</body>
</html>

9. Why is it better to use a URLConnection instead of a socket when reading data from 
a web server?

10. What happens if you use the URLGet program to request an image (such as  
http://horstmann.com/cay-tiny.gif)? 

Practice It Now you can try these exercises at the end of the chapter: P23.5, P23.6, P23.7.

Use High-Level Libraries

When you communicate with a web server to obtain data, you have two choices. You can 
make a socket connection and send GET and POST commands to the server over the socket. Or 
you can use the URLConnection class and have it issue the commands on your behalf.

Similarly, to communicate with a mail server, you can write programs that send SMTP and 
POP commands, or you can learn how to use the Java mail extensions. (See http://oracle.com/
technetwork/java/javamail/index.html for more information on the Java Mail API.)

In such a situation, you may be tempted to use the low-level approach and send com mands 
over a socket connection. It seems simpler than learning a complex set of classes. However, that 
simplicity is often deceptive. Once you go beyond the simplest cases, the low-level approach 
usually requires hard work. For example, to send binary e-mail attachments, you may need to 
master complex data encodings. The high-level libraries have all that knowledge built in, so 
you don’t have to reinvent the wheel. 

For that reason, you should not actually use sockets to connect to web servers. Always 
use the URLConnection class instead. Why did this book teach you about sockets if you aren’t 
expected to use them? There are two reasons. Some client programs don’t communicate with 
web or mail servers, and you may need to use sockets when a high-level library is not avail able. 
And, just as importantly, knowing what the high-level library does under the hood helps you 
understand it better. For the same reason, you saw in Chapter 16 how to imple ment linked 
lists, even though you probably will never program your own lists and will just use the stan-
dard LinkedList class.

© Nicholas Homrich/iStockphoto.
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© Eric Isselé/iStockphoto.



W1008 Chapter 23  Internet Networking

Describe the IP and TCP protocols.

• The Internet is a worldwide collection of networks, routing equipment, and 
com puters using a common set of protocols to define how each party will interact 
with each other.

• TCP/IP is the abbreviation for Transmission Control Protocol and Internet 
Proto col, the pair of communication protocols designed to establish reliable 
transmission of data between two computers on the Internet.

• A TCP connection requires the Internet addresses and port numbers of both end 
points.

Describe the HTTP protocol.

• HTTP, or Hypertext Transfer Protocol, is the protocol that defines communica-
tion between web browsers and web servers.

• A URL, or Uniform Resource Locator, is a pointer to an information resource 
(such as a web page or an image) on the World Wide Web.

• The Telnet program is a useful tool for establishing test connections with servers.
• The HTTP GET command requests information from a web server. The web server 

returns the requested item, which may be a web page, an image, or other data.

Implement programs that use network sockets for reading data.

• A socket is an object that encapsulates a TCP connection. To communicate with 
the other end point of the connection, use the input and output streams attached 
to the socket.

• When transmission over a socket is complete, remember to close the socket.
• For text protocols, turn the socket streams into scanners and writers.
• Flush the writer attached to a socket at the end of every command. Then the 

command is sent to the server, even if the writer’s buffer is not completely filled.

Implement programs that serve data over a net work.

• The ServerSocket class is used by server applications to listen for client 
connec tions.

Use the URLConnection class to read data from a web server.

• The URLConnection class makes it easy to communicate with a web server without 
having to issue HTTP commands.

• The URLConnection and HttpURLConnection classes can give you additional informa-
tion about HTTP requests and responses. 

C H A P T E R  S U M M A R Y
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• R23.1 What is the IP address of the computer that you are using at home? Does it have a 
domain name?

• R23.2 Can a computer somewhere on the Internet establish a network connection with the 
computer at your home? If so, what information does the other computer need to 
establish the connection?

• R23.3 What is a port number? Can the same computer receive data on two different ports?

• R23.4 What is a server? What is a client? How many clients can connect to a server at one 
time?

• R23.5 What is a socket? What is the difference between a Socket object and a ServerSocket 
object?

• R23.6 Under what circumstances would an UnknownHostException be thrown?

•• R23.7 What happens if the Socket constructor’s second argument is not the same as the port 
number at which the server waits for connections?

• R23.8 When a socket is created, which of the following Internet addresses is used?
a. The address of the computer to which you want to connect 
b. The address of your computer
c. The address of your ISP

• R23.9  What is the purpose of the accept method of the ServerSocket class?

• R23.10 After a socket establishes a connection, which of the following mechanisms will 
your client program use to read data from the server computer?

a. The Socket will fill a buffer with bytes.
b. You will use a Reader obtained from the Socket.
c. You will use an InputStream obtained from the Socket.

• R23.11 Why is it not common to work directly with the InputStream and OutputStream objects 
obtained from a Socket object? 

• R23.12 When a client program communicates with a server, it sometimes needs to flush the 
output stream. Explain why.

java.net.HttpURLConnection
   getResponseCode
   getResponseMessage
java.net.ServerSocket
   accept
   close
java.net.Socket
   close
   getInputStream
   getOutputStream

java.net.URL
   openConnection
java.net.URLConnection
   getContentLength
   getContentType
   getInputStream
   setIfModifiedSince

S TA N D A R D  L I B R A R Y  I T E M S  I N T R O D U C E D  I N  T H I S  C H A P T E R

R E V I E W  E X E R C I S E S
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• R23.13 What is the difference between HTTP and HTML?

• R23.14 Try out the HEAD command of the HTTP protocol. What command did you use? 
What response did you get?

•• R23.15 Connect to a POP server that hosts your e-mail and retrieve a message. Provide 
a record of your session (but remove your password). If your mail server doesn't 
allow access on port 110, access it through SSL encryption (usually on port 995). Get 
a copy of the openssl utility and use the command 

openssl s_client -connect servername:995

• R23.16 How can you communicate with a web server without using sockets?

• R23.17 What is the difference between a URL instance and a URLConnection instance? 

• R23.18 What is a URL? How do you create an object of class URL? How do you connect to a 
URL?

• E23.1 Modify the WebGet program to print only the HTTP header of the returned HTML 
page. The HTTP header is the beginning of the response data. It consists of several 
lines, such as

HTTP/1.1 200 OK
Date: Tue, 14 Apr 2015 16:10:34 GMT
Server: Apache/1.3.19 (Unix)
Cache-Control: max-age=86400
Expires: Wed, 15 Apr 2015 16:10:34 GMT
Connection: close
Content-Type: text/html

followed by a blank line. 

• E23.2 Modify the WebGet program to print only the title of the returned HTML page. An 
HTML page has the structure

<html><head><title> . . . </title></head><body> . . . </body></html>

For example, if you run the program by typing at the command line 
java WebGet horstmann.com /

the output should be the title of the root web page at horstmann.com, such as Cay 
Horstmann’s Home Page. 

•• E23.3 Modify the BankServer program so that it can be terminated more elegantly. Provide 
another socket on port 8889 through which an administrator can log in. Support 
the commands LOGIN password, STATUS, PASSWORD newPassword, LOGOUT, and SHUTDOWN. The 
STATUS command should display the total number of clients that have logged in since 
the server started.

•• E23.4 Modify the BankServer program to provide complete error checking. For example, 
the program should check to make sure that there is enough money in the account 
when withdraw ing. Send appropriate error reports back to the client. Enhance the 
protocol to be similar to HTTP, in which each server response starts with a number 

P R A C T I C E  E X E R C I S E S
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indicating the success or failure condition, followed by a string with response data or 
an error description.

•• E23.5 Write a program to display the protocol, host, port, and file components of a URL. 
Hint: Look at the API documentation of the URL class.

•• P23.1 Write a client application that executes an infinite loop that 
a. Prompts the user for a number.
b. Sends that value to the server.
c. Receives a number from the server.
d. Displays the new number. 

Also write a server that executes an infi nite loop whose body accepts a client connec-
tion, reads a number from the client, computes its square root, and writes the result 
to the client. 

•• P23.2 Implement a client-server program in which the client will print the date and time 
given by the server. Two classes should be implemented: DateClient and DateServer. 
The DateServer simply prints new Date().toString() whenever it accepts a connection 
and then closes the socket. 

••• P23.3 Write a simple web server that recognizes only the GET request (without the Host: 
request parameter and blank line). When a client connects to your server and sends a 
command, such as GET filename HTTP/1.1, then return a header 

HTTP/1.1 200 OK

followed by a blank line and all lines in the file. If the file doesn’t exist, return 404 Not 
Found instead. 
Your server should listen to port 8080. Test your web server by starting up your web 
browser and loading a page, such as localhost:8080/c:\cs1\myfile.html.

••• P23.4 Write a chat server and client program. The chat server accepts connections from 
clients. Whenever one of the clients sends a chat message, it is displayed for all other 
clients to see. Use a protocol with three commands: LOGIN name, CHAT message, and 
LOGOUT. 

•• P23.5 A query such as
http://aa.usno.navy.mil/cgi-bin/aa_moonphases.pl?year=2011 

returns a page containing the moon phases in a given year. Write a program that asks 
the user for a year, month, and day and then prints the phase of the moon on that day.

••• P23.6 A page such as 
http://www.nws.noaa.gov/view/states.php

contains links to pages showing the weather reports for many cities in the fifty states. 
Write a program that asks the user for a state and city and then prints the weather 
report.

P R O G R A M M I N G  P R O J E C T S
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••• P23.7 A page such as 
https://www.cia.gov/library/publications/the-world-factbook/geos/ 
   countrytemplate_ca.html

contains information about a country (here Canada, with the symbol ca—see 
https://www.cia.gov/library/publications/the-world-factbook/print/textversion.html for 
the country symbols). Write a program that asks the user for a country name and 
then prints the area and population.

A N S W E R S  T O  S E L F - C H E C K  Q U E S T I O N S

1. An IP address is a numerical address, consist-
ing of four or sixteen bytes. A domain name is 
an alphanumeric string that is associated with 
an IP address.

2. TCP is reliable but somewhat slow. When 
sending sounds or images in real time, it is 
acceptable if a small amount of the data is lost. 
But there is no point in transmit ting data that 
is late.

3. The browser software translates your requests 
(typed URLs and mouse clicks on links) into 
HTTP commands that it sends to the appro-
priate web servers.

4. Some Telnet implementations send all key-
strokes that you type to the server, includ-
ing the backspace key. The server does not 
recognize a character sequence such as G W 
Backspace E T as a valid command.

5. The program makes a connection to the server, 
sends the GET request, and prints the error mes-
sage that the server returns.

6. Socket s = new Socket("e-mail.sjsu.edu", 110); 
7. Port 80 is the standard port for HTTP. If a web 

server is running on the same com puter, then 
one can’t open a server socket on an open port.

8. No, a server socket just waits for a connection 
and yields a regular Socket object when a client 
has connected. You use that socket object to 
read the data that the cli ent sends.

9. The URLConnection class understands the 
HTTP protocol, freeing you from assem bling 
requests and analyzing response headers.

10. The bytes that encode the images are displayed 
on the console, but they will appear to be ran-
dom gibberish.
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To understand how relational databases  
store information

To learn to query a database with the Structured  
Query Language (SQL)

To connect to a database with Java Database  
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When you store data in a file, you want to be able to add 
and remove data, change data items, and find items that 
match certain criteria. However, if you have a lot of data, 
it can be difficult to carry out these operations quickly and 
efficiently. Because data storage is such a common task, 
special database management systems have been invented 
that let the programmer think in terms of the data rather 
than how it is stored. In this chapter, you will learn how 
to use SQL, the Structured Query Language, to query and 
update information in a relational database, and how to 
access database information from Java programs. 

24.1 Organizing Database Information

24.1.1 Database Tables

A relational database stores information in tables. Figure 1 shows a typical table. As 
you can see, each row in this table corresponds to a product. The column headers cor-
respond to attributes of the product: the product code, description, and unit price. 
Note that all items in a particular column have the same type: product codes and 
descriptions are strings, unit prices are floating-point numbers. The allowable col-
umn types differ somewhat from one database to another. Table 1 shows types that 
are commonly available in relational databases that follow the SQL (for Structured 
Query Language; often pronounced “sequel”) standard. 

Most relational databases follow the SQL standard. There is no relationship 
between SQL and Java—they are different languages. However, as you will see later 
in this chapter, you can use Java to send SQL commands to a database. You will see in 
the next section how to use SQL commands to carry out queries, but there are other 
SQL commands.

For example, here is the SQL command to create a table named Product:
CREATE TABLE Product
(
   Product_Code CHAR(7),
   Description VARCHAR(40),
   Price DECIMAL(10, 2)
)

A relational database 
stores information 
in tables. Each table 
column has a name 
and a data type.

SQL (Structured 
Query Language) is a 
command language 
for interacting with a 
database.

Figure 1 A Product Table in a Relational Database

Product

Product_Code Description Price

116-064 Toaster 24.95

257-535 Hair dryer 29.95

643-119 Car vacuum 19.99

© Jason Allen/iStockphoto. © Jason Allen/iStockphoto.
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Table 1  Some Standard SQL Types and  
Their Corresponding Java Types

SQL Data Type Java Data Type

INTEGER or INT int 

REAL float 

DOUBLE double 

DECIMAL(m, n) Fixed-point decimal numbers with m total digits and n digits  
after the decimal point; similar to BigDecimal

BOOLEAN boolean 

VARCHAR(n) Variable-length String of length up to n

CHARACTER(n) or CHAR(n) Fixed-length String of length n 

Unlike Java, SQL is not case sensitive. For example, you could spell the command 
create table instead of CREATE TABLE. However, as a matter of convention, we will use 
uppercase letters for SQL keywords and mixed case for table and column names. 

To insert rows into the table, use the INSERT INTO command. Issue one command for 
each row, such as

INSERT INTO Product 
   VALUES ('257-535', 'Hair dryer', 29.95)

SQL uses single quotes ('), not double quotes, to delimit strings. What if you have a 
string that contains a single quote? Rather than using an escape sequence (such as \') 
as in Java, you just write the single quote twice, such as

'Sam''s Small Appliances'

If you create a table and subsequently want to remove it, use the DROP TABLE command 
with the name of the table. For example,

DROP TABLE Test

24.1.2 Linking Tables

If you have objects whose instance variables are strings, numbers, dates, or other 
types that are permissi ble as table column types, then you can easily store them as 
rows in a database table. For example, con sider a Java class Customer: 

public class Customer
{
   private String name;
   private String address;
   private String city;
   private String state;
   private String zip;
   . . .
}

Use the SQL 
commands 
CREATE TABLE and 
INSERT INTO to add 
data to a database.
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It is simple to come up with a database table structure that allows you to store cus-
tomers—see Figure 2. 

For other objects, it is not so easy. Consider an invoice. Each invoice object con-
tains a reference to a customer object:

public class Invoice
{
   private int invoiceNumber;
   private Customer theCustomer;
   . . .
}

Because Customer isn’t a standard SQL type, you might consider simply entering all the 
customer data into the invoice table—see Figure 3. However, this is not a good idea. 
If you look at the sample data in Figure 3, you will notice that Sam’s Small Appliances 
had two invoices, numbers 11731 and 11733. Yet all information for the customer was 
replicated in two rows. 

This replication has two problems. First, it is wasteful to store the same infor-
mation multiple times. If the same customer places many orders, then the replicated 
information can take up a lot of space. More importantly, the replication is danger-
ous. Suppose the customer moves to a new address. Then it would be an easy mistake 
to update the customer information in some of the invoice records and leave the old 
address in place in others.

In a Java program, neither of these problems occurs. Multiple Invoice objects can 
contain references to a single shared Customer object. 

Figure 2 A Customer Table

Customer

Name Address City State Zip

VARCHAR(40) VARCHAR(40) VARCHAR(30) CHAR(2) CHAR(5) 

Sam’s Small Appliances 100 Main Street Anytown CA 98765

Figure 3 A Poor Design for an Invoice Table with Replicated Customer Data

Invoice

Invoice_ 
Number

Customer_ 
Name

Customer_ 
Address

Customer_ 
City

Customer_ 
State

Customer_ 
Zip

. . .

INTEGER VARCHAR(40) VARCHAR(40) VARCHAR(30) CHAR(2) CHAR(5) . . .

11731 Sam’s Small 
Appliances

100 Main Street Anytown CA 98765 . . .

11732 Electronics 
Unlimited

1175 Liberty Ave Pleasantville MI 45066 . . .

11733 Sam’s Small 
Appliances

100 Main Street Anytown CA 98765 . . .
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Figure 4 Two Tables for Invoice and Customer Data

Invoice

Invoice_ 
Number

Customer_ 
Number

Payment

INTEGER INTEGER DECIMAL(10, 2)

11731 3175 0

11732 3176 249.95

11733 3175 0

Customer

Customer_ 
Number

Name Address City State Zip

INTEGER VARCHAR(40) VARCHAR(40) VARCHAR(30) CHAR(2) CHAR(5)

3175 Sam’s Small Appliances 100 Main Street Anytown CA 98765

3176 Electronics Unlimited 1175 Liberty Ave Pleasantville MI 45066

The first step in achieving the same effect in a database is to organize your data into 
multiple tables as in Figure 4. Dividing the columns into two tables solves the 
replication problem. The customer data are no longer replicated—the Invoice table 
contains no customer information, and the Customer table con tains a single record 
for each customer. But how can we refer to the customer to which an invoice is issued? 
Notice in Figure 4 that there is now a Customer_Number column in both the Cus-
tomer table and the Invoice table. Now all invoices for Sam’s Small Appliances share 
only the customer number. The two tables are linked by the Customer_Number 
field. To find out more details about this customer, you need to use the customer 
number to look up the customer in the Customer table. 

Note that the customer number is a unique identifier. We introduced the customer 
number because the customer name by itself may not be unique. For example, there 
may well be multiple Electronics Unlim ited stores in various locations. Thus, the 
customer name alone does not uniquely identify a record (a row of data), so we can-
not use the name as a link between the two tables. 

In database terminology, a column (or combination of columns) that uniquely 
identifies a row in a table is called a primary key. In our Customer table, the Cus-
tomer_Number column is a primary key. You need a primary key if you want to 
establish a link from another table. For example, the Customer table needs a primary 
key so that you can link customers to invoices.

When a primary key is linked to another table, the matching column (or combina-
tion of columns) in that table is called a foreign key. For example, the Customer_
Number in the Invoice table is a foreign key, linked to the primary key in the Cus-
tomer table. Unlike primary keys, foreign keys need not be unique. For example, in 
our Invoice table we have several records that have the same value for the Customer_
Number foreign key. 

You should avoid 
rows with replicated 
data. Instead, 
distribute the data 
over multiple tables.

A primary key 
is a column (or 
set of columns) 
whose value 
uniquely specifies a 
table record.

A foreign key is 
a reference to a 
primary key in a 
linked table.
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24.1.3 Implementing Multi-Valued Relation ships

Each invoice is linked to exactly one customer. That is called a single-valued relation-
ship. On the other hand, each invoice has many line items. (As in Chapter 12, a line 
item identifies the product, quantity, and unit price.) Thus, there is a multi-valued 
relationship between invoices and line items. In the Java class, the LineItem objects are 
stored in an array list:

public class Invoice
{ 
   private int invoiceNumber;
   private Customer theCustomer;
   private ArrayList<LineItem> items;
   private double payment;
   . . .
}

However, in a relational database, you need to store the information in tables. Sur-
prisingly many pro grammers, when faced with this situation, commit a major faux 
pas and replicate columns, one for each line item, as in Figure 5 below. 

Clearly, this design is not satisfactory. What should we do if there are more than 
three line items on an invoice? Perhaps we should have 10 line items instead? But that 
is wasteful if the majority of invoices have only a couple of line items, and it still does 
not solve our problem for the occasional invoice with lots of line items. 

Instead, distribute the information into two tables: one for invoices and another 
for line items. Link each line item back to its invoice with an Invoice_Number for-
eign key in the LineItem table—see Figure 6. 

Figure 5 A Poor Design for an Invoice Table with Replicated Columns

Invoice

Invoice_ 
Number

Customer_ 
Number

Product_ 
Code1

Quantity1
Product_ 
Code2

Quantity2
Product_ 
Code3

Quantity3 Payment

INTEGER INTEGER CHAR(7) INTEGER CHAR(7) INTEGER CHAR(7) INTEGER DECIMAL(10, 2)

11731 3175 116-064 3 257-535 1 643-119 2 0

Figure 6 Linked Invoice and LineItem Tables Implement a Multi-Valued Relationship

LineItem

Invoice_Number Product_Code Quantity

INTEGER CHAR(7) INTEGER

11731 116-064 3

11731 257-535 1

11731 643-119 2

11732 116-064 10

11733 116-064 2

11733 643-119 1

Invoice

Invoice_Number Customer_Number Payment

INTEGER INTEGER DECIMAL(10, 2)

11731 3175 0

11732 3176 249.50

11733 3175 0
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Figure 7 The Links Between the Tables in the Sample Database

Customer_Number

Invoice_Number

Product_Code

Invoice Customer

LineItem

Product

In a similar fashion, the LineItem table links to the Product table via the Product 
table’s Product_Code primary key. Our database now consists of four tables:

• Invoice
• Customer
• LineItem
• Product

Figure 7 shows the links between these tables. In the next section you will see how 
to query this database for information about invoices, customers, and products. The 
queries will take advantage of the links between the tables. 

1. Would a telephone number be a good primary key for a customer table? 
2. In the database of Section 24.1.3, what are all the products that customer 3176 

ordered? 

Practice It Now you can try these exercises at the end of the chapter: R24.2, R24.4, R24.5.

Stick with the Standard

The Java language is highly standardized. You will rarely find compilers that allow you to 
specify Java code that dif fers from the standard, and if they do, it is always a compiler bug. 
However, SQL implementations are often much more forgiving. For example, many SQL 
vendors allow you to use a Java-style escape sequence such as 

'Sam\'s Small Appliances'

in a SQL string. The vendor probably thought that this would be “helpful” to programmers 
who are familiar with Java or C. (The C language uses the same escape mechanism for denot-
ing special characters.) 

Implement one-to-
many relationships 
with linked tables, 
not replicated 
columns.

© Nicholas Homrich/iStockphoto.

S E L F  C H E C K

Programming Tip 24.1 
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However, this is an illusion. Deviating from the standard limits portability. Suppose you 
later want to move your database code to another vendor, perhaps to improve performance or 
to lower the cost of the database software. If the other vendor hasn’t implemented a particular 
deviation, then your code will no longer work and you need to spend time fixing it. 

To avoid these problems, you should stick with the standard. With SQL, you cannot rely 
on your database to flag all errors—some of them may be considered “helpful” extensions. 
That means that you need to know the standard and have the discipline to follow it. (See A 
Guide to the SQL Standard: A User’s Guide to the Standard Database Language, by Chris J. 
Date and Hugh Darwen (Addison-Wesley, 1996), for more information.)

Avoid Unnecessary Data Replication

It is very common for beginning database designers to replicate data. When replicating data in 
a table, ask yourself if you can move the replicated data into a separate table and use a key, such 
as a code or ID number, to link the tables.

Consider this example in an Invoice table: 

Invoice

. . . Product_Code Description Price . . .

. . . CHAR(7) VARCHAR(40) DECIMAL(10, 2) . . .

. . . 116-064 Toaster 24.95 . . .

. . . 116-064 Toaster 24.95 . . .

. . . . . . . . . . . . . . .

As you can see, some product information is replicated. Is this replication an error? It depends. 
The product descrip tion for the product with code 116-064 is always going to be “Toaster”. 
Therefore, that correspondence should be stored in an external Product table. 

The product price, however, can change over time. When it does, the old invoices don’t 
automatically use the new price. Thus, it makes sense to store the price that the customer was 
actually charged in an Invoice table. The current list price, however, is best stored in an exter-
nal Product table.

Don’t Replicate Columns in a Table

If you find yourself numbering columns in a table with suffixes 1, 2, and so forth (such as 
Quantity1, Quantity2, Quantity3), then you are probably on the wrong track. How do you 
know there are exactly three quantities? In that case, it’s time for another table. 

Add a table to hold the information for which you replicated the columns. In that table, add 
a column that links back to a key in the first table, such as the invoice number in our example. 
By using an additional table, you can implement a multi-valued relationship. 

Programming Tip 24.2 
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Programming Tip 24.3 
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Primary Keys and Indexes

Recall that a primary key is a column (or combination of columns) that uniquely identifies 
a row in a table. When a table has a primary key, then the database can build an index file: a 
file that stores information on how to access a row quickly when the primary key is known. 
Indexing can greatly increase the speed of database queries.

If the primary key is contained in a single column, then you can tag the column with the 
PRIMARY KEY attribute, like this: 

CREATE TABLE Product
(
   Product_Code CHAR(7) PRIMARY KEY,
   Description VARCHAR(40),
   Price DECIMAL(10, 2)
)

If the primary key is contained in multiple columns, then add a PRIMARY KEY clause to the end of 
the CREATE TABLE com mand, like this:

CREATE TABLE LineItem
(
   Invoice_Number INTEGER,
   Product_Code CHAR(7),
   Quantity INTEGER,
   PRIMARY KEY (Invoice_Number, Product_Code)
)

Occasionally, one can speed queries up by building secondary indexes: index files that index 
other column sets, which are not necessarily unique. That is an advanced technique that we 
will not discuss here.

24.2 Queries
Let’s assume that the tables in our database have been created and that records have 
been inserted. Once a database is filled with data, you will want to query the database 
for information, such as 

• What are the names and addresses of all customers?
• What are the names and addresses of all customers in California?
• What are the names and addresses of all customers who bought toasters?
• What are the names and addresses of all customers with unpaid invoices?

In this section you will learn how to formulate simple and complex queries in SQL. 
We will use the data shown in Figure 8 for our examples.

Special Topic 24.1 

© Eric Isselé/iStockphoto.
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24.2.1 

Figure 8  A Sample Database

Invoice

Invoice_ 
Number

Customer_ 
Number

Payment

INTEGER INTEGER DECIMAL(10, 2)

11731 3175 0

11732 3176 249.50

11733 3175 0

Product

Product_Code Description Price

CHAR(7) VARCHAR(40) DECIMAL(10, 2)

116-064 Toaster 24.95

257-535 Hair dryer 29.95

643-119 Car vacuum 19.99

Customer

Customer_ 
Number

Name Address City State Zip

INTEGER VARCHAR(40) VARCHAR(40) VARCHAR(30) CHAR(2) CHAR(5)

3175 Sam’s Small Appliances 100 Main Street Anytown CA 98765

3176 Electronics Unlimited 1175 Liberty Ave Pleasantville MI 45066

LineItem

Invoice_ 
Number

Product_ 
Code

Quantity

INTEGER CHAR(7) INTEGER

11731 116-064 3

11731 257-535 1

11731 643-119 2

11732 116-064 10

11733 116-064 2

11733 643-119 1

Simple Queries

In SQL, you use the SELECT command to issue queries. For example, the command to 
select all data from the Customer table is

SELECT * FROM Customer

The result is

Customer_ 
Number

Name Address City State Zip

3175 Sam’s Small 
Appliances

100 Main Street Anytown CA 98765

3176 Electronics 
Unlimited

1175 Liberty Ave Pleasantville MI 45066

Use the SQL SELECT 
command to query 
a database.
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Figure 9 An Interactive SQL Tool

The outcome of the query is a view—a set of rows and columns that provides a “win-
dow” through which you can see some of the database data. If you select all rows and 
columns from a single table, of course you get a view into just that table.

Many database systems have tools that let you issue interactive SQL commands—
Figure 9 shows a typical example. When you issue a SELECT command, the tool dis-
plays the resulting view. You may want to skip ahead to Section 24.3 and install a 
database. Or perhaps your computer lab has a database installed already. Then you 
can run the interactive SQL tool of your database and try out some queries. 

24.2.2 Selecting Columns

Often, you don’t care about all columns in a table. Suppose your traveling salesper-
son is planning a trip to all customers. To plan the route, the salesperson wants to 
know the cities and states of all customers. Here is the query: 

SELECT City, State FROM Customer 

The result is 

City State

Anytown CA

Pleasantville MI
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As you can see, the syntax for selecting columns is straightforward. Simply specify 
the names of the col umns you want, separated by commas.

24.2.3 Selecting Subsets

You just saw how you can restrict a view to show selected columns. Sometimes you 
want to select certain rows that fit a particular criterion. For example, you may want 
to find all customers in California. When ever you want to select a subset, you use the 
WHERE clause, followed by the condition that describes the subset. Here is an example:

SELECT * FROM Customer WHERE State = 'CA'

The result is 

Customer_ 
Number

Name Address City State Zip

3175 Sam’s Small 
Appliances

100 Main Street Anytown CA 98765

You have to be a bit careful with expressing the condition in the WHERE clause, because 
SQL syntax differs from the Java syntax. As you already know, in SQL you use single 
quotes to delimit strings, such as 'CA'. You also use a single =, not a double ==, to test 
for equality. To test for inequality, you use the <> operator. For example

SELECT * FROM Customer WHERE State <> 'CA'

selects all customers that are not in California.
You can match patterns with the LIKE operator. The right-hand side must be a string 

that can contain the special symbols _ (match exactly one character) and % (match any 
character sequence). For example, the expression

Name LIKE '_o%'

matches all strings whose second character is an “o”. Thus, “Toaster” is a match but 
“Crowbar” is not.

You can combine expressions with the logical connectives AND, OR, and NOT. (Do not 
use the Java &&, ||, and ! operators.) For example

SELECT * 
   FROM Product 
   WHERE Price < 100 
      AND Description <> 'Toaster'

selects all products with a price less than 100 that are not toasters.
Of course, you can select both row and column subsets, such as
SELECT Name, City FROM Customer WHERE State = 'CA'

24.2.4 Calculations

Suppose you want to find out how many customers there are in California. Use the 
COUNT function:

SELECT COUNT(*) FROM Customer WHERE State = 'CA' 

The WHERE clause 
selects data that 
fulfill a condition.



24.2 Queries  W1025

In addition to the COUNT function, there are four other functions: SUM, AVG (average), MAX, 
and MIN.

The * means that you want to calculate entire records. That is appropriate only for 
the COUNT function. For other functions, you have to access a specific column. Put the 
column name inside the parentheses:

SELECT AVG(Price) FROM Product

24.2.5 Joins

The queries that you have seen so far all involve a single table. However, the informa-
tion that you want is usually distributed over multiple tables. For example, suppose 
you are asked to find all invoices that include a line item for a car vacuum. From the 
Product table, you can issue a query to find the product code:

SELECT Product_Code 
   FROM Product 
   WHERE Description = 'Car vacuum'

You will find out that the car vacuum has product code 643-119. Then you can issue 
a second query:

SELECT Invoice_Number 
   FROM LineItem 
   WHERE Product_Code = '643-119'

But it makes sense to combine these two queries so that you don’t have to keep track 
of the intermediate result. When combining queries, note that the two tables are 
linked by the Product_Code field. We want to look at matching rows in both tables. 
In other words, we want to restrict the search to rows where 

Product.Product_Code = LineItem.Product_Code

Here, the syntax
TableName.ColumnName 

denotes the column in a particular table. Whenever a query involves multiple tables, 
you should specify both the table name and the column name. Thus, the combined 
query is

SELECT LineItem.Invoice_Number 
   FROM Product, LineItem 
   WHERE Product.Description = 'Car vacuum' 
      AND Product.Product_Code = LineItem.Product_Code

The result is 

Invoice_Number

11731

11733

In this query, the FROM clause contains the names of multiple tables, separated by com-
mas. (It doesn’t mat ter in which order you list the tables.) Such a query is often called 
a join because it involves joining multi ple tables.

A join is a query 
that involves 
multiple tables.
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You may want to know in what cities hair dryers are popular. Now you need to add 
the Customer table to the query—it contains the customer addresses. The customers 
are referenced by invoices, so you need that table as well. Here is the complete query:

SELECT Customer.City, Customer.State, Customer.Zip 
   FROM Product, LineItem, Invoice, Customer 
   WHERE Product.Description = 'Hair dryer' 
      AND Product.Product_Code = LineItem.Product_Code
      AND LineItem.Invoice_Number = Invoice.Invoice_Number
      AND Invoice.Customer_Number = Customer.Customer_Number

The result is 

City State Zip

Anytown CA 98765

Whenever you formulate a query that involves multiple tables, remember to:

• List all tables that are involved in the query in the FROM clause.
• Use the TableName.ColumnName syntax to refer to column names.
• List all join conditions (TableName1.ColumnName1 = TableName2.ColumnName2) 

in the WHERE clause.

As you can see, these queries can get a bit complex. However, database management 
systems are very good at answering these queries (see Programming Tip 24.5 on page 
W1039). One remarkable aspect of SQL is that you describe what you want, not how to 
find the answer. It is entirely up to the database management system to come up with 
a plan for how to find the answer to your query in the shortest number of steps.

Commercial database manufac turers take great pride in coming up with clever 
ways to speed up queries: query optimization strategies, caching of prior results, and 
so on. In this regard, SQL is a very different language from Java. SQL state ments are 
descriptive and leave it to the database to determine how to execute them. Java state-
ments are prescriptive—you spell out exactly the steps you want your program to 
carry out.

24.2.6 Updating and Deleting Data

Up to now, you have been shown how to formulate increasingly complex SELECT que-
ries. The outcome of a SELECT query is a result set that you can view and analyze. Two 
related statement types, UPDATE and DELETE, don’t produce a result set. Instead, they 
modify the database. The DELETE statement is the easier of the two. It simply deletes 
the rows that you specify. For example, to delete all customers in California, you 
issue the statement

DELETE FROM Customer WHERE State = 'CA'

The UPDATE query allows you to update columns of all records that fulfill a certain 
condition. For example, here is how you can add another unit to the quantity of every 
line item in invoice number 11731:

UPDATE LineItem
   SET Quantity = Quantity + 1
   WHERE Invoice_Number = '11731'

The UPDATE and 
DELETE SQL 
commands modify 
the data in a 
database.
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You can update multiple column values by specifying multiple update expressions in 
the SET clause, sepa rated by commas. 

Both the DELETE and the UPDATE statements return a value, namely the number of 
rows that are deleted or updated.

3. How do you query the names of all customers that are not from Alaska or 
Hawaii? 

4. How do you query all invoice numbers of all customers in Hawaii?

Practice It Now you can try these exercises at the end of the chapter: R24.7, R24.13, R24.14.

Joining Tables Without Specifying a Link Condition

If you select data from multiple tables without a restriction, the result is somewhat surpris-
ing—you get a result set containing all combinations of the values, whether or not one of the 
combinations exists with actual data. For exam ple, the query

SELECT Invoice.Invoice_Number, Customer.Name
   FROM Invoice, Customer

returns the result set 

Invoice.Invoice_Number Customer.Name

11731 Sam’s Small Appliances

11732 Sam’s Small Appliances

11733 Sam’s Small Appliances

11731 Electronics Unlimited

11732 Electronics Unlimited

11733 Electronics Unlimited

As you can see, the result set contains all six combinations of invoice numbers (11731, 11732, 
11733) and customer names (Sam’s Small Appliances and Electronics Unlimited), even though 
three of those combinations don’t occur with real invoices. You need to supply a WHERE clause 
to restrict the set of combinations. For example, the query

SELECT Invoice.Invoice_Number, Customer.Name
   FROM Invoice, Customer 
   WHERE Invoice.Customer_Number = Customer.Customer_Number

yields

Invoice.Invoice_Number Customer.Name

11731 Sam’s Small Appliances

11732 Electronics Unlimited

11733 Sam’s Small Appliances
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24.3 Installing a Database
A wide variety of database systems are available. Among them are

• Production-quality databases, such as Oracle, IBM DB2, Microsoft SQL Server, 
PostgreSQL, or MySQL.

• Lightweight Java databases, such as Apache Derby.
• Desktop databases, such as Microsoft Access.

Which one should you choose for learning database programming? That depends 
greatly on your avail able budget, computing resources, and experience with installing 
complex software. In a laboratory envi ronment with a trained administrator, it makes 
a lot of sense to install a production-quality database. Lightweight Java databases are 
much easier to install and work on a variety of platforms. This makes them a good 
choice for the beginner. Desktop databases have limited SQL support and can be dif-
ficult to configure for Java programming. 

In addition to a database, you need a JDBC driver. The acronym JDBC stands 
for Java Database Con nectivity, the name of the technology that enables Java pro-
grams to interact with databases. When your Java program issues SQL commands, 
the driver forwards them to the database and lets your program analyze the results 
(see Figure 10). 

Different databases require different drivers, which may be supplied by either the 
database manufac turer or a third party. You need to locate and install the driver that 
matches your database. 

If you work in a computing laboratory, someone will have installed a database for 
you, and you should ask your lab for instructions on how to use it. If you need to 
provide your own database, we suggest that you choose Apache Derby. It is included 
with the Java Development Kit. You can also download it separately from http://
db.apache.org/derby/.

You should run a test program to check that your database is working correctly. 
You will find the code for the test program at the end of this section. The following 
section describes the implementation of the test program in detail. 

If you use Apache Derby, then follow these instructions:

1. Locate the JDBC driver file derby.jar and copy it into the ch24/section_3 
directory of the companion code for this book. 

2. Open a shell window, change to the ch24/section_3 directory, and run
javac TestDB.java
java -classpath derby.jar;. TestDB database.properties

If you run Linux, UNIX, or Mac OS X, use a colon, not a semicolon, as a path 
separator:

java -classpath derby.jar:. TestDB database.properties

3. If you followed the test instructions precisely, you should see one line of 
output with the name “Romeo”. You may then skip the remainder of this 
section.

If you install a database other than the one included with Java, you will need to set 
aside some time to carry out the installation process. Detailed instructions for install-
ing a database vary widely. 

You need a JDBC 
(Java Database 
Connectivity) driver 
to access a database 
from a Java program.
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Here we give you a general sequence of steps on how to install a database and test 
your installation:

1. Install the database program. 
2. Start the database. With most database systems (but not some of the light-

weight Java database sys tems), you need to start the database server before you 
can carry out any database operations. Read the installation instructions for 
details. 

3. Set up user accounts. This typically involves running an administration pro-
gram, logging in as administrator with a default administration account, and 
adding user names and passwords. If you are the only user of the database, you 
may simply be able to use a default account. Again, details vary greatly among 
databases, and you should consult the documentation. 

4. Run a test. Locate the program that allows you to execute interactive SQL 
instructions. Run the program and issue the following SQL instructions: 

CREATE TABLE Test (Name VARCHAR(20))
INSERT INTO Test VALUES ('Romeo')
SELECT * FROM Test
DROP TABLE Test

At this point, you should get a display that shows a single row and column of 
the Test database, containing the string “Romeo”. If not, carefully read the 
documentation of your SQL tool to see how you need to enter SQL state-
ments. For example, with some SQL tools, you need a special ter minator for 
each SQL statement. 

Next, locate the JDBC driver and run a sample Java program to verify that the instal-
lation was successful. 

Here are the steps for testing the JDBC driver:

1. Every JDBC driver contains some Java code that your Java programs require 
to connect to the data base. From the JDBC driver documentation, find the 
class path for the driver. Here is a typical example—the class path component 
for the Apache Derby JDBC driver that is included in the Java Development 
Kit. 

c:\jdk1.7.0\db\lib\derby.jar

One version of the Oracle database uses a class path 
/usr/local/oracle/jdbc/classes111b.zip

You will find this information in the documentation of your database system.

Figure 10 JDBC Architecture

Database
ServerJava Program JDBC Driver Database

Tables

Make sure the 
JDBC driver is on 
the class path when 
you launch the 
Java program.
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2. If your JDBC driver is not fully compliant with the JDBC4 standard, you need 
to know the name of the driver class. For example, the Oracle database uses 

oracle.jdbc.driver.OracleDriver

Your database documentation will have this information.
3. Find the name of the database URL that your driver expects. All database 

URLs have the format 
jdbc:subprotocol:driver-specific data 

The subprotocol is a code that identifies the driver manufacturer, such as derby 
or oracle. The driver-specific data encode the database name and the location of 
the database. Here are typical examples: 

jdbc:derby:InvoiceDB;create=true
jdbc:oracle:thin:@larry.mathcs.sjsu.edu:1521:InvoiceDB 

Again, consult your JDBC driver information for details on the format of the 
database URL and how to specify the database that you use. 

4. In order to run the TestDB.java program at the end of this section, edit the file 
database.properties and supply 

• The driver class name (if required).
• The database URL.
• Your database user name.
• Your database password.

With lightweight Java databases such as Apache Derby, you usually specify a 
blank user name and password.

5. Compile the program as 
javac TestDB.java

6. Run the program as 
java -classpath driver_class_path;. TestDB database.properties

In UNIX/Linux/Mac OS X, use a : separator in the class path: 
java -classpath driver_class_path:. TestDB database.properties

If everything works correctly, you will get an output that lists all data in the 
Test table. If you fol lowed the test instructions precisely, you will see one line 
of output with the name “Romeo”.

Here is the test program. We will explain the Java instructions in this program in the 
following section.

section_3/TestDB.java

1 import java.io.File
2 import java.sql.Connection;
3 import java.sql.ResultSet;
4 import java.sql.Statement;
5 
6 /**
7    Tests a database installation by creating and querying 
8    a sample table. Call this program as 
9    java -classpath driver_class_path;. TestDB propertiesFile 

10 */

To connect to the 
database, you need 
to specify a database 
URL, user name, 
and password.
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11 public class TestDB 
12 {
13    public static void main(String[] args) throws Exception
14    {
15       if (args.length == 0)
16       {   
17          System.out.println(
18                "Usage: java -classpath driver_class_path"
19                + File.pathSeparator
20                + ". TestDB propertiesFile");
21          return;
22       }
23 
24       SimpleDataSource.init(args[0]);
25         
26       try (Connection conn = SimpleDataSource.getConnection())
27       {
28          Statement stat = conn.createStatement();
29          
30          stat.execute("CREATE TABLE Test (Name VARCHAR(20))");
31          stat.execute("INSERT INTO Test VALUES ('Romeo')");
32    
33          ResultSet result = stat.executeQuery("SELECT * FROM Test");
34          result.next();
35          System.out.println(result.getString("Name"));
36 
37          stat.execute("DROP TABLE Test");
38       }
39    }
40 }

section_3/SimpleDataSource.java

1 import java.sql.Connection;
2 import java.sql.DriverManager;
3 import java.sql.SQLException;
4 import java.io.FileInputStream;
5 import java.io.IOException;
6 import java.util.Properties;
7 
8 /**
9    A simple data source for getting database connections. 

10 */
11 public class SimpleDataSource
12 {
13    private static String url;
14    private static String username;
15    private static String password;
16 
17    /**
18       Initializes the data source. 
19       @param fileName the name of the property file that 
20       contains the database driver, URL, username, and password 
21    */
22    public static void init(String fileName)
23          throws IOException, ClassNotFoundException
24    { 
25         Properties props = new Properties();
26       FileInputStream in = new FileInputStream(fileName);
27       props.load(in);
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28 
29       String driver = props.getProperty("jdbc.driver");
30       url = props.getProperty("jdbc.url");
31       username = props.getProperty("jdbc.username");
32       if (username == null) { username = ""; }
33       password = props.getProperty("jdbc.password");
34       if (password == null) { password = ""; }
35       if (driver != null) { Class.forName(driver); }
36    }
37 
38    /**
39       Gets a connection to the database. 
40       @return the database connection 
41    */
42    public static Connection getConnection() throws SQLException
43    {
44       return DriverManager.getConnection(url, username, password);
45    }
46 }

section_3/database.properties (for Apache Derby)

jdbc.url=jdbc:derby:BigJavaDB;create=true
# With other databases, you may need to add entries such as these
# jdbc.username=admin
# jdbc.password=secret
# jdbc.driver=org.apache.derby.jdbc.EmbeddedDriver

5. After installing a database system, how can you test that it is properly installed?
6. You are starting a Java database program to use the Apache Derby database and 

get the following error message:
Exception in thread "main" java.sql.SQLException: No suitable driver found for 
jdbc:derby:BigJavaDB;cre ate=true

What is the most likely cause of this error? 

Practice It Now you can try these exercises at the end of the chapter: R24.18, R24.19, R24.20.

24.4 Database Programming in Java

24.4.1 Connecting to the Database

To connect to a database, you need an object of the Connection class. The following 
shows you how to obtain such a connection. With older versions of the JDBC stan-
dard, you first need to manually load the database driver class. Starting with JDBC4 
(which is a part of Java 6), the driver is loaded automatically. If you use Java 6 or later 
and a fully JDBC4 compatible driver, you can skip the loading step. Otherwise, use 
the following code:

String driver = . . .;
Class.forName(driver); // Load driver 
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Next, you ask the Driver Manager for a connection. You need to initialize the url, user-
name, and password strings with the values that apply to your database:

String url = . . .;
String username = . . .;
String password = . . .;
Connection conn = DriverManager.getConnection(url, username, password); 

When you are done issuing your database commands, the database connection needs 
to be closed. Use the try-with-resources statement:

try (Connection conn = . . .)
{
   Work with conn.
}

Larger programs (such as the bank example in Worked Example 24.1) need to con-
nect to the database from many classes. You don’t want to propagate the database 
login information to a large number of classes. Also, it is usually not feasible to use 
a single connection for all database requests. In particular, as you will see in Chapter 
26, a container for web applications can run many simultaneous web page requests 
from differ ent browsers. Each page request needs its own database connection. But 
because opening a database con nection is quite slow and page requests come so fre-
quently, database connections need to be pooled rather than closed and reopened.  

In order to decouple connection management from the other database code, we 
supply a SimpleDataSource class for this purpose. The implementation is at the end 
of Section 24.3. This class is a very simple tool for connection management. At the 
beginning of your program, call the static init method with the name of the database 
configuration file, for example

SimpleDataSource.init("database.properties");

The configuration file is a text file that may contain the following lines:
jdbc.driver= . . .
jdbc.url= . . .
jdbc.username= . . .
jdbc.password= . . .  

The init method uses the Properties class, which is designed to make it easy to read 
such a file. The Properties class has a load method to read a file of key/value pairs from 
a stream: 

Properties props = new Properties(); 
FileInputStream in = new FileInputStream(fileName); 
props.load(in); 

The getProperty method returns the value of a given key: 
String driver = props.getProperty("jdbc.driver");

You don’t actually have to think about this—the init method takes care of the details. 
Whenever you need a connection, call
try (Connection conn = . . .)
{
   Work with conn.
}

Real-world connection managers have slightly different methods, but the basic prin-
ciple is the same. 
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24.4.2 Executing SQL Statements

Once you have a connection, you can use it to create Statement objects. You need 
Statement objects to exe cute SQL statements. 

Statement stat = conn.createStatement(); 

The execute method of the Statement class executes a SQL statement. For example,
stat.execute("CREATE TABLE Test (Name CHAR(20))");
stat.execute("INSERT INTO Test VALUES ('Romeo')");

To issue a query, use the executeQuery method of the Statement class. The query result is 
returned as a ResultSet object. For example,

String query = "SELECT * FROM Test";
ResultSet result = stat.executeQuery(query);

You will see in the next section how to use the ResultSet object to analyze the result of 
the query.

For UPDATE statements, you can use the executeUpdate method. It returns the number 
of rows affected by the statement: 

String command = "UPDATE LineItem"
      + " SET Quantity = Quantity + 1"
      + " WHERE Invoice_Number = '11731'";
int count = stat.executeUpdate(command);

If your statement has variable parts, then you should use a PreparedStatement instead: 

String query = "SELECT * WHERE Account_Number = ?";
PreparedStatement stat = conn.prepareStatement(query);

The ? symbols in the query string denote variables that you fill in when you make an 
actual query. You call one of several set methods for that purpose, for example

stat.setString(1, accountNumber);

The first parameter of the set methods denotes the variable position: 1 is the first ?, 2 
the second, and so on. There are also methods setInt and setDouble for setting numeri-
cal variables. After you set all variables, you call executeQuery or executeUpdate. 

Finally, you can use the generic execute method to execute arbitrary SQL state-
ments. It returns a bool ean value to indicate whether the SQL command yields a result 
set. If so, you can obtain it with the getRe sultSet method. Otherwise, you can get the 
update count with the getUpdateCount method.

String command = . . .;
boolean hasResultSet = stat.execute(command);
if (hasResultSet)
{
   ResultSet result = stat.getResultSet();
   . . . 
}
else
{
   int count = stat.getUpdateCount();
   . . . 
}

You can reuse a Statement or PreparedStatement object to execute as many SQL com-
mands as you like. However, for each statement, you should only have one active 

A Connection object 
can create Statement 
objects that are 
used to execute SQL 
commands.

The result of a SQL 
query is returned in a 
ResultSet object.
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ResultSet. If your program needs to look at several result sets at the same time, then 
you need to create multiple Statement objects. 

When you are done with a Statement object, be sure that it is closed by declaring it 
in a try-with-resources statement:

try (PreparedStatement stat = conn.prepareStatement(query))
{
   Configure stat.
   ResultSet result = stat.getResultSet();
   Analyze result.
}

You do not need to close the result set—it is automatically closed when the statement 
is closed. However, if you make multiple queries with the same statement, close each 
result set before making a new query.

When you close a connection, it automatically closes all statements and result sets. 

24.4.3 Analyzing Query Results

A ResultSet lets you fetch the query result, one row at a time. You iterate through 
the rows, and for each row, you can inspect the column values. Like the collection 
iterators that you saw in Chapter 15, the ResultSet class has a next method to visit 
the next row. However, the behavior of the next method is some what different. The 
next method does not return any data; it returns a boolean value that indicates whether 
more data are available. Moreover, when you first get a result set from the execute-
Query method, no row data are available. You need to call next to move to the first row. 
This appears curious, but it makes the iteration loop simple:

while (result.next())
{
   Inspect column data from the current row.
}

If the result set is completely empty, then the first call to result.next() returns false, 
and the loop is never entered. Otherwise, the first call to result.next() fetches the 
data for the first row from the database. As you can see, the loop ends when the next 
method returns false, which indicates that all rows have been fetched. 

Once the result set object has fetched a particular row, you can inspect its columns. 
Various get meth ods return the column value formatted as a number, string, date, and 
so on. In fact, for each data type, there are two get methods. One of them has an inte-
ger argument that indicates the column position. The other has a string argument for 
the column name. For example, you can fetch the product code as

String productCode = result.getString(1);

or
String productCode = result.getString("Product_Code");

Note that the integer index starts at one, not at zero; that is, getString(1) inspects the 
first column. Data base column indexes are different from array subscripts. 

Accessing a column by an integer index is marginally faster and perfectly accept-
able if you explicitly named the desired columns in the SELECT statement, such as

SELECT Invoice_Number FROM Invoice WHERE Payment = 0
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However, if you make a SELECT * query, it is a good idea to use a column name instead 
of a column index. It makes your code easier to read, and you don’t have to update 
the code when the column layout changes. 

In this example, you saw the getString method in action. To fetch a number, use the 
getInt and getDouble methods instead, for example

int quantity = result.getInt("Quantity");
double unitPrice = result.getDouble("Price"); 

24.4.4 Result Set Metadata

When you have a result set from an unknown table, you may want to know the names 
of the columns. You can use the ResultSetMetaData class to find out about properties of 
a result set. Start by requesting the metadata object from the result set:

ResultSetMetaData metaData = result.getMetaData();

Then you can get the number of columns with the getColumnCount method. The 
getColumnLabel method gives you the column name for each column. Finally, the 
get Column DisplaySize method returns the column width, which is useful if you want to 
print table rows and have the columns line up. Note that the indexes for these meth-
ods start with 1. For example,

for (int i = 1; i <= metaData.getColumnCount(); i++)
{
   String columnName = metaData.getColumnLabel(i);
   int columnSize = metaData.getColumnDisplaySize(i);
   . . .
} 

ExecSQL.java is a useful sample program that puts these concepts to work. The pro-
gram reads a file containing SQL statements and executes them all. When a statement 
has a result set, the result set is printed, using the result set metadata to determine the 
column count and column labels. 

For example, suppose you have the following file:

section_4/Product.sql

CREATE TABLE Product 
      (Product_Code CHAR(7), Description VARCHAR(40), Price DECIMAL(10, 2))
INSERT INTO Product VALUES ('116-064', 'Toaster', 24.95)
INSERT INTO Product VALUES ('257-535', 'Hair dryer', 29.95)
INSERT INTO Product VALUES ('643-119', 'Car vacuum', 19.95)
SELECT * FROM Product

Run the Exec.SQL program as
java -classpath derby.jar;. ExecSQL database.properties Product.sql

The program executes the statements in the Product.sql file and prints out the result of 
the SELECT query.

You can also use the Exec.SQL program as an interactive testing tool. Run
java -classpath derby.jar;. ExecSQL database.properties

Then type in SQL commands at the command line. Every time you press the Enter 
key, the command is executed.

Metadata are data 
about an object. 
Result set metadata 
describe the 
properties of a  
result set.
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section_4/ExecSQL.java

1 import java.sql.Connection;
2 import java.sql.ResultSet;
3 import java.sql.ResultSetMetaData;
4 import java.sql.Statement;
5 import java.sql.SQLException;
6 import java.io.File;
7 import java.io.IOException;
8 import java.util.Scanner;
9 

10 /**
11    Executes all SQL statements from a file or the console. 
12 */
13 public class ExecSQL
14 {
15    public static void main(String[] args) 
16          throws SQLException, IOException, ClassNotFoundException
17    {   
18       if (args.length == 0)
19       {   
20          System.out.println(
21                "Usage: java -classpath driver_class_path"
22                + File.pathSeparator 
23                + ". ExecSQL propertiesFile [SQLcommandFile]");
24          return;
25         }
26 
27       SimpleDataSource.init(args[0]);
28       
29       Scanner in; 
30       if (args.length > 1) 
31       {
32          in = new Scanner(new File(args[1]));
33       }
34       else
35       {
36          in = new Scanner(System.in);
37       }
38       
39       try (Connection conn = SimpleDataSource.getConnection(),
40             Statement stat = conn.createStatement())
41       {
42          while (in.hasNextLine())
43          {
44             String line = in.nextLine();
45             try
46             {
47                boolean hasResultSet = stat.execute(line);
48                if (hasResultSet)
49                {
50                   try (ResultSet result = stat.getResultSet())
51                   {
52                      showResultSet(result);
53                   }
54                }
55             }
56             catch (SQLException ex)
57             {
58                System.out.println(ex);
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59             }
60          }
61       }
62    }
63 
64    /**
65       Prints a result set. 
66       @param result the result set 
67    */
68    public static void showResultSet(ResultSet result) 
69          throws SQLException
70    { 
71       ResultSetMetaData metaData = result.getMetaData();
72       int columnCount = metaData.getColumnCount();
73 
74       for (int i = 1; i <= columnCount; i++)
75       { 
76          if (i > 1) { System.out.print(", "); }
77          System.out.print(metaData.getColumnLabel(i));
78       }
79       System.out.println();
80 
81       while (result.next())
82       { 
83          for (int i = 1; i <= columnCount; i++)
84          { 
85             if (i > 1) { System.out.print(", "); }
86             System.out.print(result.getString(i));
87          }
88          System.out.println();
89       }
90    }
91 }

7. Suppose you want to test whether there are any customers in Hawaii. Issue the 
statement
ResultSet result = stat.executeQuery("SELECT * FROM Customer WHERE State = 'HI'");

Which Boolean expression answers your question? 
8. Suppose you want to know how many customers are in Hawaii. What is an 

efficient way to get this answer?

Practice It Now you can try these exercises at the end of the chapter: R24.22, E24.3, E24.5.

Constructing Queries from Arbitrary Strings

Suppose you need to issue the following query with different names.

SELECT * FROM Customer WHERE Name = customerName

Many students try to construct a SELECT statement manually, like this:

String customerName = . . . ;
String query = "SELECT * FROM Customer WHERE Name = '" + customerName + "'";
ResultSet result = stat.executeQuery(query);
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However, this code will fail if the name contains single quotes, such as "Sam's Small Appli-
ances". The query string has a syntax error: a mismatched quote. More serious failures can be 
introduced by hackers who deliberately enter names or addresses with SQL control charac-
ters, changing the meanings of queries. These “SQL injection attacks” have been responsible 
for many cases of data theft. Never add a string to a query that you didn’t type yourself.

The remedy is to use a PreparedStatement instead:

String query = "SELECT * FROM Customer WHERE Name = ?";
PreparedStatement stat = conn.prepareStatement(query);
stat.setString(1, aName);
ResultSet result = stat.executeQuery(query);

The setString method of the PreparedStatement class will properly handle quotes and other 
special characters in the string.

Don’t Hardwire Database Connection Parameters into Your Program 

It is considered inelegant to hardwire the database parameters into a program:

public class MyProg
{
   public static void main(String[] args)
   {
      // Don’t do this: 
      String driver = "oracle.jdbc.driver.OracleDriver";
      String url = "jdbc:oracle:thin:@larry.mathcs.sjsu.edu:1521:InvoiceDB";
      String username = "admin";
      String password = "secret";
      . . . 
   }
} 

If you want to change to a different database, you must locate these strings, update them, and 
recompile.

Instead, place the strings into a separate configuration file (such as database.properties in 
our sample program). The SimpleDataSource.java file reads in the configuration file with the 
database connection parameters. To connect to a different database, you simply supply a dif-
ferent con figuration file name on the command line. 

Let the Database Do the Work

You now know how to issue a SQL query from a Java program and iterate through the result 
set. A common error that students make is to iterate through one table at a time to find a result. 
For example, suppose you want to find all invoices that contain car vacuums. You could use 
the following plan:

1. Issue the query SELECT * FROM Product and iterate through the result set to find the 
product code for a car vac uum.

2. Issue the query SELECT * FROM LineItem and iterate through the result set to find the line 
items with that product code.

However, that plan is extremely inefficient. Such a program does in very slow motion what a 
database has been designed to do quickly. 

Programming Tip 24.4 
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Instead, you should let the database do all the work. Give the complete query to the 
database:

SELECT LineItem.Invoice_Number 
   FROM Product, LineItem 
   WHERE Product.Description = ‘Car vacuum’ 
      AND Product.Product_Code = LineItem.Product_Code

Then iterate through the result set to read all invoice numbers. 
Beginners are often afraid of issuing complex SQL queries. However, you are throwing 

away a major benefit of a relational database if you don’t take advantage of SQL.

24.5 Application: Entering an Invoice
In this section, we develop a program for entering an invoice into the database shown 
in Figure 8. Here is a sample program run:

Name: Robert Lee
Street address: 833 Lyon Street
City: San Francisco
State: CA
Zip: 94155
Product code (D=Done, L=List): L
116-064 Toaster
257-535 Hair dryer
643-119 Car vacuum
Product code (D=Done, L=List): 116-064
Quantity: 2
Product code (D=Done, L=List): 257-535
Quantity: 3
Product code (D=Done, L=List): D 
Robert Lee
833 Lyon Street
San Francisco, CA 94155     
2 x 116-064 Toaster
3 x 257-535 Hair dryer

This program puts the concepts of the preceding sections to work.
Before running the program, we assume that the Customer, Product, Invoice, and 

Line Item tables have been created. To do so, you can run the ExecSQL program of Sec-
tion 24.4 with the following files (provided with the book’s companion code):

Customer.sql

Product.sql

Invoice.sql

LineItem.sql

As in the previous programs, we use our SimpleDataSource helper class to get a database 
connection. Then we call addInvoice so it can prompt for the invoice information.

SimpleDataSource.init(args[0]);

try (Connection conn = SimpleDataSource.getConnection(),
   Scanner in = new Scanner(System.in))
{
   addInvoice(in, conn);
}
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The newCustomer method prompts for the new customer information and adds it to the 
database. The nextLine method is a convenience method for prompting the user and 
reading a string from a Scanner—see the code at the end of this section.

private static int newCustomer(Connection conn, Scanner in)
   throws SQLException
{
   String name = nextLine(in, "Name");
   String address = nextLine(in, "Street address");
   String city = nextLine(in, "City");
   String state = nextLine(in, "State");
   String zip = nextLine(in, "Zip");
   int id = . . .;
   try (PreparedStatement stat = conn.prepareStatement(
      "INSERT INTO Customer VALUES (?, ?, ?, ?, ?, ?)"))
   {
      stat.setInt(1, id);
      stat.setString(2, name);
      stat.setString(3, address);
      stat.setString(4, city);
      stat.setString(5, state);
      stat.setString(6, zip);
      stat.executeUpdate();
   }
   return id;
}

The method gathers the new customer data and issues an INSERT INTO statement to 
store them in the database.

But how do we provide the ID? We don’t want to ask the program user to come up 
with IDs. They should be automatically assigned. We will query the largest ID that 
has been used so far, and use the next larger value as the new ID:

try (Statement stat = conn.createStatement())
{
   ResultSet result = stat.executeQuery(
      "SELECT max(Customer_Number) FROM Customer");
   result.next();
   int id = result.getInt(1) + 1;
} 

There is just one potential problem. If two users access the database simultaneously, 
it is possible that both of them create a customer with the same ID at the same time. 
The remedy is to place the code for adding a customer inside a transaction—see Spe-
cial Topic 24.2. This is an important requirement in a database with simultaneous 
users. However, we will skip this step to keep the program simple.

Later, we also need to generate new IDs for invoices. We provide a method getNewId 
that works for both tables.

This completes the customer portion of the invoice entry. We now add a row for 
the invoice, calling the getNewId method to get a new invoice number.

int id = getNewId(conn, "Invoice");
try (PreparedStatement stat = conn.prepareStatement(
   "INSERT INTO Invoice VALUES (?, ?, 0)"))
{
   stat.setInt(1, id);
   stat.setInt(2, customerNumber);
   stat.executeUpdate();
}
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Next, the user needs to enter the product codes. When a user provides a code, we 
will check that it is valid. That is a very simple SELECT query. We don’t even look at the 
result set—if it has a row, we have found the product.

try (PreparedStatement stat = conn.prepareStatement(
   "SELECT * FROM Product WHERE Product_Code = ?"))
{
   stat.setString(1, code);
   ResultSet result = stat.executeQuery();
   boolean found = result.next();
}

You will find this code in the findProduct method.
When the user chooses to see a list of products, we issue a simple query and list the 

result, as shown here:
try (Statement stat = conn.createStatement())
{
   ResultSet result = stat.executeQuery(
      "SELECT Product_Code, Description FROM Product");
   while (result.next())
   {
      String code = result.getString(1);
      String description = result.getString(2);
      System.out.println(code + " " + description);
   }
}

Whenever the user has supplied a product code and a quantity, we add another row 
to the LineItem table. That is yet another INSERT INTO statement—you will find it in the 
addLineItem method below.

The following loop keeps asking for product codes and quantities:
boolean done = false;
while (!done)
{
   String productCode = nextLine(in, "Product code (D=Done, L=List)");
   if (productCode.equals("D")) { done = true; }
   else if (productCode.equals("L")) { listProducts(conn); }               
   else if (findProduct(conn, productCode))
   {
      int quantity = nextInt(in, "Quantity");
      addLineItem(conn, id, productCode, quantity);
   }
   else { System.out.println("Invalid product code."); }
}
showInvoice(conn, id);

When the loop ends, we print the invoice. Here, the queries are more interesting. The 
showInvoice method has the invoice ID as a parameter. It needs to find the matching 
customer data by joining the Invoice and Customer tables:

try (PreparedStatement stat = conn.prepareStatement(
   "SELECT Customer.Name, Customer.Address, "
   + "Customer.City, Customer.State, Customer.Zip "
   + "FROM Customer, Invoice "
   + "WHERE Customer.Customer_Number = Invoice.Customer_Number "
   + "AND Invoice.Invoice_Number = ?"))
{
   stat.setInt(1, id);
   . . . 
}
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The query result contains the customer information which we print. Then we need 
to get all line items and the product descriptions, again linking two tables in a query:

try (PreparedStatement stat = conn.prepareStatement(
   "SELECT Product.Product_Code, Product.Description, LineItem.Quantity "
   + "FROM Product, LineItem "
   + "WHERE Product.Product_Code = LineItem.Product_Code "
   + "AND LineItem.Invoice_Number = ?"))
{
   stat.setInt(1, id);
   . . .
}

Our program simply prints the data in a simple form, as you saw at the beginning of 
this section; Exercise E24.5 asks you to format it better.

Following is the complete invoice entry program.

section_5/InvoiceEntry.java

1 import java.sql.Connection;
2 import java.sql.PreparedStatement;
3 import java.sql.ResultSet;
4 import java.sql.SQLException;
5 import java.sql.Statement;
6 import java.io.IOException;
7 import java.io.File;
8 import java.util.Scanner;
9 

10 /**
11    Enters an invoice into the database.
12    Be sure to add Customer.sql, Product.sql, Invoice.sql, and LineItem.sql
13    to the database before running this program.
14 */
15 public class InvoiceEntry
16 {
17    public static void main(String args[])         
18    {   
19       if (args.length == 0)
20       {   
21          System.out.println(
22                "Usage: java -classpath driver_class_path"
23                + File.pathSeparator 
24                + ". InvoiceEntry propertiesFile");
25          return;
26       }
27 
28       try 
29       {
30          SimpleDataSource.init(args[0]);
31          try (Connection conn = SimpleDataSource.getConnection(),
32             Scanner in = new Scanner(System.in))
33          {
34             addInvoice(in, conn);
35          }
36       }
37       catch (SQLException ex)
38       {
39          System.out.println("Database error");
40          ex.printStackTrace();
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41       }
42       catch (ClassNotFoundException ex)
43       {
44          System.out.println("Error loading database driver");
45          ex.printStackTrace();
46       }
47       catch (IOException ex)
48       {
49          System.out.println("Error loading database properties");
50          ex.printStackTrace();
51       }
52    }
53 
54    public static void addInvoice(Scanner in, Connection conn)
55       throws SQLException
56    {      
57       int customerNumber = newCustomer(conn, in);
58 
59       int id = getNewId(conn, "Invoice");
60       try (PreparedStatement stat = conn.prepareStatement(
61          "INSERT INTO Invoice VALUES (?, ?, 0)"))
62       {
63          stat.setInt(1, id);
64          stat.setInt(2, customerNumber);
65          stat.executeUpdate();
66       }
67    
68       boolean done = false;
69       while (!done)
70       {
71          String productCode = nextLine(in, "Product code (D=Done, L=List)");
72          if (productCode.equals("D")) { done = true; }
73          else if (productCode.equals("L")) { listProducts(conn); }
74          else if (findProduct(conn, productCode))
75          {
76             int quantity = nextInt(in, "Quantity");
77             addLineItem(conn, id, productCode, quantity);
78          }
79          else { System.out.println("Invalid product code."); }
80       }
81       showInvoice(conn, id);
82    }
83 
84    /**
85       Prompts the user for the customer information and creates a new customer.
86       @param conn the database connection
87       @param in the scanner
88       @return the ID of the new customer
89    */
90    private static int newCustomer(Connection conn, Scanner in)
91       throws SQLException
92    {
93       String name = nextLine(in, "Name");
94       String address = nextLine(in, "Street address");
95       String city = nextLine(in, "City");
96       String state = nextLine(in, "State");
97       String zip = nextLine(in, "Zip");
98       int id = getNewId(conn, "Customer");
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99       try (PreparedStatement stat = conn.prepareStatement(
100          "INSERT INTO Customer VALUES (?, ?, ?, ?, ?, ?)"))
101       {
102          stat.setInt(1, id);
103          stat.setString(2, name);
104          stat.setString(3, address);
105          stat.setString(4, city);
106          stat.setString(5, state);
107          stat.setString(6, zip);
108          stat.executeUpdate();
109       }
110       return id;
111    }
112 
113    /**
114       Finds a product in the database.
115       @param conn the database connection
116       @param code the product code to search
117       @return true if there is a product with the given code
118    */
119    private static boolean findProduct(Connection conn, String code)
120       throws SQLException
121    {
122       try (PreparedStatement stat = conn.prepareStatement(
123          "SELECT * FROM Product WHERE Product_Code = ?"))
124       {
125          stat.setString(1, code);
126          ResultSet result = stat.executeQuery();
127          boolean found = result.next();
128       }
129       return found;
130    }
131 
132    /**
133       Adds a line item to the database.
134       @param conn the database connection
135       @param id the invoice ID
136       @param code the product code
137       @param quantity the quantity to order
138    */
139    private static void addLineItem(Connection conn, int id,
140       String code, int quantity) throws SQLException
141    {      
142       try (PreparedStatement stat = conn.prepareStatement(
143          "INSERT INTO LineItem VALUES (?, ?, ?)"))
144       {
145          stat.setInt(1, id);
146          stat.setString(2, code);
147          stat.setInt(3, quantity);
148          stat.executeUpdate();
149       }
150    }
151 
152    /**
153       Lists all products in the database.
154       @param conn the database connection
155    */
156    private static void listProducts(Connection conn)
157       throws SQLException
158    {
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159       try (Statement stat = conn.createStatement())
160       {
161          ResultSet result = stat.executeQuery(
162             "SELECT Product_Code, Description FROM Product");
163          while (result.next())
164          {
165             String code = result.getString(1);
166             String description = result.getString(2);
167             System.out.println(code + " " + description);
168          }
169       }
170    }
171    
172    /**
173       Gets a new ID for a table. This method should be called from
174       inside a transaction that also creates the new row with this ID.
175       The ID field should have name table_Number and type INTEGER.
176       @param table the table name
177       @return a new ID that has not yet been used.
178    */
179    private static int getNewId(Connection conn, String table)
180       throws SQLException
181    {
182       try (Statement stat = conn.createStatement())
183       {
184          ResultSet result = stat.executeQuery(
185             "SELECT max(" + table + "_Number) FROM " + table);
186          result.next();
187          int max = result.getInt(1);
188       }
189       return max + 1;
190    }
191 
192    /**
193       Shows an invoice.
194       @param conn the database connection
195       @param id the invoice ID
196    */
197    private static void showInvoice(Connection conn, int id)
198       throws SQLException
199    {
200       try (PreparedStatement stat = conn.prepareStatement(
201          "SELECT Customer.Name, Customer.Address, "
202          + "Customer.City, Customer.State, Customer.Zip "
203          + "FROM Customer, Invoice "
204          + "WHERE Customer.Customer_Number = Invoice.Customer_Number "
205          + "AND Invoice.Invoice_Number = ?"))
206       {
207          stat.setInt(1, id);
208          ResultSet result = stat.executeQuery();
209          result.next();
210          System.out.println(result.getString(1));
211          System.out.println(result.getString(2));        
212          System.out.println(result.getString(3).trim() + ", "
213             + result.getString(4) + " " + result.getString(5));
214       }
215                  
216       try (PreparedStatement stat = conn.prepareStatement(
217          "SELECT Product.Product_Code, Product.Description, LineItem.Quantity "
218          + "FROM Product, LineItem "
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219          + "WHERE Product.Product_Code = LineItem.Product_Code "
220          + "AND LineItem.Invoice_Number = ?"))
221       {
222          stat.setInt(1, id);
223 
224          result = stat.executeQuery();
225          while (result.next())
226          {  
227             String code = result.getString(1);
228             String description = result.getString(2).trim();
229             int qty = result.getInt(3);
230 
231             System.out.println(qty + " x " + code + " " + description);
232          }
233       }        
234    }
235 
236    /**
237       Prompts the user and reads a line from a scanner.
238       @param in the scanner
239       @param prompt the prompt
240       @return the string that the user entered
241    */
242    private static String nextLine(Scanner in, String prompt)
243    {
244       System.out.print(prompt + ": ");
245       return in.nextLine();
246    }
247 
248    /**
249       Prompts the user and reads an integer from a scanner.
250       @param in the scanner
251       @param prompt the prompt
252       @return the integer that the user entered
253    */
254    private static int nextInt(Scanner in, String prompt)
255    {
256       System.out.print(prompt + ": ");
257       int result = in.nextInt();
258       in.nextLine(); // Consume newline
259       return result;
260    }
261 }

This example completes this introduction to Java database programming. You have 
seen how you can use SQL to query and update data in a database and how the JDBC 
library makes it easy for you to issue SQL commands in a Java program. 

9. Why do the InvoiceEntry methods throw a SQLException instead of catching it?
10. How could one simplify the first query of the showInvoice method?
11. This program assumes that the customer does not pay at the time of order entry. 

How can the program be modified to handle payment? 
12. This program does not display the amount due. How could we display it?

Practice It Now you can try these exercises at the end of the chapter: P24.1, P24.2.
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S E L F  C H E C K
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Transactions

An important part of database processing is transaction handling. A transaction is a set of 
database updates that should either succeed in its entirety or not happen at all. For example, 
consider a banking application that transfers money from one account to another. This opera-
tion involves two steps: reducing the balance of one account and increasing the balance of 
another account. No software system is perfect, and there is always the possibility of an error. 
The banking application, the database program, or the network connection between them 
could exhibit an error right after the first part—then the money would be withdrawn from the 
first account but never deposited to the second account. Clearly, this would be very bad. There 
are many other similar situations. For example, if you change an airline reservation, you don’t 
want to give up your old seat until the new one is confirmed. 

What all these situations have in common is that there is a set of database operations that are 
grouped together to carry out the transaction. All operations in the group must be carried out 
together—a partial completion cannot be tolerated. In SQL, you use the COMMIT and ROLLBACK 
commands to manage transactions. 

For example, to transfer money from one account to another, you issue the commands

UPDATE Account SET Balance = Balance - 1000 
   WHERE Account_Number = '95667-2574'
UPDATE Account SET Balance = Balance + 1000 
   WHERE Account_Number = '82041-1196'
COMMIT

The COMMIT command makes the updates permanent. Conversely, the ROLLBACK command 
undoes all changes up to the last COMMIT. 

When you program with JDBC, by default the JDBC library automatically commits all 
database updates. That is convenient for simple programs, but it is not what you want for 
transaction processing. Thus, you should first turn the autocommit mode off:

Connection conn = . . .;
conn.setAutoCommit(false);

Then issue the updates that form the transaction and call the commit method of the Connection 
class: 

Statement stat = conn.createStatement();
stat.executeUpdate(
      "UPDATE Account SET Balance = Balance - " 
      + amount + " WHERE Account_Number = " + fromAccount);
stat.executeUpdate(
      "UPDATE Account SET Balance = Balance + " 
      + amount + " WHERE Account_Number = " + toAccount);
conn.commit();

Conversely, if you encounter an error, then call the rollback method. This typically happens in 
an exception handler:

try
{
   . . .
}
catch (Exception ex)
{
   conn.rollback();
}

You may wonder how a database can undo updates when a transaction is rolled back. The 
database actually stores your changes in a set of temporary tables. If you make queries within a 
transaction, the information in the temporary tables is merged with the permanent data for the 
purpose of computing the query result, giving you the illusion that the updates have already 

Special Topic 24.2 
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taken place. When you commit the transaction, the temporary data are made permanent. 
When you execute a rollback, the temporary tables are simply discarded.

Object-Relational Mapping

Database tables store rows that contain strings, numbers, and other fundamental data types, 
but not arbitrary objects. In Sections 24.1.2 and 24.1.3, you learned how to translate object ref-
erences into database relationships. An object-relational mapper automates this process. The 
Java Enterprise Edition contains such a mapper. You add anno tations to the Java classes that 
describe the relationships. The rules are simple:
• Add @Entity to every class that should be stored in the database.
• Each entity class needs an ID that is annotated with @Id.
• Relationships between classes are expressed with @OneToOne, @OneToMany, @ManyToOne, and 

@ManyToMany.
Here are the annotations for the invoice classes. A customer can have many invoices, but each 
invoice has exactly one customer. This is expressed by the @ManyToOne annotation. Conversely, 
each line item is contained in exactly one invoice, but each invoice can have many line items. 
This is expressed by the @OneToMany relationship.

@Entity public class Invoice
{
   @Id private int id;
   @ManyToOne private Customer theCustomer;
   @OneToMany private List<LineItem> items;
   private double payment;
   . . .
}

@Entity public class LineItem
{
   @Id private int id;
   @ManyToOne private Product theProduct;
   private int quantity
   . . .
}

@Entity public class Product
{
   @Id private int id;
   private String description;
   private double price;
   . . .
}

@Entity public class Customer
{
   @Id private int id;
   private String name;
   private String address;
   private String city;
   private String state;
   private String zip;
   . . .
}

Special Topic 24.3 
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The object-relational mapper processes the annotations and produces a database table layout. 
You don’t have to worry exactly how the data are stored in the database. For example, to store 
a new invoice, simply build up the Java object and call

entityManager.persist(invoice);

As a result of this call, the data for the invoice and line items are automatically stored in the 
various database tables.

To read data from the database, you do not use SQL—after all, you do not know the exact 
table layout. Instead, you formulate a query in an object-oriented query language. A typical 
query looks like this:

SELECT x FROM Invoice x WHERE x.id = 11731

The result is a Java object of type Invoice. The references to the customer and line item objects 
have been automati cally populated with the proper data from various tables. 

Object-relational mapping technology is powerful and convenient. However, you still 
need to understand the underlying principles of relational databases in order to specify effi-
cient mappings and queries. 

We’ll store the information in two tables:

BankCustomer

Customer_ 
Number

PIN
Checking_Account_ 

Number
Savings_Account_ 

Number

INTEGER INTEGER INTEGER INTEGER

Account

Account_Number Balance

INTEGER DECIMAL(10, 2)
 

The Bank class now needs to connect to the database whenever it is asked to find a customer. 
The method that finds a customer makes a query

SELECT * FROM BankCustomer WHERE Customer_Number = . . .

It then checks that the PIN matches, and it constructs a Customer object. This method also 
turns the row-and-column information of the database into object-oriented data:

public Customer findCustomer(int customerNumber, int pin)
      throws SQLException
{ 
   try (Connection conn = SimpleDataSource.getConnection())
   {
      Customer c = null;
      PreparedStatement stat = conn.prepareStatement(
            "SELECT * FROM BankCustomer WHERE Customer_Number = ?");

© Tom Horyn/iStockphoto.

WORKED ExAMPLE 24.1 Programming a Bank Database

In this Worked Example, we will develop a complete database program. We will reimplement 
the ATM simulation of Chapter 12, storing the customer and account data in a database. 
Recall that in the simulation, every customer has a customer number, a PIN, and two bank 
accounts: a checking account and a savings account. 
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      stat.setInt(1, customerNumber);
      
      ResultSet result = stat.executeQuery();
      if (result.next() && pin == result.getInt("PIN")) 
      {
         c = new Customer(customerNumber,
               result.getInt("Checking_Account_Number"),
               result.getInt("Savings_Account_Number"));
      }
      return c;
   }
}

Note that the method throws a SQLException. Why don’t we catch that exception and return 
null if an exception occurs? There are many potential reasons for a SQL exception, and the 
Bank class doesn’t want to hide the exception details. But the Bank class also doesn’t know 
anything about the user interface of the application, so it can’t display information about the 
exception to the user. By throwing the exception to the caller, the information can reach the 
part of the program that interacts with the user.

The BankAccount class in this program is quite different from the implementation you have 
seen throughout the book. Now we do not store the balance of the bank account in the object; 
instead, we look it up from the database:

public double getBalance() throws SQLException
{
   try (Connection conn = SimpleDataSource.getConnection())
   {
      double balance = 0
      PreparedStatement stat = conn.prepareStatement(
            "SELECT Balance FROM Account WHERE Account_Number = ?");
      stat.setInt(1, accountNumber);
      ResultSet result = stat.executeQuery();
      if (result.next())
      {
         balance = result.getDouble(1);
      }
      return balance;
   }
}

The deposit and withdraw operations immediately update the database as well:

public void deposit(double amount)
      throws SQLException
{
   try (Connection conn = SimpleDataSource.getConnection())
   {
      PreparedStatement stat = conn.prepareStatement(
            "UPDATE Account"
            + " SET Balance = Balance + ?"
            + " WHERE Account_Number = ?");
      stat.setDouble(1, amount);
      stat.setInt(2, accountNumber);
      stat.executeUpdate();
   }
}

It seems somewhat inefficient to connect to the database whenever the bank balance is 
accessed, but it is much safer than storing it in an object. Suppose you have two instances of 
the ATM program running at the same time. Then it is possible that both programs modify the 
same bank account. If each of them cop ied the bank balances from the database into objects, 
then the modifications made by one user would not be seen by the other.
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You can try out this simultaneous access yourself, simply by running two instances of the 
ATM simu lation. Alternatively, you can modify the main method of the ATMViewer class to pop 
up two ATM frames. 

The source code for the modified ATM application follows. The source code for the ATM and 
ATMSimula tor/ATMFrame classes is only changed minimally, by adding code to deal with the SQL-
Exception. The Customer class is unchanged. We do not list those classes, but you will find them 
in the ch24/worked_example_1 folder of this chapter’s companion code.

worked_example_1/Bank.java

1 import java.sql.Connection;
2 import java.sql.ResultSet;
3 import java.sql.PreparedStatement;
4 import java.sql.SQLException;
5 
6 /**
7    A bank consisting of multiple bank accounts. 
8 */
9 public class Bank

10 {
11    /**
12       Finds a customer with a given number and PIN. 
13       @param customerNumber the customer number 
14       @param pin the personal identification number 
15       @return the matching customer, or null if none found    
16    */
17    public Customer findCustomer(int customerNumber, int pin)
18          throws SQLException
19    { 
20       try (Connection conn = SimpleDataSource.getConnection())
21       {
22          Customer c = null;
23          PreparedStatement stat = conn.prepareStatement(
24                  "SELECT * FROM BankCustomer WHERE Customer_Number = ?");
25          stat.setInt(1, customerNumber);
26          
27          ResultSet result = stat.executeQuery();
28          if (result.next() && pin == result.getInt("PIN")) 
29          {
30             c = new Customer(customerNumber,
31                   result.getInt("Checking_Account_Number"),
32                   result.getInt("Savings_Account_Number"));
33          }
34          return c;
35       }
36    }      
37 }

worked_example_1/BankAccount.java

1 import java.sql.Connection;
2 import java.sql.ResultSet;
3 import java.sql.PreparedStatement;
4 import java.sql.SQLException;
5 
6 /**
7    A bank account has a balance that can be changed by 
8    deposits and withdrawals. 
9 */
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10 public class BankAccount
11 { 
12    private int accountNumber;
13 
14    /**
15       Constructs a bank account with a given balance. 
16       @param anAccountNumber the account number 
17    */
18    public BankAccount(int anAccountNumber)
19    { 
20       accountNumber = anAccountNumber;
21    }
22 
23    /**
24       Deposits money into a bank account. 
25         @param amount the amount to deposit 
26    */
27    public void deposit(double amount)
28          throws SQLException
29    {
30       try (Connection conn = SimpleDataSource.getConnection())
31       {
32          PreparedStatement stat = conn.prepareStatement(
33                "UPDATE Account"
34                + " SET Balance = Balance + ?"
35                + " WHERE Account_Number = ?");
36          stat.setDouble(1, amount);
37          stat.setInt(2, accountNumber);
38          stat.executeUpdate();      
39       }
40    }
41 
42    /**
43       Withdraws money from a bank account. 
44       @param amount the amount to withdraw 
45    */
46    public void withdraw(double amount)
47          throws SQLException
48    {
49       try (Connection conn = SimpleDataSource.getConnection())
50       {
51          PreparedStatement stat = conn.prepareStatement(
52                "UPDATE Account"
53                + " SET Balance = Balance - ?"
54                + " WHERE Account_Number = ?");
55          stat.setDouble(1, amount);
56          stat.setInt(2, accountNumber);
57          stat.executeUpdate();      
58       }
59    }
60 
61    /**
62       Gets the balance of a bank account. 
63       @return the account balance 
64    */
65    public double getBalance()
66          throws SQLException
67    {
68       try (Connection conn = SimpleDataSource.getConnection())
69       {
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70          double balance = 0
71          PreparedStatement stat = conn.prepareStatement(
72                "SELECT Balance FROM Account WHERE Account_Number = ?");
73          stat.setInt(1, accountNumber);
74          ResultSet result = stat.executeQuery();
75          if (result.next())
76          {
77             balance = result.getDouble(1);
78          }
79          return balance;
80       }
81    }
82 }

Develop strategies for storing data in a database.

• A relational database stores information in tables. Each table column has a name 
and a data type.

• SQL (Structured Query Language) is a command language for interacting with  
a database.

• Use the SQL commands CREATE TABLE and INSERT INTO to add data to a database.
• You should avoid rows with replicated data. Instead, distribute the data over  

multiple tables.
• A primary key is a column (or set of columns) whose value uniquely specifies a 

table record.
• A foreign key is a reference to a primary key in a linked table.
• Implement one-to-many relationships with linked tables, not replicated col umns.

Use SQL to query and update a database.

• Use the SQL SELECT command to query a database.
• The WHERE clause selects data that fulfill a condition.
• A join is a query that involves multiple tables.
• The UPDATE and DELETE SQL commands modify the data in a database.

Install a database system and test that you can connect to it from a Java program.

• You need a JDBC (Java Database Connectivity) driver to access a database from a 
Java program.

• Make sure the JDBC driver is on the class path when you launch the Java program.
• To connect to the database, you need to specify a database URL, user name, and 

password.

Write Java programs that access and update database records.

• Use a Connection object to access a database from a Java program.
• A Connection object can create Statement objects that are used to execute  

SQL commands.

C H A P T E R  S U M M A R Y
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• The result of a SQL query is returned in a ResultSet object.
• Metadata are data about an object. Result set metadata describe the properties of a 

result set.

Develop programs that use the JDBC library for accessing a database.

• R24.1 Design a set of database tables to store people and cars. A person has a name, a 
unique driver license number, and an address. Every car has a unique vehicle identi-
fication number, manufacturer, type, and year. Every car has one owner, but one 
person can own multiple cars.

• R24.2 Design a set of database tables to store library books and patrons. A book has an 
ISBN (International Standard Book Number), an author, and a title. The library 
may have multiple copies of each book, each with a different book ID. A patron has 
a name, a unique ID, and an address. A book may be checked out by at most one 
patron, but one patron can check out multiple books.

• R24.3 Design a set of database tables to store sets of coins in purses. Each purse has an 
owner name and a unique ID. Each coin type has a unique name and a value. Each 
purse contains some quantity of coins of a given type. 

• R24.4 Design a set of database tables to store students, classes, professors, and classrooms. 
Each student takes zero or more classes. Each class has one professor, but a profes sor 
can teach multiple classes. Each class has one classroom.

• R24.5 Give SQL commands to create a Book table, with columns for the ISBN, author, and 
title, and to insert all textbooks that you are using this semester.

• R24.6 Give SQL commands to create a Car table, with columns for the vehicle identifica-
tion number, manufacturer, model, and year of each car, and to insert all cars that 
your family members own. 

java.io.File
   pathSeparator
java.lang.Class
   forName
java.sql.Connection 
   close
   commit
   createStatement
   prepareStatement
   rollback
   setAutoCommit
java.sql.DriverManager
   getConnection

java.sql.PreparedStatement 
   execute
   executeQuery
   executeUpdate
   setDouble
   setInt
   setString
java.sql.ResultSet 
   close
   getDouble
   getInt
   getMetaData
   getString
   next

java.sql.ResultSetMetaData 
   getColumnCount
   getColumnDisplaySize
   getColumnLabel
java.sql.SQLException
java.sql.Statement
   close
   execute
   executeQuery
   executeUpdate
   getResultSet
   getUpdateCount
java.util.Properties
   getProperty
   load 

S TA N D A R D  L I B R A R Y  I T E M S  I N T R O D U C E D  I N  T H I S  C H A P T E R
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Exercises R24.7–R24.17 refer to the invoice database of Section 24.2 on page W1022.

• R24.7 Give a SQL query that lists all products in the invoice database of Section 24.2.

• R24.8 Give a SQL query that lists all customers in California.

• R24.9 Give a SQL query that lists all customers in California or Nevada.

• R24.10 Give a SQL query that lists all customers not in Hawaii.

•• R24.11 Give a SQL query that lists all customers who have an unpaid invoice.

•• R24.12 Give a SQL query that lists all products that have been purchased by a customer in 
California.

•• R24.13 Give a SQL query that lists all line items that are part of invoice number 11731.

•• R24.14 Give a SQL query that computes the sum of all quantities that are part of invoice 
number 11731.

••• R24.15 Give a SQL query that computes the total cost of all line items in invoice number 
11731.

•• R24.16 Give a SQL update statement that raises all prices by ten percent.

•• R24.17 Give a SQL statement that deletes all customers in California. 

•• R24.18 Pick a database system (such as DB2, Oracle, Postgres, or SQL Server) and deter-
mine from the web documentation:

• What JDBC driver do you need? Is it automatically discovered?
• What is the database URL?

• R24.19 Where is the file derby.jar located in your installation of the Java development kit?

•• R24.20 Suppose you run the command 
java -classpath derby.jar;. TestDB database.properties

as described in Section 24.3. Match the following five error messages to the error 
conditions they correspond to.

Error Message Error Condition

Usage: java [-options] class [args...] 
The suffix ; create=true was missing from 
the jdbc.url entry in database.properties.

Exception in thread “main” java.sql.
SQLException: No suitable driver found for  
jdbc:derby:BigJavaDB;create=true

The database.properties file was not 
present in the current directory.

Exception in thread “main” java.lang.
NoClassDefFoundError: TestDB

derby.jar and . should have been separated 
by a colon on this operating system.

Exception in thread “main” java.io.
FileNotFoundException: database.properties

The TestDB.class file was not present in 
the current directory.

Exception in thread “main” java.sql.
SQLException: Database 'BigJavaDB' not found.

The derby.jar file was not present in the 
current directory.
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• R24.21 What is the difference between a Connection and a Statement? 

• R24.22 Of the SQL commands introduced in this chapter, which yield result sets, which 
yield an update count, and which yield neither?

• R24.23 How is a ResultSet different from an Iterator?

• E24.1 Write a Java program that creates a Coin table with coin names and values; inserts 
coin types penny, nickel, dime, quarter, half dollar, and dollar; and prints out the sum 
of the coin values. Use SQL commands CREATE TABLE, INSERT, and SELECT SUM.

• E24.2 Write a Java program that creates a Car table with car manufacturers, models, model 
years, and fuel efficiency ratings. Insert several cars. Print out the average fuel effi-
ciency. Use SQL commands CREATE TABLE, INSERT, and SELECT AVG.

•• E24.3 Improve the ExecSQL program and make the columns of the output line up. Hint: Use 
the getColumnDisplaySize method of the ResultSetMetaData class.

•• E24.4 Modify the program in Section 24.5 so that the user has the choice of selecting an 
existing customer. Provide an option to search for the customer by name or zip code.

•• E24.5 Write a Java program that uses the database tables from the invoice database in 
Section 24.2. Prompt the user for an invoice number and print out the invoice, 
format ted as in Chapter 12.

•• E24.6 Write a Java program that uses the database tables from the invoice database in 
Section 24.2. Produce a report that lists all customers, their invoices, the amounts 
paid, and the unpaid balances.

•• P24.1 Write a Java program that uses a library database of books and patron data, as 
described in Exercise R24.2. Patrons should be able to check out and return books. 
Supply commands to print the books that a patron has checked out and to find who 
has checked out a particular book. Create and populate Patron and Book tables 
before running the program. 

•• P24.2 Write a Java program that creates a grade book for a class. Create and populate Stu-
dent and Grade tables before running the program. The program should be able to 
display all grades for a given student. It should allow the instructor to add a new 
grade (such as “Homework 4: 100”) or modify an existing grade.

••• P24.3 Write a program that assigns seats on an airplane as described in Exercise P12.6. 
Keep the seating information in a database.

••• P24.4 Write a program that keeps an appointment calendar in a database. An appointment 
includes a description, a date, the starting time, and the ending time; for example, 

Dentist 2016/10/3 17:30 18:30
CS1 class 2016/10/4 08:30 10:00

Supply a user interface to add appointments, remove canceled appointments, and 
print out a list of appointments for a particular day. 

P R A C T I C E  E x E R C I S E S

P R O G R A M M I N G  P R O J E C T S
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• P24.5 Modify the ATM simulation program of Worked Example 24.1 so that the program 
pops up two ATM frames. Verify that the database can be accessed simultaneously 
by two users.

•• P24.6 Write a program that uses a database of quizzes. Each quiz has a description and one 
or more multiple-choice questions. Each question has one or more choices, one of 
which is the correct one. Use tables Quiz, Question, and Choice. The program should 
show the descriptions of all quizzes, allow the user to choose one, and present all 
questions in the chosen quiz. When the user has provided responses to all questions, 
show the score.

••• P24.7 Enhance the program of Exercise P24.6 so that it stores the user’s responses in the 
database. Add Student and Response tables. (User is a reserved word in SQL.)

•• P24.8 Write a program that uses the database of Exercise P24.7 and prints a report showing 
how all students performed on all quizzes.

A N S W E R S  T O  S E L F - C H E C K  Q U E S T I O N S

1. The telephone number for each customer 
may not be unique—the same number might 
be shared by roommates. Even if the number 
were unique, however, it can change when a 
customer moves. In that situation, both the 
primary and all foreign keys would need to be 
updated. Therefore, a customer ID is a better 
choice.

2. Customer 3176 ordered ten toasters.
3. SELECT Name

   FROM Customer  
   WHERE State <> 'AK' AND State <> 'HI' 

4. SELECT Invoice.Invoice_Number 
   FROM Invoice, Customer 
   WHERE Invoice.Customer_Number 
         = Customer.Customer_Number 
      AND Customer.State = 'HI' 

5. Connect to the database with a program that 
lets you execute SQL instructions. Try creat-
ing a small database table, adding a record, and 
selecting all records. Then drop the table again.

6. You didn’t set the class path correctly. The 
JAR file containing the JDBC driver must be 
on the class path.

7. result.next(). If there is at least one result, then 
next returns true.

8. ResultSet result = stat.executeQuery(
   "SELECT COUNT(*) FROM Customer "
   + "WHERE State = 'HI'"); 
result.next();
int count = result.getInt(1); 

Note that the following alternative is sig-
nificantly slower if there are many such 
customers.
ResultSet result = stat.executeQuery(
   "SELECT * FROM Customer "
   + "WHERE State = 'HI'");
while (result.next()) { count++; } // Inefficient 

9. In this program, error reporting is the respon-
sibility of the main method.

10. By passing the customer number as an argu-
ment. Then the query would only involve the 
customer table.

11. The most convenient approach is to ask the 
user about the payment before entering the 
items. Then the payment can be added to the 
statement in the addInvoice method.

12. We can either compute it in the loop that dis-
plays the line items, or we can issue a query
SELECT SUM(Product.Price * LineItem.Quantity) 
   FROM Product, LineItem
   WHERE Product.Product_Code 
      = LineItem.Product_Code 
   AND LineItem.Invoice_Number = ?
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The Extensible Markup Language (XML) is a popular 
mechanism for encoding data. Independent of any 
programming language, XML allows you to encode complex 
data in a form that the recipient can easily parse. It is simple 
enough that a wide variety of programs can generate XML 
data. XML data has a nested structure, so you can use it to 
describe hierarchical data sets—for example, an invoice that 
contains many items, each of which consists of a product 
and a quantity. Because the XML format is standardized, 
libraries for parsing the data are widely available and—as 
you will see in this chapter—easy to use for a programmer. 

25.1 XML Tags and Documents
The XML format uses a mixture of text and tags to describe data. Tags are enclosed in 
angle brackets <...>. An element is a unit of information that is delimited by a start-
tag and a matching end-tag. An element can contain text and other elements. For 
example, <city>Sunnyvale</city> is an element with a text child, and

<address>
   <street>1195 W. Fairfield Rd.</street>
   <city>Sunnyvale</city>
   <state>CA</state>
</address>

is an element with three child elements. In the following sections, you will see why 
XML is more useful than a plain text format, how it is related to HTML, and which 
rules you need to follow when producing an XML document.

25.1.1 Advantages of XML

To understand the advantages of using XML for encoding data, let’s look at a typi-
cal example. We will encode product descriptions, so that they can be transferred to 
another computer. Your first attempt might be a naïve encoding like this: 

Toaster 
29.95

In contrast, here is an XML encoding of the same data:
<product>
   <description>Toaster</description>
   <price>29.95</price>
</product>

The advantage of the XML version is clear: You can look at the data and understand 
what they mean. Of course, this is a benefit for the programmer, not for a computer 
program. A computer program has no understanding of what a “price” is. As a pro-
grammer, you still need to write code to extract the price as the content of the price 
element. Nevertheless, the fact that an XML document is comprehensible by humans 
is a huge advantage for program development.

XML allows you to 
encode complex 
data, independent 
of any programming 
language, in a form 
that the recipient can 
easily parse.

XML files are 
readable by 
computer programs 
and by humans.
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A second advantage of the XML version is that it is resilient to change. Suppose the 
product data change, and an additional data item is introduced to denote the manu-
facturer. In the naïve format, the manufacturer might be added after the price, like 
this: 

Toaster 
29.95
General Appliances

A program that can process the old format might get confused when reading a 
sequence of products in the new format. The program would think that the price is 
followed by the name of the next product. Thus, the program needs to be updated to 
work with both the old and new data formats. As data get more complex, program-
ming for multiple versions of a data format can be difficult and time-consuming.

When using XML, on the other hand, it is easy to add new elements:
<product>
   <description>Toaster</description>
   <price>29.95</price>
   <manufacturer>General Appliances</manufacturer>
</product>

Now a program that processes the new data can still extract the old information in the 
same way—as the contents of the description and price elements. The program need 
not be updated, and it can tolerate dif ferent versions of the data format. 

25.1.2 Differences Between XML and HTML

If you know HTML, you may have noticed that the XML format of the product data 
looked somewhat like HTML code. However, there are some differences that we will 
discuss in this section.

Let’s start with the similarities. The XML tag pairs, such as <price> and </price> 
look just like HTML tag pairs, for example <li> and </li>. Both in XML and in 
HTML, tags are enclosed in angle brackets < >, and a start-tag is paired with an end-
tag that starts with a slash / character.

However, web browsers are quite permissive about HTML. For example, you can 
omit an end-tag </li> and the browser will try to figure out what you mean. In XML, 
this is not permissible. When writing XML, pay attention to the following rules:

• You must pay attention to the letter case of the tags; for example, in XML <li> and 
<LI> are different tags that bear no relation to each other. 

• Every start-tag must have a matching end-tag. You cannot omit tags, such as  
</li>. A tag that ends in /> is both a start- and end-tag:

   <img src="hamster.jpeg"/>

When the parser sees the />, it knows not to look for a matching end-tag. 
• Finally, attribute values must be enclosed in quotes. For example, 

   <img src="hamster.jpeg" width=400 height=300/>

is not acceptable. You must use
   <img src="hamster.jpeg" width="400" height="300"/>

XML-formatted 
data files are resilient 
to change.
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Moreover, there is an important conceptual difference between HTML and XML. 
HTML has one spe cific purpose: to describe web documents. In contrast, XML is an 
extensible syntax that can be used to specify many different kinds of data. For exam-
ple, the VRML language uses the XML syntax to describe virtual reality scenes. The 
MathML language uses the XML syntax to describe mathematical formulas. You can 
use the XML syntax to describe your own data, such as product records or invoices. 

Most people who first see XML wonder how an XML document looks inside a 
browser. However, that is not generally a useful question to ask. Most data that are 
encoded in XML have nothing to do with browsers. For example, it would probably 
not be exciting to display an XML document with nothing but product records (such 
as the ones in the previous section) in a browser. Instead, you will learn in this chapter 
how to write programs that analyze XML data. XML does not tell you how to dis-
play data; it is merely a convenient format for representing data. 

25.1.3 The Structure of an XML Document

In this section, you will see the rules for properly formatted XML. In XML, text and 
tags are combined into a document. The XML standard recommends that every XML 
document start with a declaration

<?xml version="1.0"?> 

Next, the XML document contains the actual data. The data are contained in a root 
element. For example, 

<?xml version="1.0"?>
<invoice>
   more data
</invoice>

The invoice root element is an example of an XML element. An element has one of 
two forms:

<elementName> content </elementName>
or

<elementName/>

In the first case, the element has content—elements, text, or a mixture of both. A 
good example is a para graph in an HTML document:

<p>Use XML for <strong>robust</strong> data formats.</p>

The p element contains

1. The text: “Use XML for ”
2. A strong child element 
3. More text: “ data formats.”

For XML files that contain documents in the traditional sense of the term, the mix-
ture of text and ele ments is useful. The XML specification calls this type of content 
mixed content. But for files that describe data sets—such as our product data—it is 
better to stick with elements that contain either other elements or text. Content that 
consists only of elements is called element content.

XML describes the 
meaning of data, not 
how to display them.

An XML document 
starts out with an 
XML declaration and 
contains elements 
and text.

An element can 
contain text, child 
elements, or both 
(mixed content). For 
data descriptions, 
avoid mixed content.
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An element can have attributes. For example, the a element of HTML has an href 
attribute that speci fies the URL of a hyperlink:

<a href="http://horstmann.com"> . . . </a>

An attribute has a name (such as href) and a value. In XML, the value must be enclosed 
in single or double quotes. 

An element can have multiple attributes, for example
<img src="hamster.jpeg" width="400" height="300"/>

And, as you have already seen, an element can have both attributes and content. 
<a href="http://horstmann.com">Cay Horstmann's web site</a>

Programmers often wonder whether it is better to use attributes or child elements. 
For example, should a product be described as

<product description="Toaster" price="29.95"/>

or
<product>
   <description>Toaster</description>
   <price>29.95</price>
</product>

The former is shorter. However, it violates the spirit of attributes. Attributes are 
intended to provide information about the element content. For example, the price 
element might have an attribute currency that helps interpret the element content. The 
content 29.95 has a different interpretation in the element

<price currency="USD">29.95</price>

than it does in the element
<price currency="EUR">29.95</price>

You have now seen the components of an XML document that are needed to use 
XML for encoding data. There are other XML constructs for more specialized situ-
ations—see http://www.xml.com/axml/axml.html for more information. In the next sec-
tion, you will see how to use Java to parse XML documents.

1. Write XML code with a student element and child elements name and id that 
describe you.

2. What does your browser do when you load an XML file, such as the section_2/
items.xml file that is contained in the companion code for this book? 

3. Why does HTML use the src attribute to specify the source of an image instead 
of <img>hamster.jpeg</img>? 

Practice It Now you can try these exercises at the end of the chapter: R25.1, R25.2, R25.3.

Elements can have 
attributes. Use 
attributes to describe 
how to interpret the 
element content.
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Step 1 Gather the data that you must include in the XML document.

Write them on a sheet of paper. If at all possible, work from some real-life examples. For exam-
ple, suppose you need to design an XML document for an invoice. A typical invoice has
• An invoice number
• A shipping address
• A billing address
• A list of items ordered
If possible, gather some actual invoices. Decide which features of the actual invoices you need 
to include in your XML document.

Step 2 Analyze which data elements need to be refined.

Continue refinement until you reach data values that can be described by single strings or 
numbers. Make a note of all data items that you discovered during the refinement process. 
When done, you should have a list of data elements, some of which can be broken down fur-
ther and some of which are simple enough to be described by a single string or number. 

For example, the “shipping address” actually contains the customer name, street, city, state, 
and ZIP code. 

The “list of items ordered” contains items. Each item contains a product and the quantity 
ordered. Each product contains the product name and price. 

Thus, our list now contains

© Steve Simzer/iStockphoto.

How To 25.1 Designing an XML Document Format

This How To walks you through the process of designing an XML document format. You 
will see in Section 25.4 how to formally describe the format with a document type definition. 
Right now, we focus on an informal definition of the document content. The “output” of this 
activity is a sample document.

• Address 
• Name
• Street
• City

• State
• ZIP code
• List of items ordered 
• Item 

• Product 
• Description
• Price
• Quantity

Keep breaking the data items down until each of them can be described by a single string or 
number. For example, an address cannot be described by a single string, but a city can be 
described by a single string. 

Step 3 Come up with a suitable element name that describes the entire XML document.

This element becomes the root element. For example, the invoice data would be con-
tained in an element named invoice.

Step 4 Come up with suitable element names for the top-level decomposition that you found in Step 1.

These become the children of the root element. For example, the invoice element has children
• address 
• items 

Step 5 Repeat this process to give names to the other elements that you discovered in Step 2.

As you do this, make a comprehensive example that shows all elements at work. For the 
invoice problem, here is an example:
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<invoice>
   <address>
      <name>ACME Computer Supplies Inc.</name>
      <street>1195 W. Fairfield Rd.</street>
      <city>Sunnyvale</city>
      <state>CA</state>
      <zip>94085</zip>
   </address>
   <items>
      <item>
         <product>
            <description>Ink Jet Refill Kit</description>
            <price>29.95</price>
         </product>
         <quantity>8</quantity>
      </item>
      <item>
         <product>
            <description>4-port Mini Hub</description>
            <price>19.95</price>
         </product>
         <quantity>4</quantity>
      </item>
   </items>
</invoice>

Step 6 Check that the document doesn’t have mixed content.

That is, make sure each element has as its children either additional elements or text, but not 
both. If necessary, add more child elements to wrap any text.

For example, suppose the product element looked like this:

<product>
   <description>Ink Jet Refill Kit</description>
   29.95
</product>

Perhaps someone thought it was “obvious” that the last entry was the price. However, follow-
ing Programming Tip 25.2, it is best to wrap the price inside a price element, like this:

<product>
   <description>Ink Jet Refill Kit</description>
   <price>29.95</price>
</product>

Prefer XML Elements over Attributes

Attributes are shorter than elements. For example, 

<product description="Toaster" price="29.95"/>

seems simpler than

<product>
   <description>Toaster</description>
   <price>29.95</price>
</product>

There is the temptation to use attributes because they are “easier to type”. But of course, you 
don’t type XML docu ments, except for testing purposes. In real-world situations, XML doc-
uments are generated by programs. 

Programming Tip 25.1 

© Eric Isselé/iStockphoto.
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Attributes are less flexible than elements. Suppose we want to add a currency indication to 
the value. With ele ments, that’s easy to do: 

<price currency="USD">29.95</price>

or even
<price>
   <currency>USD</currency>
   <amount>29.95</amount>
</price>

With attributes, you are stuck—you can’t refine the structure. Of course, you could use

<product description="Toaster" price="USD 29.95"/>

But then your program has to parse the string USD 29.95 and manually take it apart. That’s just 
the kind of tedious and error-prone coding that XML is designed to avoid.

In HTML, there is a simple rule when using attributes. All strings that are not part of the 
displayed text are attributes. For example, consider a link. 

<a href="http://horstmann.com">Cay Horstmann's web site</a>

The text inside the a element, Cay Horstmann's web site, is part of what the user sees on the web 
page, but the href attribute value http://horstmann.com is not displayed on the page. 

Of course, HTML is a little different from the XML documents that you construct to 
describe data, such as prod uct lists, but the same basic rule applies. Anything that’s a part 
of your data should not be an attribute. An attribute is appropriate only if it tells something 
about the data but isn’t a part of the data itself. If you find yourself engaged in metaphysical 
discussions to determine whether an item is part of the data or tells something about the data, 
make the item an element, not an attribute.

Avoid Children with Mixed Elements and Text

The children of an element can be
1. Elements 
2. Text
3. A mixture of both

In HTML, it is common to mix elements and text, for example

<p>Use XML for <strong>robust</strong> data formats.</p>

But when describing data sets, you should not mix elements and text. For example, you should 
not do the following:

<price>
   <currency>USD</currency>
   29.95
</price>

Instead, the children of an element should be either text

<price>29.95</price>

or elements

<price>
   <currency>USD</currency>
   <amount>29.95</amount>
</price>

There is an important reason for this design rule. As you will see later in this chapter, you can 
specify much stricter rules for elements that have only child elements than for elements whose 
children can contain mixed content.

Programming Tip 25.2 

© Eric Isselé/iStockphoto.
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25.2 Parsing XML Documents
To read and analyze the contents of an XML document, you need an XML parser. A 
parser is a program that reads a document, checks whether it is syntactically correct, 
and takes some action as it processes the document.

Two kinds of XML parsers are in common use. Streaming parsers read the XML 
input one token at a time and report what they encounter: a start-tag, text, an end-
tag, and so on. In contrast, a tree-based parser builds a tree that represents the parsed 
document. Once the parser is done, you can analyze the tree. 

Streaming parsers are more efficient for handling large XML documents whose 
tree structure would require large amounts of memory. Tree-based parsers, however, 
are easier to use for most applications—the parse tree gives you a complete overview 
of the data, whereas a streaming parser gives you the infor mation in bits and pieces. 

In this section, you will learn how to use a tree-based parser that produces a tree 
structure according to the DOM (Document Object Model) standard. The DOM 
standard defines interfaces and methods to analyze and modify the tree structure that 
represents an XML document. 

In order to parse an XML document into a DOM tree, use the Document Builder 
class from the java.xml package. To get a Document Builder object, first call the static 
newInstance method of the DocumentBuilderFactory class, then call the new DocumentBuilder 
method on the factory object:

DocumentBuilderFactory factory = DocumentBuilderFactory.newInstance();
DocumentBuilder builder = factory.newDocumentBuilder(); 

Once you have a DocumentBuilder, you can read a document. To read a document from 
a file, first construct a File object from the file name, then call the parse method of the 
DocumentBuilder class:

String fileName = . . .;
File f = new File(fileName);
Document doc = builder.parse(f);

If the document is located on the Internet, use a URL: 
String urlName = . . .;
URL u = new URL(urlName);
Document doc = builder.parse(u);

You can also read a document from an arbitrary input stream:
InputStream in = . . .;
Document doc = builder.parse(in); 

Once you have created a new document or read a document from a file, you can 
inspect and modify it. 

The easiest method for inspecting a document is the XPath syntax. In the DOM 
standard, a node is the common superclass for all components that make up an XML 
document. In particular, text sequences and elements are nodes. An XPath describes 
a node or set of nodes, using a syntax that is similar to directory paths. For example, 
consider the following XPath, applied to the document in Figures 1 and 2:

/items/item[1]/quantity

This XPath selects the quantity of the first item, that is, the value 8. (In XPath, array 
positions start with 1. Accessing /items/item[0] would be an error.) 

A parser is a 
program that 
reads a document, 
checks whether it is 
syntactically correct, 
and takes some 
action as it processes 
the document.

A streaming parser 
reports the building 
blocks of an XML 
document. A tree-  
based parser builds a 
document tree.

A DocumentBuilder 
can read an XML 
document from a 
file, URL, or input 
stream. The result 
is a Document object, 
which contains 
a tree.

An XPath describes 
a node or node set, 
using a notation 
similar to that for 
directory paths.
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Figure 1  
An XML Document

<?xml version="1.0"?>
<items>
   <item>
      <product>
         <description>Ink Jet Refill Kit</description>
         <price>29.95</price>
      </product>
      <quantity>8</quantity>
   </item>
   <item>
      <product>
         <description>4-port Mini Hub</description>
         <price>19.95</price>
      </product>
      <quantity>4</quantity>
   </item>
</items>

Similarly, you can get the price of the second product as
/items/item[2]/product/price     

To get the number of items, use the XPath expression 
count(/items/item)

In our example, the result is 2. 
The total number of children can be obtained as
count(/items/*)

In our example, the result is again 2 because the items element has exactly two children.
To select attributes, use an @ followed by the name of the attribute. For example,
/items/item[2]/product/price/@currency

would select the currency attribute of the price element if it had one.
Finally, if you have a document with variable or unknown structure, you can find 

out the name of a child with an expression such as the following:
name(/items/item[1]/*[1])

The result is the name of the first child of the first item, or product.

Figure 2  
The Tree  
View of the  
Document

<item>

<quantity> <quantity><product><product>

<description> <description>

Ink Jet
Re�ll Kit

4-port
Mini Hub

<price> <price>

29.95 19.95

8 4

<items>

<item>
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That is all you need to know about the XPath syntax to analyze simple documents. 
(See Table 1 for a summary.) There are many more options in the XPath syntax that 
we do not cover here. If you are inter ested, look up the specification (http://www.
w3.org/TR/xpath) or work through the online tutorial (http://www.zvon.org/xxl/XPathTu-
torial/General/examples.html). 

To evaluate an XPath expression in Java, first create an XPath object:
XPathFactory xpfactory = XPathFactory.newInstance();
XPath path = xpfactory.newXPath();

Then call the evaluate method, like this:
String result = path.evaluate(expression, doc)

Here, expression is an XPath expression and doc is the Document object that represents 
the XML document. For example, the statement 

String result = path.evaluate("/items/item[2]/product/price", doc)

sets result to the string "19.95".
Now you have all the tools that you need to read and analyze an XML document. 

The example pro gram at the end of this section puts these techniques to work. (The 
program uses the LineItem and Product classes from Chapter 12.) The class ItemList-
Parser can parse an XML document that contains a list of product descriptions. Its 
parse method takes the file name and returns an array list of LineItem objects:

ItemListParser parser = new ItemListParser();
ArrayList<LineItem> items = parser.parse("items.xml"); 

The ItemListParser class translates each XML element into an object of the corre-
sponding Java class. We first get the number of items:

int itemCount = Integer.parseInt(path.evaluate("count(/items/item)", doc));

For each item element, we gather the product data and construct a Product object:
String description = path.evaluate(
      "/items/item[" + i + "]/product/description", doc);
double price = Double.parseDouble(path.evaluate(
      "/items/item[" + i + "]/product/price", doc));
Product pr = new Product(description, price);

Then we construct a LineItem object in the same way, and add it to the items array list.

Table 1  XPath Syntax Summary

Syntax Element Purpose Example

name Matches an element item 

/ Separates elements /items/item 

[n] Selects a value from a set /items/item[1] 

@name Matches an attribute price/@currency 

* Matches anything /items/*[1] 

count Counts matches count(/items/item) 

name The name of a match name(/items/*[1]) 
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Here is the com plete source code:

section_2/ItemListParser.java

1 import java.io.File;
2 import java.io.IOException;
3 import java.util.ArrayList;
4 import javax.xml.parsers.DocumentBuilder;
5 import javax.xml.parsers.DocumentBuilderFactory;
6 import javax.xml.parsers.ParserConfigurationException;
7 import javax.xml.xpath.XPath;
8 import javax.xml.xpath.XPathExpressionException;
9 import javax.xml.xpath.XPathFactory;

10 import org.w3c.dom.Document;
11 import org.xml.sax.SAXException;
12 
13 /**
14    An XML parser for item lists. 
15 */
16 public class ItemListParser
17 {
18    private DocumentBuilder builder;
19    private XPath path;
20 
21    /**
22       Constructs a parser that can parse item lists. 
23    */
24    public ItemListParser() 
25          throws ParserConfigurationException
26    {
27       DocumentBuilderFactory dbfactory 
28             = DocumentBuilderFactory.newInstance();
29       builder = dbfactory.newDocumentBuilder();
30       XPathFactory xpfactory = XPathFactory.newInstance();
31       path = xpfactory.newXPath();
32    }
33 
34    /**
35       Parses an XML file containing an item list. 
36       @param fileName the name of the file 
37       @return an array list containing all items in the XML file 
38    */
39    public ArrayList<LineItem> parse(String fileName) 
40          throws SAXException, IOException, XPathExpressionException
41    {
42       File f = new File(fileName);
43       Document doc = builder.parse(f);
44 
45       ArrayList<LineItem> items = new ArrayList<>();
46       int itemCount = Integer.parseInt(path.evaluate(
47             "count(/items/item)", doc));
48       for (int i = 1; i <= itemCount; i++)
49       {
50          String description = path.evaluate(
51                "/items/item[" + i + "]/product/description", doc);
52          double price = Double.parseDouble(path.evaluate(
53                "/items/item[" + i + "]/product/price", doc));
54          Product pr = new Product(description, price);
55          int quantity = Integer.parseInt(path.evaluate(
56                "/items/item[" + i + "]/quantity", doc));
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57          LineItem it = new LineItem(pr, quantity);
58          items.add(it);
59       }
60       return items;
61    }
62 }

section_2/ItemListParserDemo.java

1 import java.util.ArrayList;
2 
3 /**
4    This program parses an XML file containing an item list. 
5    It prints out the items that are described in the XML file. 
6 */
7 public class ItemListParserDemo
8 {
9    public static void main(String[] args) throws Exception

10    {
11       ItemListParser parser = new ItemListParser();
12       ArrayList<LineItem> items = parser.parse("items.xml");
13       for (LineItem anItem : items)
14       {
15          System.out.println(anItem.format());
16       }
17    }
18 }

Program Run

Ink Jet Refill Kit            29.95   8   239.6
4-port Mini Hub               19.95   4   79.8

4. What is the result of evaluating the XPath statement /items/item[1]/product/price 
in the XML docu ment of Figure 2? 

5. Which XPath statement yields the name of the root element of any XML 
document? 

Practice It Now you can try these exercises at the end of the chapter: R25.10, E25.1, E25.4.

XML Elements Describe Objects, Not Classes

When you convert XML documents to Java classes, you need to determine a class for each ele-
ment type. A common mistake is to make a separate class for each XML element. For example, 
consider a slightly different invoice descrip tion, with separate shipping and billing addresses:

<invoice>
   <shipto>
      <name>ACME Computer Supplies Inc.</name>
      <street>1195 W. Fairfield Rd.</street>
      <city>Sunnyvale</city>
      <state>CA</state>
      <zip>94085</state>
   </shipto>

© Nicholas Homrich/iStockphoto.

S E L F  C H E C K

Common Error 25.1 
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   <billto>
      <name>ACME Computer Supplies Inc.</name>
      <street>P.O. Box 11098</street>
      <city>Sunnyvale</city>
      <state>CA</state>
      <zip>94080-1098</zip>
   </billto>
   <items>
   . . .
   </items>
</invoice>

Should you have a class Shipto to match the shipto element and another class Billto to match 
the billto element? That makes no sense, because both of them have the same contents: ele-
ments that describe an address. 

Instead, you should think of the XML element as the value of an instance variable and then 
determine an appro priate class. For example, an invoice object has instance variables
• billto, of type Address
• shipto, also of type Address
Note that you don’t see the classes in the XML document. There is no notion of a class Address 
in the XML docu ment describing an invoice. To make element classes explicit, you use an 
XML schema—see Special Topic 25.2 for more information. 

25.3 Creating XML Documents
In the preceding section, you saw how to read an XML file into a Document object and 
analyze the contents of that object. In this section, you will see how to do the oppo-
site—build up a Document object and then save it as an XML file. Of course, you can 
also generate an XML file simply as a sequence of print statements. However, that is 
not a good idea—it is easy to build an illegal XML document in this way, as when data 
contain special characters such as < or &.

Recall that you needed a DocumentBuilder object to read in an XML document. You 
also need such an object to create a new, empty document. Thus, to create a new 
document, first make a DocumentBuilderFactory, then a DocumentBuilder, and finally the 
empty document:

DocumentBuilderFactory factory = DocumentBuilderFactory.newInstance();
DocumentBuilder builder = factory.newDocumentBuilder(); 
Document doc = builder.newDocument(); // An empty document 

A document contains two kind of nodes, elements and text nodes. The DOM stan-
dard provides interfaces for these node types, as well as a common superinterface Node 
(see Figure 3). You use the createElement method of the Document interface to create the 
elements that you need:

Element priceElement = doc.createElement("price");

You set element attributes with the setAttribute method. For example,
priceElement.setAttribute("currency", "USD");

You have to work a bit harder for inserting text. First create a text node:
Text textNode = doc.createTextNode("29.95");

The Document 
interface has 
methods to create 
elements and 
text nodes.
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Figure 3 UML Diagram of DOM Interfaces Used in This Chapter

«interface»
Document

«interface»
Node

«interface»
Element

«interface»
Text

«interface»
CharacterData

Then add the text node to the element:
priceElement.appendChild(textNode);

To construct the tree structure of a docu ment, it is a good idea to use a set of helper 
methods. We start out with a helper method that creates an element with text:

private Element createTextElement(String name, String text)
{
   Text t = doc.createTextNode(text);
   Element e = doc.createElement(name);
   e.appendChild(t);
   return e;
}

Using this helper method, we can construct a price element like this:
Element priceElement = createTextElement("price", "29.95");

Next, we write a helper method to create a product element from a Product object:
private Element createProduct(Product p)
{
   Element e = doc.createElement("product");
   e.appendChild(createTextElement("description", p.getDescription()));
   e.appendChild(createTextElement("price", "" + p.getPrice()));
   return e;
}

These helper methods are called from the createItem helper method:
private Element createItem(LineItem anItem)
{      
   Element e = doc.createElement("item");
   e.appendChild(createProduct(anItem.getProduct()));
   e.appendChild(createTextElement("quantity", "" + anItem.getQuantity()));
   return e;
}
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A helper method
private Element createItems(ArrayList<LineItem> items)

for the items element is implemented in the same way—see the program listing at the 
end of this section.

Now you build the document as follows:
ArrayList<LineItem> items = . . .;
doc = builder.newDocument();
Element root = createItems(items);
doc.appendChild(root);

Once you have built the document, you will want to write it to a file. The DOM stan-
dard provides the LSSerializer interface for this purpose. Unfortunately, the DOM 
standard uses very generic methods, which makes the code that is required to obtain a 
serializer object look like a “magic incantation”:

DOMImplementation impl = doc.getImplementation();
DOMImplementationLS implLS 
      = (DOMImplementationLS) impl.getFeature("LS", "3.0");
LSSerializer ser = implLS.createLSSerializer();

Once you have the serializer object, you simply use the writeToString method:
String str = ser.writeToString(doc);

By default, the LSSerializer produces an XML document without spaces or line 
breaks. As a result, the output looks less pretty, but it is actually more suitable for 
parsing by another program because it is free from unnecessary white space.

If you want white space, you use yet another magic incantation after creating the 
serializer:

ser.getDomConfig().setParameter("format-pretty-print", true); 

Here is an example program that shows how to build and print an XML document:

section_3/ItemListBuilder.java

1 import java.util.ArrayList;
2 import javax.xml.parsers.DocumentBuilder;
3 import javax.xml.parsers.DocumentBuilderFactory;
4 import javax.xml.parsers.ParserConfigurationException;
5 import org.w3c.dom.Document;
6 import org.w3c.dom.Element;
7 import org.w3c.dom.Text;
8 
9 /**

10    Builds a DOM document for an array list of items. 
11 */
12 public class ItemListBuilder
13 {
14    private DocumentBuilder builder;
15    private Document doc;
16 
17    /**
18       Constructs an item list builder. 
19    */
20    public ItemListBuilder() 
21          throws ParserConfigurationException
22    {

Use an LSSerializer 
to write a DOM 
document.
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23       DocumentBuilderFactory factory 
24             = DocumentBuilderFactory.newInstance();
25       builder = factory.newDocumentBuilder();
26    }
27 
28    /**
29       Builds a DOM document for an array list of items. 
30       @param items the items 
31       @return a DOM document describing the items 
32    */
33    public Document build(ArrayList<LineItem> items)
34    {
35       doc = builder.newDocument();
36       doc.appendChild(createItems(items));
37       return doc;
38    }
39 
40    /**
41       Builds a DOM element for an array list of items. 
42       @param items the items 
43       @return a DOM element describing the items 
44    */      
45    private Element createItems(ArrayList<LineItem> items)
46     {      
47       Element e = doc.createElement("items");
48 
49       for (LineItem anItem : items)
50       {
51          e.appendChild(createItem(anItem));
52       }
53 
54       return e;
55    }
56 
57    /**
58       Builds a DOM element for an item. 
59       @param anItem the item 
60       @return a DOM element describing the item 
61    */
62    private Element createItem(LineItem anItem)
63    {      
64       Element e = doc.createElement("item");
65 
66       e.appendChild(createProduct(anItem.getProduct()));
67       e.appendChild(createTextElement(
68             "quantity", "" + anItem.getQuantity()));
69 
70       return e;
71    }
72 
73    /**
74       Builds a DOM element for a product. 
75       @param p the product 
76       @return a DOM element describing the product 
77    */
78    private Element createProduct(Product p)
79    {
80       Element e = doc.createElement("product");
81 
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82       e.appendChild(createTextElement(
83             "description", p.getDescription()));
84       e.appendChild(createTextElement(
85             "price", "" + p.getPrice()));
86 
87       return e;
88    }
89 
90    private Element createTextElement(String name, String text)
91    {
92       Text t = doc.createTextNode(text);
93       Element e = doc.createElement(name);
94       e.appendChild(t);
95       return e;
96    }
97 }

section_3/ItemListBuilderDemo.java

1 import java.util.ArrayList;
2 import org.w3c.dom.DOMImplementation;
3 import org.w3c.dom.Document;
4 import org.w3c.dom.ls.DOMImplementationLS;
5 import org.w3c.dom.ls.LSSerializer;
6 
7 /**
8    This program demonstrates the item list builder. It prints the XML 
9    file corresponding to a DOM document containing a list of items.

10 */
11 public class ItemListBuilderDemo
12 {
13    public static void main(String[] args) throws Exception
14    {
15       ArrayList<LineItem> items = new ArrayList<>();
16       items.add(new LineItem(new Product("Toaster", 29.95), 3));
17       items.add(new LineItem(new Product("Hair dryer", 24.95), 1));
18 
19       ItemListBuilder builder = new ItemListBuilder();
20       Document doc = builder.build(items);
21       DOMImplementation impl = doc.getImplementation();
22       DOMImplementationLS implLS 
23             = (DOMImplementationLS) impl.getFeature("LS", "3.0");
24       LSSerializer ser = implLS.createLSSerializer();
25       String out = ser.writeToString(doc);
26 
27       System.out.println(out);
28    }
29 }

This program uses the Product and LineItem classes from Chapter 12. The LineItem 
class has been modified by adding getProduct and getQuantity methods.

Program Run

<?xml version="1.0" encoding="UTF-8"?><items><item><product>
<description>Toaster</description><price>29.95</price></product>
<quantity>3</quantity></item><item><product><description>Hair dryer
</description><price>24.95</price></product><quantity>1</quantity>
</item></items>
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6. Suppose you need to construct a Document object that represents an XML docu-
ment other than an item list. Which methods from the ItemListBuilder class can 
you reuse? 

7. How would you write a document to the file output.xml?

Practice It Now you can try these exercises at the end of the chapter: R25.12, P25.4, P25.5.

Step 1 Provide the outline of a document builder class.

To construct the Document object from an object of some class, you should implement a class 
such as this one: 

public class MyBuilder
{
   private DocumentBuilder builder;
   private Document doc;   

   public Document build(SomeClass x) { . . . }
   . . .
   private Element createTextElement(String name, String text)
   {
      Text t = doc.createTextNode(text);
      Element e = doc.createElement(name);
      e.appendChild(t);
      return e;
   }
}

Step 2 Look at the format of the XML document that you want to create.

Consider all elements, except those that have only text content. Find the matching Java classes. 
In the ItemList Builder example, we ignore quantity, description, and price because they have 
text content. The remaining elements and their Java classes are
• product - Product 
• item - LineItem 
• items - ArrayList<LineItem> 

Step 3 For each element in Step 2, add a helper method to your builder class. 

Each helper method has the form

private Element createElementName(ClassForElement x)

For example,

public class MyBuilder
{

© Steve Simzer/iStockphoto.

HOW TO 25.2 Writing an XML Document

What is the best way to write an XML document? This How To shows you how to produce a 
Document object and generate an XML document from it.
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   . . .
   public Document build(ArrayList<LineItem> x) { . . . }
   private Element createProduct(Product x)  { . . . }
   private Element createItem(LineItem x)  { . . . }
   private Element createItems(ArrayList<LineItem> x)  { . . . }
}

Step 4 Implement the helper methods. 

For each element, call the helper methods of its children. However, if a child has text content, 
call createTextElement instead.

For example, the item element has two children: product and quantity. The former has a 
helper method, and the lat ter has text content. Therefore, the createItem method calls create-
Product and createTextElement:

private Element createItem(LineItem anItem)
{      
   Element e = doc.createElement("item");
   e.appendChild(createProduct(anItem.getProduct()));
   e.appendChild(createTextElement("quantity", "" + anItem.getQuantity()));
   return e;
}

You may find it helpful to implement the helper methods “bottom up”, starting with the 
simplest method (such as createProduct) and finishing with the method for the root element 
(createItems).

Step 5 Finish off your builder by writing a constructor and the build method.

public class MyBuilder
{
   public MyBuilder() throws ParserConfigurationException
   {
      DocumentBuilderFactory factory = DocumentBuilderFactory.newInstance();
      builder = factory.newDocumentBuilder();
   }
   public Document build(ClassForRootElement x)
   {
      doc = builder.newDocument();
      doc.appendChild(createRootElementName(x));
      return doc;
   }
   . . .
}   

Step 6 Use a class, such as the LSSerializer, to convert the Document to a string.

For example, 

Invoice x = . . .;
InvoiceBuilder builder = new InvoiceBuilder();
Document doc = builder.build(x);
LSSerializer ser = . . .;
String str = ser.writeToString(doc);
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Grammars, Parsers, and Compilers

Grammars are very important in many areas of computer science to describe the structure 
of computer programs or data formats. To introduce the concept of a grammar, consider this 
set of rules for a set of simple English language sentences:

1. A sentence has a noun phrase followed by a verb and another noun phrase.
2. A noun phrase consists of an article followed by an adjective list followed by a noun.
3. An adjective list consists of an adjective or an adjective followed by an adjective list.
4. Articles are “a” and “the”.
5. Adjectives are “quick”, “brown”, “lazy”, and “hungry”.
6. Nouns are “fox”, “dog”, and “hamster”.
7. Verbs are “jumps over” and “eats”.

Here are two sentences that follow these rules:
• The quick brown fox jumps over the lazy dog.
• The hungry hamster eats a quick brown fox.
Symbolically, these rules can be expressed by a formal grammar:

<sentence> ::= <noun-phrase> <verb> <noun-phrase>
<noun-phrase> ::= <article> <adjective-list> <noun>
<adjective-list> ::= <adjective> |  
   <adjective> <adjective-list>
<article> ::= a | the 
<adjective> ::= quick | brown | lazy | hungry 
<noun> ::= fox | dog | hamster 
<verb> ::= jumps over | eats 

Here the symbol ::= means “can be replaced with” and | separates alternate choices. For 
example, <article> can be replaced with “a” or “the”. 

The grammar symbols, such as <noun>, happen to be enclosed in angle brackets just like 
XML tags, but they are different from tags. One purpose of a grammar is to produce strings 
that are valid according to the grammar by starting with the start symbol (<sentence> in this 
example) and applying replacement rules until the resulting string is free from symbols. See 
Table 2 for an example of the replacement process.

If you have a grammar and a string, such as “the hungry hamster eats a quick brown fox” or 
“a brown jumps over hamster quick lazy”, you can parse the sentence: that is, check whether 
the sentence is described by the grammar rules and, if it is, show how it can be derived from 
the start symbol (see Table 2). Another way to show the derivation is to construct a parse tree 
(see Figure 4). 

Table 2  Deriving a Sentence from a Grammar

String Rule

<sentence> Start

<noun-phrase> <verb> <noun-phrase> 1

<noun-phrase> eats <noun-phrase> 7

<article> <adjective-list> <noun> eats <noun-phrase> 2

the <adjective-list> <noun> eats <noun-phrase> 4

Special Topic 25.1 
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Table 2  Deriving a Sentence from a Grammar

String Rule

the <adjective> <noun> eats <noun-phrase> 3

the hungry <noun> eats <noun-phrase> 5

the hungry hamster eats <noun-phrase> 6

the hungry hamster eats <article> <adjective-list> <noun> 2

the hungry hamster eats a <adjective-list> <noun> 4

the hungry hamster eats a <adjective> <adjective-list> <noun> 3

the hungry hamster eats a quick <adjective-list> <noun> 5

the hungry hamster eats a quick <adjective> <noun> 3

the hungry hamster eats a quick brown <noun> 5

the hungry hamster eats a quick brown fox 6

A parser is a program that reads strings and decides whether the input conforms to the rules 
of a certain grammar. Some parsers—such as the DOM XML parser—build a parse tree in the 
process or report an error message when a parse tree cannot be constructed. Other parsers—
such as the SAX XML parser—call user-specified methods when ever a part of the input was 
successfully parsed. 

The most important use for parsers is inside compilers for programming languages. Just as 
our grammar can describe (some) simple English language sentences, the valid “sentences” in 
a programming language can be described by a grammar. The actual grammar for the Java pro-
gramming language occupies about fifteen pages in The Java Language Specification (http://
docs.oracle.com/javase/specs/jls/se8/html/index.html). To give a flavor of a small subset of 
such a grammar, here is a grammar that describes arithmetic expressions. 

<expression> ::= <term> |  
   <expression> <additive-operator> <term> 
<additive-operator> ::= + | - 
<term> ::= <factor> |  
   <term> <multiplicative-operator> <factor>
<multiplicative-operator> ::= * | /
<factor> ::= <integer> | ( <expression> )
<integer> ::= <digits> | - <digits>
<digits> ::= <digit> | <digit> <digits>
<digit> ::= 0 | 1 | 2 | 3 | 4 | 5 | 6 | 7 | 8 | 9

An example of a valid expression in this grammar is 

-2 * (3 + 10)

Try deriving this expression from the <expression> start symbol, as was done in Table 2 or 
Figure 4!

In a compiler, parsing the program source is the first step toward generating code that the 
target processor (the Java virtual machine in the case of Java) can execute. Writing a parser is a 
challenging and interesting task. You may at one point in your studies take a course in com-
piler construction, in which you learn how to write a parser and how to generate code from 
the parsed input. Fortunately, to use XML you don’t have to know how the parser does its job. 
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You simply ask the XML parser to read the XML input and then process the resulting Document 
tree.

25.4 Validating XML Documents
In this section you will learn how to specify rules for XML documents of a particular 
type. There are sev eral mechanisms for this purpose. The oldest and simplest mecha-
nism is a Document Type Definition (DTD), the topic of this section. We discuss 
other mechanisms in Special Topic 25.2.

25.4.1 Document Type Definitions

Consider a document of type items. Intuitively, items denotes a sequence of item ele-
ments. Each item ele ment contains a product and a quantity. A product contains a descrip-
tion and a price. Each of these elements contains text describing the product’s descrip-
tion, price, and quantity. The purpose of a DTD is to for malize this description.

A DTD is a sequence of rules that describes

• The valid attributes for each element type.
• The valid child elements for each element type.

Let us first turn to child elements. The valid child elements of an element are described 
by an ELEMENT rule:

<!ELEMENT items (item*)>

This means that an item list must contain a sequence of 0 or more item elements.
As you can see, the rule is delimited by <! .  .  . >, and it contains the name of the ele-

ment whose chil dren are to be constrained (items), followed by a description of what 
children are allowed. 

Figure 4 A Parse Tree for a Simple Sentence

<sentence>

<verb>

eats

<noun-
phrase>

<noun-
phrase>

<noun> <noun><article><article>

a

<adjective>

<adjective-
list>

<adjective-
list>

<adjective>

quick fox

<adjective-
list>

<adjective>

brown

hungry

hamsterthe

A DTD is a sequence 
of rules that 
describes the valid 
child elements and 
attributes for each 
element type.
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Next, let us turn to the definition of an item element:
<!ELEMENT item (product, quantity)>

This means that the children of an item element must be a product element, followed 
by a quantity element. 

The definition for a product is similar:
<!ELEMENT product (description, price)>

Finally, here are the definitions of the three remaining elements:
<!ELEMENT quantity (#PCDATA)>
<!ELEMENT description (#PCDATA)>
<!ELEMENT price (#PCDATA)>

The symbol #PCDATA refers to text, called “parsed character data” in XML terminol-
ogy. The character data can contain any characters. However, certain characters, such 
as < and &, have special meaning in XML and need to be replaced if they occur in char-
acter data. Table 3 shows the replacements for special charac ters. 

Table 3  Replacements for Special Characters

Character Encoding Name

< &lt; Less than (left angle bracket)

> &gt; Greater than (right angle bracket)

& &amp; Ampersand

' &apos; Apostrophe

" &quot; Quotation mark

The complete DTD for an item list has six rules, one for each element type:
<!ELEMENT items (item*)> 
<!ELEMENT item (product, quantity)> 
<!ELEMENT product (description, price)> 
<!ELEMENT quantity (#PCDATA)>
<!ELEMENT description (#PCDATA)>
<!ELEMENT price (#PCDATA)>

Let us have a closer look at the descriptions of the allowed children. Table 4 shows 
the expressions used to describe the children of an element. The EMPTY reserved word 
is self-explanatory: an element that is declared as EMPTY may not have any children. 
For example, the HTML DTD defines the img element to be EMPTY—an image has only 
attributes, specifying the image source, size, and placement, and no children. 

More interesting child rules can be formed with the regular expression operations 
(* + ? , |). (See Table 4 and Figure 5. Also see Special Topic 11.4 for more information 
on regular expressions.) You have already seen the * (“0 or more”) and , (sequence) 
operations. The children of an items element are 0 or more item elements, and the chil-
dren of an item are a sequence of product and quantity elements. 
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Table 4  Regular Expressions for Element Content

Rule Description Element Content

EMPTY No children allowed 

(E*) Any sequence of 0 or more elements E 

(E+) Any sequence of 1 or more elements E 

(E?) Optional element E (0 or 1 occurrences allowed) 

(E1, E2, . . . ) Element E1, followed by E2 , . . . 

(E1 | E2  | . . . ) Element E1 or E2 or . . . 

(#PCDATA) Text only

(#PCDATA | E1 | E2 . . . )* Any sequence of text and elements E1, E2 , . . . , in any order 

ANY Any children allowed 

You can also combine these operations to form more complex expressions: 
<!ELEMENT section (title, (paragraph | (image, title?))+)   

defines an element section whose children are:

1. A title element
2. A sequence of one or more of the following: 

• paragraph elements
• image elements followed by optional title elements

Figure 5  
DTD Regular  
Expression  
Operations (E?)

(E+)

(E*) (E1,  E2)

(E1 |  E2)

E

E

E E1 E2

E2

E1
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Thus, 
<section>
   <title/>
   <paragraph/>
   <image/>
   <title/>
   <paragraph/>
</section>

is valid, but 
<section>
   <paragraph/>
   <paragraph/>
   <title/>
</section>  

is not—there is no starting title, and the title at the end doesn’t follow an image. 
You already saw the (#PCDATA) rule. It means that the children can consist of any 

character data. For example, in our product list DTD, the description element can 
have any character data inside. 

You can also allow mixed content—any sequence of character data and specified 
elements. However, in mixed content, you have no control over the order in which 
the elements appear. As explained in Programming Tip 25.2, you should avoid mixed 
content for DTDs that describe data sets. This feature is intended for docu ments that 
contain both text and markup instructions, such as HTML pages. 

Finally, you can allow an element to have children of any type—you should avoid 
that for DTDs that describe data sets.

You now know how to specify what children an element may have. A DTD also 
gives you control over the allowed attributes of an element. An attribute description 
looks like this: 

<!ATTLIST Element Attribute Type Default>  

The most useful attribute type descriptions are listed in Table 5. The CDATA type 
describes any sequence of character data. As with #PCDATA, certain characters, such as 
< and &, need to be encoded (as &lt;, &amp; and so on). There is no practical difference 
between the CDATA and #PCDATA types. Simply use CDATA in attribute declarations and 
#PCDATA in element declarations. 

Rather than allowing arbitrary attribute values, you can specify a finite number 
of choices. For exam ple, you may want to restrict a currency attribute to U.S. dollar, 
euro, and Japanese yen. Then use the fol lowing declaration:

<!ATTLIST price currency (USD | EUR | JPY) #REQUIRED> 

You can use letters, numbers, and the hyphen (-) and underscore (_) characters for the 
attribute values. 

Table 5  Common Attribute Types

Type Description Attribute Type

CDATA Any character data 

(V1 | V2 | . . . ) One of V1, V2 , . . . 
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Table 6  Attribute Defaults

Default Declaration Explanation

#REQUIRED Attribute is required

#IMPLIED Attribute is optional

V Default attribute, to be used if attribute is not specified 

#FIXED V Attribute must either be unspecified or contain this value 

There are other type descriptions that are less common in practice. You can find 
them in the XML ref erence (http://www.xml.com/axml/axml.html).

The attribute type description is followed by a “default” declaration. The reserved 
words that can appear in a “default” declaration are listed in Table 6. 

For example, this attribute declaration specifies that each price element must have 
a currency attribute whose value is any character data:

<!ATTLIST price currency CDATA #REQUIRED>      

To fulfill this declaration, each price element must have a currency attribute, such as 
<price currency="USD">. A price without a currency would not be valid.  

For an optional attribute, you use the #IMPLIED reserved word instead:
<!ATTLIST price currency CDATA #IMPLIED>

That means that you can supply a currency attribute in a price element, or you can 
omit it. If you omit it, then the application that processes the XML data implicitly 
assumes some default currency. 

A better choice would be to supply the default value explicitly:
<!ATTLIST price currency CDATA "USD">

That means that the currency attribute is understood to mean USD if the attribute is not 
specified. An XML parser will then report the value of currency as USD if the attribute 
was not specified. 

Finally, you can state that an attribute can only be identical to a particular value. 
For example, the rule

<!ATTLIST price currency CDATA #FIXED "USD">

means that a price element must either not have a currency attribute at all (in which 
case the XML parser will report its value as USD), or specify the currency attribute as 
USD. Naturally, this kind of rule is not very common. 

You have now seen the most common constructs for DTDs. Using these constructs, 
you can define your own DTDs for XML documents that describe data sets. In the 
next section, you will see how to specify which DTD an XML document should use, 
and how to have the XML parser check that a docu ment conforms to its DTD.

25.4.2 Specifying a DTD in an XML Document

When you reference a DTD with an XML document, you can instruct the parser 
to check that the docu ment follows the rules of the DTD. That way, the parser can 
check for errors in the document. 
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In the preceding section you saw how to develop a DTD for a class of XML docu-
ments. The DTD specifies the permitted elements and attributes in the document. An 
XML document has two ways of ref erencing a DTD:

1. The document may contain the DTD.
2. The document may refer to a DTD that is stored elsewhere.

A DTD is introduced with the DOCTYPE declaration. If the document contains its DTD, 
then the declara tion looks like this:

<!DOCTYPE rootElement [ rules ]>

For example, an item list can include its DTD like this:
<?xml version="1.0"?>
<!DOCTYPE items [

<!ELEMENT items (item*)> 
<!ELEMENT item (product, quantity)> 
<!ELEMENT product (description, price)> 
<!ELEMENT quantity (#PCDATA)>
<!ELEMENT description (#PCDATA)>
<!ELEMENT price (#PCDATA)>

]>
<items>
   <item>
      <product>
         <description>Ink Jet Refill Kit</description>
         <price>29.95</price>
      </product>
      <quantity>8</quantity>
   </item>
   <item>
      <product>
         <description>4-port Mini Hub</description>
         <price>19.95</price>
      </product>
      <quantity>4</quantity>
   </item>
</items>

However, if the DTD is more complex, then it is better to store it outside the XML 
document. In that case, you use the SYSTEM reserved word inside the DOCTYPE declara-
tion to indicate that the system that hosts the XML processor must locate the DTD. 
The SYSTEM reserved word is followed by the location of the DTD. For example, a 
DOCTYPE declaration might point to a local file 

<!DOCTYPE items SYSTEM "items.dtd">

Alternatively, the resource might be a URL anywhere on the Web:
<!DOCTYPE items SYSTEM "http://www.mycompany.com/dtds/items.dtd">

For commonly used DTDs, the DOCTYPE declaration can contain a PUBLIC reserved 
word. For example,

<!DOCTYPE faces-config PUBLIC
   "-//Sun Microsystems, Inc.//DTD JavaServer Faces Config 1.0//EN"
   "http://java.sun.com/dtd/web-facesconfig_1_0.dtd">

An XML document 
can contain its DTD 
or refer to a DTD that 
is stored elsewhere.

When referencing an 
external DTD, you 
must supply a URL 
for locating the DTD.
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A program parsing the DTD can look at the public identifier. If it is a familiar identi-
fier, then it need not spend time retrieving the DTD from the URL. 

25.4.3 Parsing and Validation

When you include a DTD with an XML document, then you can tell the parser to 
validate the document. That means that the parser will check that all child elements 
and attributes of an element conform to the ELEMENT and ATTLIST rules in the DTD. If 
a document is invalid, then the parser reports an error. To turn on validation, you 
use the set Validating method of the DocumentBuilderFactory class before calling the new -
DocumentBuilder method:

DocumentBuilderFactory factory = DocumentBuilderFactory.newInstance();
factory.setValidating(true);
DocumentBuilder builder = factory.newDocumentBuilder();
Document doc = builder.parse(. . .);

Validation can simplify your code for processing XML documents. For example, if 
the DTD specifies that the child elements of each item element are product and quantity 
elements in that order, then you can rely on that fact and don’t need to put tedious 
checks in your code. 

If the parser has access to the DTD, it can make another useful improvement. By 
default, the parser converts all spaces in the input document to text, even if the spaces 
are only used to logically line up ele ments. As a result, the document contains text 
nodes that are wasteful and can be confusing when you analyze the document tree.

To make the parser ignore white space, call the setIgnoringElementContent Whitespace 
method of the Docu mentBuilderFactory class. 

factory.setValidating(true);
factory.setIgnoringElementContentWhitespace(true);

Finally, if the parser has access to the DTD, it can fill in default values for attributes. 
For example, sup pose a DTD defines a currency attribute for a price element:

<!ATTLIST price currency CDATA "USD">

If a document contains a price element without a currency attribute, then the parser 
can supply the default:

String attributeValue = priceElement.getAttribute("currency"); 
   // Gets "USD" if no currency specified 

This concludes our discussion of XML. You now know enough XML to put it to 
work for describing data formats. Whenever you are tempted to use a “quick and 
dirty” file format, you should consider using XML instead. By using XML for data 
interchange, your programs become more professional, robust, and flexible.

8. How can a DTD specify that the quantity element in an item is optional? 
9. How can a DTD specify that a product element can contain a description and a 

price element, in any order? 
10. How can a DTD specify that the description element has an optional attribute 

language? 

Practice It Now you can try these exercises at the end of the chapter: R25.13, E25.3, E25.5.

When your XML 
document has a DTD, 
you can request 
validation when 
parsing.

When you parse an 
XML file with a DTD, 
tell the parser to 
ignore white space.
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S E L F  C H E C K
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Step 1 Get or write a couple of sample XML documents.

For example, if you wanted to make a DTD for XML documents that describe an invoice, you 
could study samples such as the one in How To 25.1.

Step 2 Make a list of all elements that can occur in the XML document.

In the invoice example, they are 

© Steve Simzer/iStockphoto.

HOW TO 25.3 Writing a DTD

You write a DTD to describe a set of XML documents of the same type. The DTD specifies 
which elements contain child elements (and the order in which they may appear) and which 
elements contain text. It also specifies which ele ments may have attributes, which attributes 
are required, and which defaults are used for missing attributes. 

These rules are for DTDs that describe program data. DTDs that describe narrative text 
generally have a much more complex structure.

• invoice

• address

• name

• street

• city

• state

• zip

• items

• item

• product

• description

• quantity

Step 3 For each of the elements, decide whether its children are elements or text.

It is best to avoid elements whose children are a mixture of both. 
In the invoice example, the following elements have element content: 

• invoice

• address

• items

• item

• product

The remainder contain text.

Step 4 For elements that contain text, the DTD rule is

<!ELEMENT elementName (#PCDATA)>

Thus, we have the following simple rules for the invoice elements that contain text:

<!ELEMENT name (#PCDATA)>
<!ELEMENT street (#PCDATA)>
<!ELEMENT city (#PCDATA)>
<!ELEMENT state (#PCDATA)>
<!ELEMENT zip (#PCDATA)>
<!ELEMENT quantity (#PCDATA)>
<!ELEMENT description (#PCDATA)>

Step 5 For each element that contains other elements, make a list of the possible child elements.

Here are the lists in the invoice example:

• invoice 
 address
 items

• address 
 name
 street
 city
 state
 zip

• items 
 item

• item 
 product
 quantity

• product 
 description
 price
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Step 6 For each of those elements, decide in which order the child elements should occur and how 
often they should occur.

Then form the rule 

<!ELEMENT elementName child1 count1, child2 count2, . . .>

where each count is one of the following: 

Quantity Count

0 or 1 ?

1 omit

0 or more *

1 or more +

In the invoice example, the items element can contain any number of items, so the rule is 

<!ELEMENT items (item*)>

In the remaining cases, each child element occurs exactly once. That leads to the rules

<!ELEMENT invoice (address, items)> 
<!ELEMENT address (name, street, city, state, zip)>
<!ELEMENT item (product, quantity)>
<!ELEMENT product (descripton, price)>

Step 7 Decide whether any elements should have attributes. 

Following Programming Tip 25.1, it is best to avoid attributes altogether or to minimize the 
use of attributes. Because we have no good reason to add attributes in the invoice example, our 
invoice is complete without attributes.

Schema Languages

Several mechanisms have been developed to deal with the limitations of DTDs. DTDs can-
not express certain details about the structure of an XML document. For example, you can’t 
force an element to contain just a number or a date—any text string is allowed for a (#PCDATA) 
element. 

The XML Schema specification is one mechanism for overcoming these limitations. An 
XML schema is like a DTD in that it is a set of rules that documents of a particular type need to 
follow, but a schema can contain far more precise rule descriptions. 

Here is just a hint of how an XML schema is specified. For each element, you specify the 
element name and the type. For example, this definition restricts the contents of quantity to an 
integer. 

<xsd:element name="quantity" type="xsd:integer"/>

Note that an XML schema is itself written in XML—unlike a DTD, which uses a com-
pletely different syntax. (The xsd: prefix is a name space prefix to denote that xsd:element and 
xsd:integer are part of the XML Schema Definition name space. See Special Topic 25.3 for 
more information about name spaces. )

Special Topic 25.2 

© Eric Isselé/iStockphoto.
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In XML Schema, you can define complex types, much as you define classes in Java. Here is 
the definition of an Address type:

<xsd:complexType name="Address">
   <xsd:sequence>
      <xsd:element name="name" type="xsd:string"/>
      <xsd:element name="street" type="xsd:string"/>
      <xsd:element name="city" type="xsd:string"/>
      <xsd:element name="state" type="xsd:string"/>
      <xsd:element name="zip" type="xsd:string"/>
   </xsd:sequence> 
</xsd:complexType>

Then you can specify that an invoice should have shipto and billto instance variables that are 
both of type Address:

<xsd:element name="shipto" type="Address"/>
<xsd:element name="billto" type="Address"/> 

These examples show that an XML schema can be more precise than a DTD. 
The XML Schema specification has many advanced features—see the W3C web site, www.

w3.org/xml, for details. However, some programmers find that specification overly complex 
and instead use a competing standard called Relax NG—see www.relaxng.org. Relax NG is sim-
pler than XML Schema, and it shares a feature with DTDs: a com pact notation that is not 
XML. 

For example, in Relax NG, you simply write

element quantity { xsd:integer }

to denote that quantity is an element containing an integer. The designers of Relax NG realized 
that XML, despite its many advantages, is not always the best notation for humans. 

Other XML Technologies

This chapter covers the subset of the XML 1.0 specification that is most useful for common 
programming situations. Since version 1.0 of the XML specification was released, there has 
been a huge amount of interest in advanced XML technologies. A number of useful technolo-
gies have recently been standardized. Among them are:
• Schema Definitions
• Name Spaces
• XHTML
• XSL and Transformations
Special Topic 25.2 contains more information about schema definitions. 

Name spaces were invented to ensure that many different people and organizations can 
develop XML documents without running into conflicts with element names. For example, 
if you look inside Special Topic 25.2, you will see that XML Schema definitions have element 
names that are prefixed with a tag xsd:, such as 

<xsd:element name="city" type="xsd:string"/>

That way, the tag and attribute names, such as element and string, don’t conflict with other 
names. In that regard, name spaces are similar to Java packages. However, a name space pre-
fix such as xsd: is just a shortcut for the actual name space identifier, which is a much longer, 
unique string. For example, the full name space for XML Schema def initions is http://www.
w3.org/2000/08/XMLSchema. Each schema definition starts out with the statement

<xsd:schema xmlns:xsd="http://www.w3.org/2000/08/XMLSchema">

which binds the xsd prefix to the full name space.

Special Topic 25.3 

© Eric Isselé/iStockphoto.
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XHTML is the most recent recommendation of the W3C for formatting web pages. Unlike 
HTML, XHTML is fully XML-compliant. Once web-editing tools switch to XHTML, it will 
become much easier to write programs that parse web pages. The XHTML standard has been 
carefully designed to be backward compatible with existing browsers. 

While XHTML documents are intended to be viewed by browsers, general XML docu-
ments are not designed to be viewed at all. Nevertheless, it is often desirable to transform an 
XML document into a viewable form. XSL (Extensible Stylesheet Language) was created for 
this purpose. A style sheet indicates how to change an XML docu ment into an HTML docu-
ment, or even a completely different format, such as PDF. 

For more information on these and other emerging technologies, see the W3C web site, 
http://www.w3.org/xml.

Describe the purpose of XML and the structure of an XML doc ument.

• XML allows you to encode complex data, independent of any programming 
language, in a form that the recipient can easily parse.

• XML files are readable by computer programs and by humans.
• XML-formatted data files are resilient to change.
• XML describes the meaning of data, not how to display them.
• An XML document starts out with an XML declaration and contains elements 

and text.
• An element can contain text, child elements, or both (mixed content). For data 

descriptions, avoid mixed content.
• Elements can have attributes. Use attributes to describe how to interpret the 

ele ment content.

Use a parser and the XPath language to process an XML docu ment.

• A parser is a program that reads a document, checks whether it is syntactically 
correct, and takes some action as it processes the document.

• A streaming parser reports the building blocks of an XML document. A tree-
based parser builds a document tree.

• A DocumentBuilder can read an XML document from a file, URL, or input stream. 
The result is a Document object, which contains a tree.

• An XPath describes a node or node set, using a notation similar to that for 
direc tory paths.

Write Java programs that create XML documents.

• The Document interface has methods to create elements and text nodes.
• Use an LSSerializer to write a DOM document.

Explain the use of DTDs for validating XML documents.

• A DTD is a sequence of rules that describes the valid child elements and attributes 
for each element type.

C H A P T E R  S U M M A R Y
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• An XML document can contain its DTD or refer to a DTD that is stored 
else where.

• When referencing an external DTD, you must supply a URL for locating  
the DTD.

• When your XML document has a DTD, you can request validation when pars ing.
• When you parse an XML file with a DTD, tell the parser to ignore white space.

• R25.1 Give some examples to show the differences between XML and HTML. 

• R25.2 Design an XML document that describes a bank account.

• R25.3 Draw a tree view for the XML document you created in Exercise R25.2.

• R25.4 Write the XML document that corresponds to the parse tree in Figure 2.

• R25.5 Make an XML document describing a book, with child elements for the author 
name, the title, and the publication year. 

• R25.6 Add a description of the book’s language to the document of Exercise R25.5. Should 
you use an element or an attribute? 

•• R25.7 What is mixed content? What problems does it cause?

• R25.8 Design an XML document that describes a purse containing three quarters, a dime, 
and two nickels. 

•• R25.9 Explain why a paint program, such as Microsoft Paint, is a WYSIWYG program that 
is also “what you see is all you’ve got”. 

javax.xml.parsers.DocumentBuilder
   newDocument
   parse
javax.xml.parsers.DocumentBuilderFactory
   newDocumentBuilder
   newInstance
   setIgnoringElementContentWhitespace
   setValidating
javax.xml.xpath.XPath
   evaluate
javax.xml.xpath.XPathExpressionException
javax.xml.xpath.XPathFactory
   newInstance
   newXPath
org.w3c.dom.Document
   createElement
   createTextNode
   getImplementation

org.w3c.dom.DOMConfiguration
   setParameter
org.w3c.dom.DOMImplementation
   getFeature
org.w3c.dom.Element
   getAttribute
   setAttribute
org.w3c.dom.ls.DOMImplementationLS
   createLSSerializer
org.w3c.dom.ls.LSSerializer
   getDomConfig
   writeToString
org.xml.sax.SAXException

S TA N D A R D  L I B R A R Y  I T E M S  I N T R O D U C E D  I N  T H I S  C H A P T E R

R E V I E W  E X E R C I S E S
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•• R25.10 Consider the XML file
<purse>
   <coin>
      <value>0.5</value>
      <name lang="en">half dollar</name>
   </coin>
   <coin>
      <value>0.25</value>
      <name lang="en">quarter</name>
   </coin>
</purse>

What are the values of the following XPath expressions?
a. /purse/coin[1]/value
b. /purse/coin[2]/name
c. /purse/coin[2]/name/@lang
d. name(/purse/coin[2]/*[1])
e. count(/purse/coin)
f. count(/purse/coin[2]/name)

•• R25.11 With the XML file of Exercise R25.10, give XPath expressions that yield
a. the value of the first coin.
b. the number of coins.
c. the name of the first child element of the first coin element.
d. the name of the first attribute of the first coin’s name element. (The 

expression @* selects the attributes of an element.)
e. the value of the lang attribute of the second coin’s name element.

••• R25.12 Harry Hopeless doesn’t want to build a DOM tree to produce an XML document. 
Instead, he uses the following code:

System.out.println("<?xml version="1.0"?><items>");
for (LineItem anItem: items)
{
   Product p = anItem.getProduct();
   System.out.println("<item><product><description>" + p.getDescription()
      + "</description><price>" + p.getPrice()
      + "</price></product><quantity>" + anItem.getQuantity()
      + "<quantity></item>");
}
System.out.println("</items>");

What can go wrong? How can one fix the problems?

•• R25.13 Design a DTD that describes a bank with bank accounts.

•• R25.14 Design a DTD that describes a library patron who has checked out a set of books. 
Each book has an ID number, an author, and a title. The patron has a name and tele-
phone number. 

•• R25.15 Write the DTD file for the following XML document
<?xml version="1.0"?> 
<productlist>
   <product>
      <name>Comtrade Tornado</name>
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      <price currency="USD">2495</price>
      <score>60</score>
   </product>
   <product>
      <name>AMAX Powerstation 75</name>
      <price>2999</price>
      <score>62</score>
   </product>
</productlist> 

•• R25.16 Design a DTD for invoices, as described in How To 25.3. 

••• R25.17 Design a DTD for simple English sentences, as described in Special Topic 25.1. 

••• R25.18 Design a DTD for arithmetic expressions, as described in Special Topic 25.1. 

•• E25.1 Write a program that can read XML files, such as
<purse>
   <coin>
      <value>0.5</value>
      <name>half dollar</name>
   </coin>
   . . .
</purse>

Your program should construct a Purse object and print the total value of the coins in 
the purse.

••• E25.2 Building on Exercise E25.1, make the program read an XML file as described in that 
exercise. Then print an XML file of the form 

<purse>
   <coins>
      <coin>
         <value>0.5</value>
         <name>half dollar</name>
      </coin>
      <quantity>3</quantity>
   </coins>
   <coins>
      <coin>
         <value>0.25</value>
         <name>quarter</name>
      </coin>
      <quantity>2</quantity>
   </coins>
</purse>

•• E25.3 Repeat Exercise E25.1, using a DTD for validation.

•• E25.4 Write a program that can read XML files, such as
<bank>
   <account>
      <number>3</number>
      <balance>1295.32</balance>

P R A C T I C E  E X E R C I S E S
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   </account>
   . . .
</bank>

Your program should construct a Bank object and print the total value of the balances 
in the accounts.

•• E25.5 Repeat Exercise E25.4, using a DTD for validation.

•• E25.6 Enhance Exercise E25.4 as follows: First read the XML file in, then add ten percent 
interest to all accounts, and write an XML file that contains the increased account 
balances.

••• P25.1 Write a DTD file that describes documents that contain information about coun-
tries: name of the country, its population, and its area. Create an XML file that has 
five different countries. The DTD and XML should be in different files. Write a 
program that uses the XML file you wrote and prints:

• The country with the largest area.
• The country with the largest population.
• The country with the largest population density (people per square  

kilometer or per square mile).

•• P25.2 Write a parser to parse invoices using the invoice structure described in How To 
25.1. The parser should parse the XML file into an Invoice object and print out the 
invoice in the format used in Chapter 12. 

•• P25.3 Modify Exercise P25.2 to support separate shipping and billing addresses. Supply a 
modified DTD with your solution.

•• P25.4 Write a document builder that turns an invoice object, as defined in Chapter 12, 
into an XML file of the format described in How To 25.2. 

••• P25.5 Modify Exercise P25.4 to support separate shipping and billing addresses. 

• Graphics P25.6  Write a program that can read an XML document of the form
<rectangle>
   <x>5</x>
   <y>10</y>
   <width>20</width>
   <height>30</height>
</rectangle>

and draw the shape in a window.

• Graphics P25.7  Write a program that can read an XML document of the form
<ellipse>
   <x>5</x>
   <y>10</y>
   <width>20</width>
   <height>30</height>
</ellipse>

and draw the shape in a window.

P R O G R A M M I N G  P R O J E C T S
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•• Graphics P25.8 Write a program that can read an XML document of the form
<rectangularshape shape="ellipse">
   <x>5</x>
   <y>10</y>
   <width>20</width>
   <height>30</height>
</rectangularshape>

Support shape attributes "rectangle", "roundrectangle", and "ellipse".
Draw the shape in a window.

•• Graphics P25.9 Write a program that can read an XML document of the form
<polygon>
   <point>
      <x>5</x>
      <y>10</y>
   </point>
   . . .
</polygon>

and draw the shape in a window.

••• Graphics P25.10  Write a program that can read an XML document of the form
<drawing>
   <rectangle>
      <x>5</x>
      <y>10</y>
      <width>20</width>
      <height>30</height>
   </rectangle>
   <line>
      <x1>5</x1>
      <y1>10</y1>
      <x2>25</x2>
      <y2>40</y2>
   </line>
   <message>
      <text>Hello, World!</text>
      <x>20</x>
      <y>30</y>
   </message>
</drawing>

and show the drawing in a window.

••• Graphics P25.11 Repeat Exercise P25.10, using a DTD for validation.

••• P25.12 Following Exercise P12.2, design an XML format for the appointments in an 
appointment calendar. Write a program that first reads in a file with appointments, 
then another file of the format

<commands>
   <add>
      <appointment>
         . . .
      </appointment>
   </add>
   . . .
   <remove>
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      <appointment>
         . . .
      </appointment>
   </remove>
</commands>

Your program should process the commands and then produce an XML file that 
consists of the updated appointments.

A N S W E R S  T O  S E L F - C H E C K  Q U E S T I O N S

1. Your answer should look similar to this:
<student>
   <name>James Bond</name>
   <id>007</id>
</student>

2. Most browsers display a tree structure that 
indicates the nesting of the tags. Some brows-
ers display nothing at all because they can’t 
find any HTML tags.

3. The text hamster.jpg is never displayed, so it 
should not be a part of the document. Instead, 
the src attribute tells the browser where to find 
the image that should be displayed.

4. 29.95.
5. name(/*[1]). 
6. The createTextElement method is useful for 

creating other documents.
7. First construct a string, as described, and then 

use a PrintWriter to save the string to a file.
8. <!ELEMENT item (product, quantity?)> 
9. <!ELEMENT product ((description, price) | 

(price, description))> 
10. <!ATTLIST description language CDATA #IMPLIED>
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Web applications for a wide variety of purposes, such as 
e-mail, banking, shopping, and playing games, run on 
servers and interact with users through a web browser. 
Developing web-based user interfaces is more complex 
and challenging than writing graphical user interfaces. 
Fortunately, frameworks for web programming have 
emerged that are roughly analogous to Java’s Swing 
framework for user-interface programming. In this chapter, 
you will learn how to write web applications using the 
JavaServer Faces (JSF) framework. 

26.1 The Architecture of a Web Application
A web application is an application whose user interface is displayed in a web 
browser. The application program resides on the web server. The user fills out form 
elements and clicks on buttons and links. The user inputs are transmitted over the 
Internet to the server, and the server program updates the web page that the user sees 
(see Figure 1).

The browser sends a request to the server using a protocol called HTTP (Hyper-
text transfer protocol). When a user clicks on a link, the request is very simple. The 
browser simply asks the server for the page with a given address, for example:

GET /index.html HTTP/1.1
Host: horstmann.com

When the user fills data (such as a user name and password) into a form and then 
clicks on a button, the HTTP request includes the data that the user provided. Such a 
request has a slightly different format, like this:

POST /login.xhtml HTTP/1.1
Host: horstmann.com
Content-Type: application/x-www-form-urlencoded
Content-Length: 46
blank line
username=jqpublic&passwd=secret&login=Log%20in

The exact syntax of the request is not important; what matters is that HTTP simply 
tells the server what the user requested. As a result of the request, the server sends a 
web page in a format called HTML (Hypertext markup language). An HTML page 
contains tags that describe the structure of the page: headings, bullets, links, images, 
input elements, and so on. 

The user interface 
of a web application 
is displayed in a 
web browser.

When a form is 
submitted, the 
names and values 
of the form elements 
are sent to the 
web server.

Figure 1 The Architecture of a Web Application

Browser Client Web Server

HTTP

HTML

Internet
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For example, here is the HTML code for a simple form that prompts for a user name 
and password:

<html>
   <head>
      <title>A Simple Form</title>
   </head>
   <body>
      <form action="login.xhtml" method="POST">
         <p>
            User name:
            <input type="text" name="username" />
            Password:
            <input type="password" name="passwd" />
            <input type="submit" name="login" value="Log in"/>
         </p>
      </form>
   </body>
</html>   

Figure 2 shows the form. Note that there are three input elements: a text field, a pass-
word field, and a submit button. (The HTML tags are summarized in Appendix J.) 

When a submit button is pressed, the form data is submitted to the server. The 
web server analyzes the request and sends a new HTML page to the browser. The 
new page might tell the user that the login was successful and ask the user to specify 
another action. Alternatively, the new page might tell the user that the login failed. 

This simple example illustrates why it is difficult to implement a web application. 
Imagine what the server program has to do. At any time, it might receive a request 
with form data. At that point, the server program has to remember which form it has 
last sent to the client. It then needs to analyze the submitted data, decide what form to 
show next, and produce the HTML tags for that form. 

There are multiple challenges. As described in Special Topic 26.1, the HTTP pro-
tocol is stateless—there is no memory of which form was last sent when a new request 
is received. Generating the HTML tags for a form is tedious. Perhaps most impor-
tantly, an application that consists of response strategies for a large number of request 
types is very hard to comprehend without additional structure. 

In order to overcome these challenges, various web application frameworks have 
been developed. A web application framework hides the low-level details of analyz-
ing HTTP and generating HTML from the application programmer. In this chapter, 
you will learn about the JavaServer Faces (JSF) framework, the web framework that 
is a part of the Java Enterprise Edition. You can think of JSF as “Swing for the Web”. 
Both Swing and JSF handle the tedious details of capturing user input and painting 

Upon receiving the 
form data, the web 
server sends a new 
web page to the 
browser.

Figure 2 A Simple Form
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text fields and buttons. Swing captures mouse and keyboard events and paints pixels 
in a frame. JSF handles form-post ing events and paints by emitting HTML code. This 
chapter describes JSF 2.0, an improved version of the original JSF framework, that 
became available in 2009.

1. Why are two different protocols (HTML and HTTP) required by a web 
application? 

2. How can a web application know which user is trying to log in when the infor-
mation of the sample login screen is submitted?

Practice It Now you can try these exercises at the end of the chapter: R26.1, R26.2.

26.2 The Architecture of a JSF Application
In the following sections, we give an overview of the architecture of a JSF application 
and show a very simple sample application.

26.2.1 JSF Pages

The user interface of a JSF application is described by a set of JSF pages. Each JSF 
page has the following structure:

<?xml version="1.0" encoding="UTF-8"?>
<html xmlns="http://www.w3.org/1999/xhtml"
   xmlns:h="http://java.sun.com/jsf/html">
   <h:head>
      <title>Page title</title>
   </h:head>
   <h:body>
      <h:form>
         Page contents
      </h:form>
   </h:body>
</html>

You can think of this as the required “plumbing”, similar to the public static void main 
incantation that is required for every Java program. If you compare this page with the 
HTML page from the preceding sec tion, you will notice that the main elements are 
very similar to a regular HTML page, but several elements (head, body, and form) are 
JSF tags with an h: prefix. 

Here is a complete example of a JSF page:

section_2/time/index.xhtml

1 <?xml version="1.0" encoding="UTF-8"?>
2 <html xmlns="http://www.w3.org/1999/xhtml"
3    xmlns:h="http://java.sun.com/jsf/html">
4    <h:head>
5       <title>The time application</title>
6    </h:head>

© Nicholas Homrich/iStockphoto.
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A JavaServer Faces 
(JSF) page contains 
HTML and JSF tags.
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7    <h:body>
8       <h:form>
9          <p>           

10             The current time is #{timeBean.time}
11          </p>
12       </h:form>
13    </h:body>
14 </html>

Figure 3 shows the result of executing the program. 

The purpose of a JSF page is to generate an HTML page. The basic process is as 
follows:

• The HTML tags that are present in the JSF page (such as title and p) are retained. 
These are the static part of the page: the formatting instructions that do not 
change.

• The JSF tags are translated into HTML. This translation is dynamic: it depends on 
the state of Java objects that are associated with the tags. In our example, the 
expression #{timeBean.time} has been replaced by dynamically generated text, 
namely the current time.

Figure 4 shows the basic process. The browser requests a JSF page. The page is pro-
cessed by the JSF con tainer, the server-side software that implements the JSF frame-
work. The JSF container translates all JSF tags into text and HTML tags, yielding a 
pure HTML page. That page is transmitted to the client browser. The browser dis-
plays the page.

Figure 3 Executing the time Web Application

The JSF container 
converts a JSF page 
to an HTML page, 
replacing all JSF 
tags with text and 
HTML tags.

Figure 4 The JSF Container Rewrites the Requested Page

JSF Page JSF Container HTML File Web Server Internet Web Browser
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26.2.2 Managed Beans

The expression #{timeBean.time} is called a value expression. Value expressions invoke 
method calls on Java objects, which are called managed beans.

These objects are called “managed” because they are controlled by the JSF con-
tainer. The container creates a managed bean when it is first used in a value expres-
sion. The scope of the managed bean deter mines which clients can access the object 
and how long the object stays alive. 

In this chapter, we only consider managed beans with session scope. A session-
scoped object can be accessed by all requests from the same browser. If multiple users 
are simultaneously accessing a JSF appli cation, each of them is given a separate object. 
This is a good default for simple web applications.

Below is the code for the TimeBean class. Note the following:

• You declare a session-scoped managed bean with the annotations @ManagedBean and 
@SessionScoped.

• The name of the bean in a value expression is the class name with the first letter 
changed to lowercase, e.g., timeBean.

• The value expression timeBean.time calls the getTime method. You will see the 
reason in the next section.

• The getTime method uses the DateFormat class to format the current time, producing 
a string such as 9:00:00 AM.

• When deploying the application, all class files must be placed inside the WEB-INF/
classes directory. Because many application servers also require that classes be 
contained in a package, we place our classes inside the bigjava package. For that 
reason, the class is contained in the WEB-INF/classes/bigjava directory.

section_2/time/WEB-INF/classes/bigjava/TimeBean.java

1 package bigjava;
2 
3 import java.text.DateFormat;
4 import java.util.Date;
5 import java.util.TimeZone;
6 import javax.faces.bean.ManagedBean;
7 import javax.faces.bean.SessionScoped;
8 
9 @ManagedBean

10 @SessionScoped
11 public class TimeBean
12 {
13    private DateFormat timeFormatter;
14 
15    /**
16       Initializes the formatter.
17    */
18    public TimeBean()
19    {
20       timeFormatter = DateFormat.getTimeInstance();
21    }
22 
23    /**
24       Read-only time property.
25       @return the formatted time

A managed bean 
is an object that is 
controlled by the 
JSF container. 

A bean with session 
scope is available for 
multiple requests by 
the same browser.
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26    */
27    public String getTime()
28    {
29       Date time = new Date();
30       String timeString = timeFormatter.format(time);
31       return timeString;
32    }
33 }

26.2.3 Separation of Presentation and Business Logic

We will look at value expressions and managed beans in more detail in the next sec-
tion. The key observa tion is that every JSF application has two parts: presentation 
and business logic.

The term “presentation” refers to the user interface of the web application: the 
arrangement of the text, images, buttons, and so on. The business logic is the part of 
the application that is independent of the visual presentation. In commercial applica-
tions, it contains the rules that are used for business decisions: what products to offer, 
how much to charge, to whom to extend credit, and so on. In our example, we simu-
lated the business logic with a TimeBean object. 

JSF pages define the presentation logic. Managed beans define the business logic. 
Value expressions tie the two together. 

The separation of presentation logic and business logic is very important when 
designing web applica tions. Some web technologies place the code for the business 
logic right into the web page. However, this quickly turns into a serious problem. 
Programmers are rarely skilled in web design (as you can see from the boring web 
pages in this chapter). Graphic designers don’t usually know much about program-
ming and find it very challenging to improve web pages that contain a lot of code. JSF 
solves this problem. In JSF, the graphic designer only sees the elements that make up 
the presentation logic. It is easy to take a boring JSF page and make it pretty by add-
ing banners, icons, and so on. 

26.2.4 Deploying a JSF Application

To run a JSF application, you need a server with a JSF container. We suggest that you 
use the GlassFish application server, http://glassfish.java.net, which has, together 
with many other features that you can ignore, a JSF container and a convenient 
administration interface.

To deploy a JSF application, follow these steps:

1. Make a separate directory tree for each web application. 
2. Place JSF pages (such as index.xhtml) into the root directory of the application’s 

directory tree. 
3. Create a WEB-INF subdirectory in your application directory.
4. Place all Java classes inside a classes subdirectory of the WEB-INF directory. Note 

that you should place your classes into a package. Compile with 
cd WEB-INF/classes
javac -classpath glassfish/modules/jsf-api.jar bigjava/*.java

The JSF technology 
enables the 
separation of 
presentation and 
business logic.
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5. Place the file web.xml (which is shown below) inside the WEB-INF subdirectory. 
Some servers need the web.xml file to configure the JSF container. We also turn 
on development mode, which gives better error messages.

6. Zip up all application files into a file with extension .war (Web Archive). This is 
easily achieved by running the jar command from the command line, after 
changing to the application directory. For example,

cd time
jar cvf time.war . 

The period (.) denotes the current directory. The jar command creates an 
archive time.war consisting of all files in all subdirectories of the current 
directory. 

7. Make sure the application server is started. The application server listens to 
web requests, typically on port 8080.

8. Deploy the application to the application server. With GlassFish, this can be 
achieved either through the administrative interface or simply by copying the 
WAR file into a special deployment directory. By default, this is the subdirec-
tory domains/domain1/autodeploy inside the GlassFish installation direc tory.

9. Point your browser to a URL such as http://localhost:8080/time/faces/index.
xhtml. Note the faces part in the URL. If you forget this part, the file will not be 
processed by the JSF container. 

Figure 5 shows the directory structure for the application.  

section_2/time/WEB-INF/web.xml

1 <?xml version="1.0" encoding="UTF-8"?>
2 <web-app xmlns:xsi="http://www.w3.org/2001/XMLSchema-instance" 
3    xmlns="http://java.sun.com/xml/ns/javaee"
4    xmlns:web="http://java.sun.com/xml/ns/javaee/web-app_2_5.xsd"
5    xsi:schemaLocation="http://java.sun.com/xml/ns/javaee 
6       http://java.sun.com/xml/ns/javaee/web-app_2_5.xsd"
7    version="2.5">
8    <servlet>
9       <servlet-name>Faces Servlet</servlet-name>

10       <servlet-class>javax.faces.webapp.FacesServlet</servlet-class>
11    </servlet>
12    <servlet-mapping>
13       <servlet-name>Faces Servlet</servlet-name>
14       <url-pattern>/faces/*</url-pattern>
15    </servlet-mapping>
16    <welcome-file-list>
17       <welcome-file>faces/index.xhtml</welcome-file>
18    </welcome-file-list>
19    <context-param>
20       <param-name>javax.faces.PROJECT_STAGE</param-name>

Figure 5  
The Directory  
Structure of the  
time Application
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21       <param-value>Development</param-value>
22    </context-param>
23 </web-app>

3. What steps are required to add the image of a clock to the time application? (The 
clock doesn’t have to show the correct time.) 

4. Does a Swing program automatically separate presentation and business logic? 
5. Why does the WAR file need to be deployed to the application server?

Practice It Now you can try these exercises at the end of the chapter: R26.3, R26.7, E26.1.

Session State and Cookies

Recall that HTTP is a stateless protocol. A browser sends a request to a web server. The web 
server sends the reply and then disconnects. This is different from other protocols, such as 
POP, where the mail client logs into the mail server and stays connected until it has retrieved 
all e-mail messages. In contrast, a browser makes a new connection to the web server for each 
web page, and the web server has no way of knowing that those connections originate from 
the same browser. This makes it difficult to implement web applications. For example, in a 
shopping application, it is essential to track which requests came from a particular shopper.

Cookies were invented to overcome this restriction. A cookie consists of a small string that 
the web server sends to a browser, and that the browser sends back to the same server with all 
further requests. That way, the server can tie the stream of requests together. The JSF container 
matches up the cookies with the beans that have session scope. When a browser request con-
tains a cookie, the value expressions in the JSF page refer to the matching beans. 
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Figure 6 Viewing the Cookies in a Browser
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You may have heard some privacy advocates complaining about cookies. Cookies are not 
inherently evil. When used to establish a session or to remember login information, they can 
make web applications more user-friendly. But when cookies are used to track your identity 
while you surf the Web, there can be privacy concerns. For exam ple, Figure 6 shows some 
of the cookies that my browser held on a particular day. I have no recollection of visiting the 
advertising sites, so it is a bit disconcerting to see that my browser communicated with them. 

Some people turn off cookies, and then web applications need to use another scheme to 
establish a session, typi cally by embedding a session identifier in the request URL or in a hid-
den field of a form. The JSF session mechanism automatically switches to URLs with session 
identifiers if the client browser doesn’t support cookies.

26.3 JavaBeans Components
A software component is an entity that encapsulates functionality and can be plugged 
into a software sys tem without programming. A managed bean is an example of a 
software component. When we added the timeBean object to the web application, we 
did not write Java code to construct the object or to call its methods. 

Some programming languages have explicit support for components, but Java does 
not. Instead, in Java, you use a programming convention to implement components. 
A JavaBean is a Java class that fol lows this convention. A JavaBean exposes proper-
ties—values of the component that can be accessed without programming.

Just about any Java class can be a JavaBean—there are only two requirements:

• A JavaBean must have a constructor with no arguments.
• A JavaBean must have methods for accessing the component properties that 

follow the get/set naming convention. For example, to get or set a property 
named city, the methods must be called getCity and setCity. 

In general, if the name of the property is propertyName, and its type is Type, then the 
associated methods must be of the form 

public Type getPropertyName()
public void setPropertyName(Type newValue)

Note that the name of a property starts with a lowercase letter (such as city), but the 
corresponding methods have an uppercase letter (getCity). The only exception is that 
property names can be all capitals, such as ID or URL, with corresponding methods 
getID or setURL.

If a property has only a get method, then it is a read-only property. If it has only a 
set method, then it is a write-only property. 

A JavaBean can have additional methods, but they are not connected with 
properties. 

Here is a simple example of a bean class that formats the time for a given city, 
which we will develop further in the next section:

public class TimeZoneBean
{
   // Instance variables
   . . .
   // Required constructor with no arguments
   public TimeZoneBean() { . . . }

Properties of a 
software component 
can be accessed 
without having to 
write Java code.

A JavaBean is a 
class that exposes 
properties through 
its get and set 
methods.
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   // city property
   public String getCity() { . . . }
   public void setCity(String newValue) { . . . } 

   // Read-only time property 
   public String getTime() { . . . }

   // Other methods
   . . .
}

This bean has two properties: city and time. 
You should not make any assumptions about the internal representation of prop-

erties in the bean class. The getter and setter methods may simply read or write an 
instance variable. But they may also do other work. An example is the getTime method 
from the TimeBean in the preceding section; it formats the current time. 

When a property name is used in a value expression that is included in the JSF 
page, then the get method is involved. For example, when the string

The current time is #{timeBean.time}

is rendered, the JSF container calls the getTime method of the session’s TimeBean 
instance.

When a property name is used in an h:inputText tag (that, is the equivalent of an 
HTML input field or a JTextField), the situation is more complex. Consider this 
example:

<h:inputText value="#{timeZoneBean.city}"/>

When the JSF page is first displayed, the getCity method is called, and the current 
value of the city prop erty is displayed. But after the user submits the page, the set-
City method is called. It sets the city property to the value that the user typed into the 
input field.

6. Is the Scanner class a JavaBean?
7. What work does the setCity method of the TimeZoneBean do?

Practice It Now you can try these exercises at the end of the chapter: R26.5, R26.6, E26.2.

26.4 Navigation Between Pages
In most web applications, users will want to move between different pages. For 
example, a shopping application might have a login page, a page to show products for 
sale, and a checkout page that shows the shopping cart. In this section, you will learn 
how to enable users to navigate from one page to another. 

Consider a sample time zone program that displays the current time. If the time 
computation uses the time zone at the server loca tion, it will not be very useful when 
the user is in another time zone. Therefore, the program will prompt for the city in 
which the user is located. When the user clicks a submit button, the program moves 
to the page next.xhtml and displays the time in the user’s time zone (see Figure 7). 
However, if no time zone is available for the city, the program displays the page 
error.xhtml. 

In the value 
expression of an 
output tag, only 
the property getter 
is called.

In the value 
expression of 
an input tag, the 
property setter is 
called when the page 
is submitted.

© Nicholas Homrich/iStockphoto.
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Figure 7 The timezone Application

A button yields an outcome, a string that determines the next page. Unless speci-
fied otherwise, the next page is the outcome string with the .xhtml extension added. 
For example, if the outcome string is error, the next page is error.xhtml. (It is possible 
to specify a different mapping from outcomes to pages, but there is no need to do so 
for a simple application.)

In many situations, the next page depends on the result of some computation. In 
our example, we need different outcomes depending on the city that the user entered. 
To achieve this flexibility, you specify a method expression as the action attribute:

<h:commandButton value="Submit" action="#{timeZoneBean.checkCity}"/>

A method expression consists of the name of a bean and the name of a method. When 
the form is submit ted, the JSF container calls timeZoneBean.checkCity(). The checkCity 
method returns the outcome string:

public class TimeZoneBean
{
   . . .
   public String checkCity()
   {
      zone = getTimeZone(city);      
      if (zone == null) { return "error"; }
      return "next";
   }
}

The outcome 
string of an action 
determines the next 
page that the JSF 
container sends to 
the browser.

A method expression 
specifies a bean and 
a method that should 
be invoked on  
the bean.
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If the next page does not depend on a computation, then you set the action attribute 
of the button to a fixed outcome string, like this:

<h:commandButton value="Back" action="index"/>

If a button has no action attribute, or if the action outcome is null, then the current 
page is redisplayed.

We can now complete our time zone application. The Java library contains a con-
venient TimeZone class that knows about time zones across the world. A time zone is 
identified by a string such as "America/Los_Angeles" or "Asia/Tokyo". The static method 
getAvailableIDs returns a string array containing all IDs: 

String[] ids = TimeZone.getAvailableIDs();

There are several hundred time zone IDs. (We are using time zones in this example 
because the TimeZone class gives us an interesting data source with lots of data. Later in 
this chapter, you will see how to access data from a database, but of course that’s more 
complex.) 

The static getTimeZone method returns a TimeZone object for a given ID string:
String id = "America/Los_Angeles";
TimeZone zone = TimeZone.getTimeZone(id);

Once you have a TimeZone object, you can use it in conjunction with a DateFormat object 
to get a time string in that time zone. 

DateFormat timeFormatter = DateFormat.getTimeInstance();
timeFormatter.setTimeZone(zone);
Date now = new Date(); 
// Suppose the server is in New York, and it’s noon there
System.out.println(timeFormatter.format(now)); 
// Prints 9:00:00 AM 

Of course, we don’t expect the user to know about time zone ID strings, such as 
"America/Los_Angeles". Instead, we assume that the user will simply enter the city 
name. The time zone bean will check whether that string, with spaces replaced by 
underscores, appears at the end of one of the valid time zone IDs. 

Here is the code for the bean class:

section_4/timezone/WEB-INF/classes/bigjava/TimeZoneBean.java

1 package bigjava;
2 
3 import java.text.DateFormat;
4 import java.util.Date;
5 import java.util.TimeZone;
6 import javax.faces.bean.ManagedBean;
7 import javax.faces.bean.SessionScoped;
8 
9 /**

10    This bean formats the local time of day for a given city.
11 */
12 @ManagedBean
13 @SessionScoped
14 public class TimeZoneBean
15 {
16    private DateFormat timeFormatter;
17    private String city;
18    private TimeZone zone;
19 
20    /**
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21       Initializes the formatter.
22    */
23    public TimeZoneBean()
24    {
25       timeFormatter = DateFormat.getTimeInstance();
26    }
27 
28    /**
29       Setter for city property.
30       @param aCity the city for which to report the local time
31    */
32    public void setCity(String aCity)
33    {      
34       city = aCity;
35    }
36    
37    /**
38       Getter for city property.
39       @return the city for which to report the local time
40    */
41    public String getCity()
42    {
43       return city;
44    }
45 
46    /**
47       Read-only time property.
48       @return the formatted time
49    */
50    public String getTime()
51    {
52       if (zone == null) { return "not available"; }
53       timeFormatter.setTimeZone(zone);
54       Date time = new Date();
55       String timeString = timeFormatter.format(time);
56       return timeString;
57    }
58 
59    /**
60       Action for checking a city.
61       @return "next" if time zone information is available for the city,
62       "error" otherwise
63    */
64    public String checkCity()
65    {
66       zone = getTimeZone(city);      
67       if (zone == null) { return "error"; }
68       return "next";
69    }
70 
71    /**
72       Looks up the time zone for a city.
73       @param aCity the city for which to find the time zone
74       @return the time zone or null if no match is found
75    */
76    private static TimeZone getTimeZone(String aCity)
77    {
78       String[] ids = TimeZone.getAvailableIDs();
79       for (int i = 0; i < ids.length; i++)
80       {
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81          if (timeZoneIDmatch(ids[i], aCity))
82          {
83             return TimeZone.getTimeZone(ids[i]);
84          }
85       }
86       return null;
87    }
88 
89    /**
90       Checks whether a time zone ID matches a city.
91       @param id the time zone ID (e.g., "America/Los_Angeles")
92       @param aCity the city to match (e.g., "Los Angeles")
93       @return true if the ID and city match
94    */
95    private static boolean timeZoneIDmatch(String id, String aCity)
96    {
97       String idCity = id.substring(id.indexOf('/') + 1);
98       return idCity.replace('_', ' ').equals(aCity);
99    }

100 }

Following is the JSF page for setting the city. The h:inputText tag produces an input 
field and the h:commandButton tag produces a button. (We discuss its action attribute in 
the next section.) When the user clicks the but ton, the browser sends the form values 
(that is, the contents of the input field) back to the web applica tion. The web applica-
tion calls the setCity method on the bean because the input field has a #{timeZoneBean.
city} value expression. 

section_4/timezone/index.xhtml

1 <?xml version="1.0" encoding="UTF-8"?>
2 <html xmlns="http://www.w3.org/1999/xhtml"
3    xmlns:h="http://java.sun.com/jsf/html">
4    <h:head>
5       <title>The timezone application</title>
6    </h:head>
7    <h:body>
8       <h:form>
9          <p>

10             Set time zone:
11             <h:inputText value="#{timeZoneBean.city}"/>
12          </p>
13          <p>
14             <h:commandButton value="Submit" 
15                action="#{timeZoneBean.checkCity}"/>
16          </p>
17       </h:form>
18    </h:body>
19 </html>

The next JSF page shows the result, using two value expressions that display the city 
and time properties. These expressions invoke the getCity and getTime methods of the 
bean class. 

section_4/timezone/next.xhtml

1 <?xml version="1.0" encoding="UTF-8"?>
2 <html xmlns="http://www.w3.org/1999/xhtml"
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3    xmlns:h="http://java.sun.com/jsf/html">
4    <h:head>
5       <title>The timezone application</title>
6    </h:head>
7    <h:body>
8       <h:form>
9          <p>

10             The current time in #{timeZoneBean.city} is #{timeZoneBean.time}
11          </p>
12          <p>
13             <h:commandButton value="Back" action="index"/>
14          </p>
15       </h:form>
16    </h:body>
17 </html>

section_4/timezone/error.xhtml

1 <?xml version="1.0" encoding="UTF-8"?>
2 <html xmlns="http://www.w3.org/1999/xhtml"
3    xmlns:h="http://java.sun.com/jsf/html">
4    <h:head>
5       <title>The timezone application</title>
6    </h:head>
7    <h:body>
8       <h:form>
9          <p>

10             Sorry, no information is available for #{timeZoneBean.city}
11          </p>
12          <p>
13             <h:commandButton value="Back" action="index"/>
14          </p>
15       </h:form>
16    </h:body>
17 </html>

Figure 8 shows the directory structure of the timezone application. 

8. What tag would you need to add to error.xhtml so that the user can click on a 
button labeled “Help” and see help.xhtml? 

9. Which page would be displayed if the checkCity method returned null instead of 
“error”? 

Practice It Now you can try these exercises at the end of the chapter: R26.10, E26.4, E26.5.

Figure 8  
The Directory Structure  
of the timezone Application

© Nicholas Homrich/iStockphoto.
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Step 1 Decide on the responsibility of the bean. 

When designing a JSF application, it is tempting to stuff all code into a single bean class. Some 
development environ ments even encourage this approach. However, from a software engi-
neering perspective, it is best to come up with different beans for different responsibilities. For 
example, a shopping application might have a UserBean to describe the current user, a SiteBean 
to describe how the user visits the shopping site, and a ShoppingCartBean that holds the items 
that the user is purchasing.

Step 2 Discover the properties that the bean should expose. 

A property is an entity that you want to access or modify from your JSF pages. For example, a 
UserBean might have properties firstName, lastName, and password. 

Sometimes, you have to resort to a bit of trickery. For example, consider adding an item 
to the shopping cart. You could use a property items, but it would be cumbersome to access 
all items in a JSF page and then set items to a new collection that contains one additional ele-
ment. Instead, you can design a property addedItem. When that property is set, the setAddedItem 
method of your bean adds its value to the collection of items. 

Step 3 Settle on the type and access permissions for each property.

Properties that are only used to generate output can be read-only. Properties that are used in 
h:inputText and other input tags must have read-write access.

Step 4 Define action methods for navigation. 

Your action methods can carry out arbitrary tasks in order to react to the user inputs. The only 
limitation is that they don’t have access to the form data. Everything that the user entered on 
the form must have already been set as a bean property.

The action method’s return value is the name of the next page to be displayed, or null if you 
want to redisplay the current page. 

Step 5 Implement the constructor with no arguments.

The constructor initializes any instance variables that are reused whenever the bean’s compu-
tation is executed. Examples are for matters, random number generators, and so on.

Step 6 Implement the get and set methods for all properties.

Most get and set methods simply get or set an instance variable. However, you can carry out 
arbitrary computations in these methods if it is convenient. For example, a get method may 
retrieve information from a database instead of an instance variable. 

© Steve Simzer/iStockphoto.

HOW TO 26.1 Designing a Managed Bean

A managed bean is just a regular Java class, with these three special characteristics:
• The bean must have a constructor with no arguments.
• Methods of the form 

Type getPropertyName()
void setPropertyName(Type x)

define properties that can be accessed from JSF pages. 
• Methods of the form

String methodName()

can be used to specify command actions. 
This How To provides step-by-step instructions for designing a managed bean class.
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Step 7 Supply any needed helper methods.

Your bean can have methods that are not property getters and setters. For example, the Time-
ZoneBean has helper meth ods to look up the time zone for a city.

26.5 JSF Components
In this section, you will see the most useful user-interface components that you can 
place on a JSF form. Table 1 shows a summary. (For a comprehensive discussion of all 
JSF components, see Core JavaServer Faces, 3rd ed., by David Geary and Cay Horst-
mann (Sun Microsystems Press/Prentice Hall, 2010)). 

Each component has a value attribute that allows you to connect the component 
value with a bean property, for example

<h:inputSecret value="#{user.password}"/>

The h:inputTextArea component has attributes to specify the rows of text and columns 
of characters, such as

<h:inputTextArea value="#{user.comment}" rows="10" cols="40"/>

Table 1  Common JSF Components

Component JSF Tag
Common 
Attributes

Example

Text Field h:inputText value

Password Field h:inputSecret value

Text Area h:inputTextArea value 
rows 
cols

Radio Button 
Group

h:selectOneRadio value 
layout

Checkbox h:selectOneCheckbox value

Checkbox 
Group

h:selectManyCheckbox value 
layout

Menu h:selectOneMenu
h:selectManyMenu

value

Image h:graphicImage value

Submit Button h:commandButton value 
action

There are JSF 
components for 
text input, choices, 
buttons, and images.

The value attribute 
of an input 
component denotes 
the value that the 
user supplies.
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The radio button and checkbox groups allow you to specify horizontal or vertical 
layout:

<h:selectOneRadio value="#{burger.topping}" layout="lineDirection">

In European languages, lineDirection means horizontal and pageDirection means ver-
tical. However, in some languages, lines are written top-to-bottom, and the meanings 
are reversed.

Button groups and menus are more complex than the other user-interface compo-
nents. They require you to specify two properties:

• the collection of possible choices 
• the actual choice

The value attribute of the component specifies the actual choice to be displayed. The 
collection of possible choices is defined by a nested f:selectItems tag, like this:

<h:selectOneRadio value="#{creditCardBean.expirationMonth}" 
      layout="pageDirection">
   <f:selectItems value="#{creditCardBean.monthChoices}"/>
</h:selectOneRadio>

When you use the f:selectItems tag, you need to add the namespace declaration
xmlns:f="http://java.sun.com/jsf/core"

to the html tag at the top of your JSF page.
The value of the f:selectItems tag must have a type that can describe a list of 

choices. There are several types that you can use, but the easiest—and the only one 
that we will discuss—is a Map. The keys of the map are the labels—the strings that are 
displayed next to each choice. The corresponding map values are the label values—
the values that correspond to the selection. For example, a choice map for months 
would map January to 1, February to 2, and so on:

public class CreditCardBean 
{
   . . .
   public Map<String, Integer> getMonthChoices()
   {
      Map<String, Integer> choices = new LinkedHashMap<>();
      choices.put("January", 1);
      choices.put("February", 2);
      . . .
      return choices;
   }
}

Here, we use a LinkedHashMap because we want to visit entries in the order in which 
they are inserted. This is more useful than a HashMap, which would visit the labels in 
random order or a TreeMap, which would visit them in alphabetical order (starting 
with April!). 

The type of the value property of the component enclosing the f:selectItems tag 
must match the type of the map value. For example, creditCardBean.expirationMonth 
must be an integer, not a string. If multiple selections are allowed, the type of the value 
property must be a list or array of matching types. For exam ple, if one could choose 
multiple months, a selectManyRadio component would have a value property with a 
type such as int[] or ArrayList<Integer>.

Use an f:selectItems 
tag to specify 
all choices for a 
component that 
allows selection from 
a list of choices.
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10. Which JSF components can be used to give a user a choice between “AM/PM” 
and “military” time?

11. How would you supply a set of choices for a credit card expiration year to a 
h:selectOneMenu compo nent?

Practice It Now you can try these exercises at the end of the chapter: R26.11, E26.3, P26.2.

26.6 A Three-Tier Application
In this chapter’s final JSF example, you will see a web application with a very com-
mon structure. In this example, we will use a database for information storage. We 
will enhance the time zone example by storing addi tional cities that are not known to 
the TimeZone class in a database. Such an application is called a three-tier application 
because it consists of three separate layers or tiers (see Figure 9): 

• The presentation tier: the web browser
• The “business logic” tier: the JSF container, the JSF pages, and the JavaBeans
• The storage tier: the database 

Contrast the three-tier architecture with the more traditional client-server or two-
tier architecture that you saw in the database programs of Chapter 24. In that 
architecture, one of the tiers is the database server, which is accessed by multiple 
client programs on desktops. Each client program has a presentation layer—usu-
ally with a specially programmed graphical user interface—and business logic code. 
(See Figure 10.) When the business logic changes, a new client program must be dis-
tributed over all desktops. In contrast, in a three-tier application, the business logic 
resides on a server. When the logic changes, the server code is updated, but the pre-
sentation tier—the browser—remains unchanged. That is much sim pler to manage 
than updating multiple desktops.

In our example, we will have a single database table, CityZone, with city and time 
zone names (see Figure 11). 

section_6/multizone/sql/CityZone.sql

1 CREATE TABLE CityZone (City VARCHAR(40), Zone VARCHAR(40))
2 INSERT INTO CityZone VALUES ('San Francisco', 'America/Los_Angeles')
3 INSERT INTO CityZone VALUES ('Hamburg', 'Europe/Rome')
4 SELECT * FROM CityZone

© Nicholas Homrich/iStockphoto.
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A three-tier 
application has 
separate tiers 
for presentation, 
business logic, and 
data storage.

Figure 9 Three-Tier Architecture
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Figure 10 Two-Tier Client-Server Architecture

Local Area
Network

Server
(Database)

Client 
(Presentation and 

Business Logic)

If the TimeZoneBean can’t find the city among the standard time zone IDs, it makes a 
database query:

SELECT Zone FROM CityZone WHERE City = the requested city

If there is a matching entry in the database, that time zone is returned. 
To query the database, the bean needs a Connection object. In Chapter 24, we used 

the static getConnec tion method of the Driver Manager class to obtain a database connec-
tion. However, JSF con tainers have a better mechanism for configuring a database in 
one central location so that multiple web applications can access it. 

The GlassFish application server includes the Derby database. It has a predefined 
data source with the resource name jdbc/__default. In your bean code, you declare an 
instance variable of type DataSource and tag it with a @Resource annotation, like this:

@Resource(name="jdbc/__default") 
private DataSource source;

You can use the administrative interface of GlassFish to define other data sources. 
When the application server loads the web application, it automatically initializes 

this instance vari able. Whenever you need a database connection, call
try (Connection conn = source.getConnection())
{
   Use the connection.
}

The application server provides an additional service: it pools database connections. 
When a pooled con nection is closed, it is not physically terminated but instead 
returned to a queue and given out again to another caller of the getConnection method. 
Pooling avoids the overhead of creating new database connec tions. In a web applica-
tion, it would be particularly inefficient to connect to the database with every web 
request. Connection pooling is completely automatic.

You define data 
sources in the JSF 
container and use 
resource annotations 
to initialize them.

Figure 11 The CityZone Table

CityZone

City Zone

San Francisco America/Los_Angeles

Hamburg Europe/Rome

. . . . . .
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Figure 12 The multizone Application Shows a List of Cities

In order to make the application more interesting, we enhanced the TimeZoneBean so 
that it manages a list of cities. You can add cities to the list and remove a selected city 
(see Figure 12).  

You will find the code for this web application below. Figure 13 shows the direc-
tory structure of the application.

You have now seen how to use the JavaServer Faces technology to build web applica-
tions. JSF takes care of low-level details so that you don’t have to think about HTML 
forms and the HTTP protocol. Instead, you can focus on the presentation and busi-
ness logic of your application.

section_6/multizone/index.xhtml

1 <?xml version="1.0" encoding="UTF-8"?>
2 <html xmlns="http://www.w3.org/1999/xhtml"
3    xmlns:h="http://java.sun.com/jsf/html">
4    <h:head>
5       <title>The multizone application</title>
6    </h:head>
7    <h:body>
8       <h:form>
9          <p>

10             Enter city:
11             <h:inputText value="#{timeZoneBean.cityToAdd}"/>
12          </p>
13          <p>
14             <h:commandButton value="Submit" 
15                   action="#{timeZoneBean.addCity}"/>
16          </p>

Figure 13  
The Directory Structure  
of the multizone Application
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17       </h:form>
18    </h:body>
19 </html>

section_6/multizone/next.xhtml

1 <?xml version="1.0" encoding="UTF-8"?>
2 <html xmlns="http://www.w3.org/1999/xhtml"
3    xmlns:f="http://java.sun.com/jsf/core"
4    xmlns:h="http://java.sun.com/jsf/html">
5    <h:head>
6       <title>The multizone application</title>
7    </h:head>
8    <h:body>
9       <h:form>

10          <p>
11             <h:selectOneRadio value="#{timeZoneBean.cityToRemove}"
12                layout="pageDirection">
13                <f:selectItems value="#{timeZoneBean.citiesAndTimes}"/>
14             </h:selectOneRadio>
15          </p>
16          <p>
17             <h:commandButton value="Remove selected" 
18                   action="#{timeZoneBean.removeCity}"/>
19             <h:commandButton value="Add another" action="index"/>
20          </p>
21       </h:form>
22    </h:body>
23 </html>

section_6/multizone/error.xhtml

1 <?xml version="1.0" encoding="UTF-8"?>
2 <html xmlns="http://www.w3.org/1999/xhtml"
3    xmlns:h="http://java.sun.com/jsf/html">
4    <h:head>
5       <title>The multizone application</title>
6    </h:head>
7    <h:body>
8       <h:form>
9             <p>

10               Sorry, no information is available for #{timeZoneBean.cityToAdd}.
11             </p>
12             <p>
13                <h:commandButton value="Back" action="index"/>
14             </p>
15       </h:form>
16    </h:body>
17 </html>

section_6/multizone/WEB-INF/classes/bigjava/TimeZoneBean.java

1 package bigjava;
2 
3 import java.sql.Connection;
4 import java.sql.PreparedStatement;
5 import java.sql.ResultSet;
6 import java.sql.SQLException;
7 import java.text.DateFormat;
8 import java.util.ArrayList;
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9 import java.util.Date;
10 import java.util.Map;
11 import java.util.TimeZone;
12 import java.util.TreeMap;
13 import java.util.logging.Logger;
14 import javax.annotation.Resource;
15 import javax.faces.bean.ManagedBean;
16 import javax.faces.bean.SessionScoped;
17 import javax.sql.DataSource;
18 
19 /**
20    This bean formats the local time of day for a given city. 
21 */
22 @ManagedBean
23 @SessionScoped
24 public class TimeZoneBean
25 {
26    @Resource(name="jdbc/__default")
27    private DataSource source;
28 
29    private DateFormat timeFormatter;
30    private ArrayList<String> cities;
31    private String cityToAdd;
32    private String cityToRemove;
33 
34    /**
35       Initializes the formatter. 
36    */
37    public TimeZoneBean()
38    {
39       timeFormatter = DateFormat.getTimeInstance();
40       cities = new ArrayList<>();
41    }
42 
43    /**
44       Setter for cityToAdd property. 
45       @param city the city to add to the list of cities 
46    */
47    public void setCityToAdd(String city)
48    {      
49       cityToAdd = city;
50    }
51    
52    /**
53       Getter for cityToAdd property. 
54       @return the city to add to the list of cities 
55    */
56    public String getCityToAdd()
57    {
58       return cityToAdd;
59    }
60    
61    /**
62       Setter for the cityToRemove property. 
63       @param city the city to remove from the list of cities 
64    */
65    public void setCityToRemove(String city) 
66    {      
67       cityToRemove = city;
68    }
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69 
70    /**
71       Getter for the cityToRemove property. 
72       @return the city to remove from the list of cities 
73    */
74    public String getCityToRemove() 
75    {      
76       return cityToRemove;
77    }
78 
79    /**
80       Read-only citiesAndTimes property. 
81       @return a map containing the cities and formatted times 
82    */
83    public Map<String, String> getCitiesAndTimes()
84    {
85       Date time = new Date();
86       Map<String, String> result = new TreeMap<>();
87       for (int i = 0; i < cities.size(); i++)
88       {
89          String city = cities.get(i);
90          String label = city + ": ";
91          TimeZone zone = getTimeZone(city);
92          if (zone != null)
93          {
94             timeFormatter.setTimeZone(zone);
95             String timeString = timeFormatter.format(time);
96             label = label + timeString;            
97          }
98          else 
99          {

100             label = label + "unavailable";            
101          }
102          result.put(label, city);
103       }
104 
105       return result;
106    }
107 
108    /**
109       Action for adding a city. 
110       @return "next" if time zone information is available for the city, 
111       "error" otherwise 
112    */
113    public String addCity()
114    {
115       TimeZone zone = getTimeZone(cityToAdd);
116       if (zone == null) { return "error"; }
117       cities.add(cityToAdd);
118       cityToRemove = cityToAdd;
119       cityToAdd = "";
120       return "next";
121    }
122 
123    /**
124       Action for removing a city. 
125       @return null if there are more cities to remove, "index" otherwise
126    */
127    public String removeCity()
128    {
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129       cities.remove(cityToRemove);
130       if (cities.size() > 0) { return null; }
131       else { return "index"; }
132    }
133    
134    /**
135       Looks up the time zone for a city.
136       @param city the city for which to find the time zone
137       @return the time zone or null if no match is found
138    */
139    private TimeZone getTimeZone(String city)
140    {
141       String[] ids = TimeZone.getAvailableIDs();
142       for (int i = 0; i < ids.length; i++)
143       {
144          if (timeZoneIDmatch(ids[i], city))
145          {
146             return TimeZone.getTimeZone(ids[i]);
147          }
148       }
149       try
150       {
151          String id = getZoneNameFromDB(city);
152          if (id != null)
153          {
154             return TimeZone.getTimeZone(id);
155          }
156       }
157       catch (Exception ex)
158       {
159          Logger.global.info("Caught in TimeZone.getTimeZone: " 
160                + ex);
161       }
162       return null;
163    }
164 
165    private String getZoneNameFromDB(String city) 
166       throws SQLException
167    {
168       if (source == null)
169       {
170          Logger.global.info("No database connection");
171          return null;
172       }
173       try (Connection conn = source.getConnection())
174       {
175          PreparedStatement stat = conn.prepareStatement(
176                "SELECT Zone FROM CityZone WHERE City=?");
177          stat.setString(1, city);
178          ResultSet result = stat.executeQuery();
179          if (result.next()) { return result.getString(1); }
180          else { return null; }
181       }
182    }
183 
184    /**
185       Checks whether a time zone ID matches a city.
186       @param id the time zone ID (e.g., "America/Los_Angeles")
187       @param city the city to match (e.g., "Los Angeles")
188       @return true if the ID and city match
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189    */
190    private static boolean timeZoneIDmatch(String id, String city)
191    {
192       String idCity = id.substring(id.indexOf('/') + 1);
193       return idCity.replace('_', ' ').equals(city);
194    }
195 }

12. Why don’t we just keep a database connection as an instance variable in the 
TimeZoneBean? 

13. Why does the removeCity method of the TimeZoneBean return null or "index", 
depending on the size of the cities instance variable?

Practice It Now you can try these exercises at the end of the chapter: R26.12, E26.6, E26.7.

AJAX

In Section 26.1, you learned that a web application receives an HTTP request from the browser 
and then sends back an HTML form. The cycle repeats when the user submits the next form 
data. Web application designers and users dislike the “page flip”—the visual discontinuity 
between pages that is often accompanied by a significant delay, as the browser waits for the 
new form tags. 

The AJAX (Asynchronous JavaScript and XML) technology, invented in 2005, aims to 
solve this problem. In an AJAX application, the browser does not merely display an HTML 
page, but it also executes code written in the Jav aScript language. The JavaScript code continu-
ously communicates with the server program and updates parts of the HTML page. 
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Figure 14 A Map Image with Partially-Fetched Tiles
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One example of an AJAX application is the Google Maps™ mapping service. In a tradi-
tional map application, the user might click on a “move North” button and then wait until the 
browser receives the new map image and displays it in a new page. Map applications such as 
Google Maps use AJAX to fetch only the needed tiles, then fluidly rearrange the tiles in the 
current page without the dreaded page flip (see Figure 14).

AJAX applications are much more difficult to program than regular web applications. 
Frameworks are being pro posed to handle these additional challenges. JSF 2 supports AJAX, 
giving the web application programmer the bene fit of producing a pleasant user experience 
without having to worry about the intricate details of the JavaScript communication chan-
nel. The book’s companion code contains a modification of the multizone application that uses 
AJAX. When you click one of the buttons, the page is updated without a page flip. 

Describe the architecture of a web application.

• The user interface of a web application is displayed in a web browser.
• When a form is submitted, the names and values of the form elements are sent to 

the web server.
• Upon receiving the form data, the web server sends a new web page to the browser.

Describe the architecture of a JSF application.

• A JavaServer Faces (JSF) page contains HTML and JSF tags.
• The JSF container converts a JSF page to an HTML page, replacing all JSF tags 

with text and HTML tags.
• A managed bean is an object that is controlled by the JSF container.
• A bean with session scope is available for multiple requests by the same browser.
• The JSF technology enables the separation of presentation and business logic.

Explain how properties are defined in managed beans and accessed in value expressions. 

• Properties of a software component can be accessed without having to write  
Java code.

• A JavaBean is a class that exposes properties through its get and set methods.
• In the value expression of an output tag, only the property getter is called.
• In the value expression of an input tag, the property setter is called when the page 

is submitted.

Implement navigation between pages.

• The outcome string of an action determines the next page that the JSF container 
sends to the browser.

• A method expression specifies a bean and a method that should be invoked on  
the bean.

Use common JSF components for designing a user interface.

• There are JSF components for text input, choices, buttons, and images.

FULL CODE EXAMPLE

Go to wiley.com/go/
bjeo6code to down-
load the multizone 
application code 
using AJAX.

© Alex Slobodkin/iStockphoto.

C H A P T E R  S U M M A R Y
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• The value attribute of an input component denotes the value that the 
 user sup plies.

• Use an f:selectItems tag to specify all choices for a component that allows selec
tion from a list of choices.

Develop applications that use JSF and a database.

• A threetier application has separate tiers for presentation, business logic, and 
data storage.

• You define data sources in the JSF container and use resource annotations to 
ini tialize them.

• R26.1 Most web browsers have a command to “view the source” of a web page. Load 
the page http://horstmann.com into your browser and view the source. What is the 
“language” used for formatting the source? What images, links, bullets, and input 
elements can you find?

• R26.2 Have a closer look at the HTTP POST request on page W1100. Where is the data that 
the user provided? What does login=Log%20in mean? (The code %20 denotes a space in 
the “URL encoding” scheme.)

• R26.3 What is the difference between a JSF page and a JSF container? 

• R26.4 What is a bean? 

• R26.5 What is a bean property?

• R26.6 Is a JButton a bean? Why or why not? 

• R26.7 What is the software engineering purpose of using beans in conjunction with JSF 
pages?

•• R26.8 How are variables in the JSF expression language different from variables in Java 
programs? 

•• R26.9 When is a bean constructed in a JSF application? Can you have two different 
instances of a bean that are active at the same time?

•• R26.10 How can you implement error checking in a JSF application? Explain, using a login 
page as an example.

•• R26.11 What input elements can you place on a JSF form? What are their Swing equivalents?

• R26.12 What is the difference between a clientserver application and a threetier 
application?

 java.text.DateFormat
   format
   getTimeInstance
   setTimeZone
java.util.LinkedHashMap

java.util.TimeZone
   getAvailableIDs
   getTimeZone
javax.sql.DataSource
   getConnection

S TA N D A R D  L I B R A R Y  I T E M S  I N T R O D U C E D  I N  T H I S  C H A P T E R

R E V I E W  E X E R C I S E S
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• E26.1 Write a JSF application that reports the values of the following system properties of 
the web server:

• The Java version (java.version)
• The operating system name (os.name)
• The operating system version (os.version) 

Supply a bean that uses the getProperties method of the System class.

• E26.2 Write a JSF application that simulates two rolls of a die, producing an output such as 
“Rolled a 4 and a 6”. When the user reloads the page, a new pair of values should be 
displayed. Provide a bean that yields random numbers.

•• E26.3 Enhance Exercise E26.2 by producing a web page that shows images of the rolled 
dice. Find GIF images of dice with numbers 1 through 6 on the front, and generate 
an HTML page that references the appropriate images. Hint: Use the tag <h:graphic -
Image value=imageURL/> and take advantage of the fact that you can embed a value 
expression into regular text, such as "/image#{expression}.gif".

• E26.4 Write a web application that allows a user to specify six lottery numbers. Generate 
your own combination on the server, and then print out the user’s and the server’s 
combinations together with a count of matches. 

•• E26.5 Add error checking to Exercise E26.4. If the lottery numbers are not within the cor-
rect range, or if there are duplicates, show an appropriate message and allow the user 
to fix the error.

••• E26.6 Personalize the time zone application of Section 26.3. Prompt the user to log in and 
specify a city to be stored in a profile. The next time the user logs in, the time of their 
favorite city is displayed automatically. Store users, passwords, and favorite cities in 
a database. You need a logout button to switch users.

••• E26.7 Extend Exercise E26.6 so that a user can choose multiple cities and all cities chosen 
by the user are remembered on the next login.

••• P26.1 Write a web version of the ExecSQL utility of Chapter 24. Allow users to type arbi-
trary SQL queries into a text area. Then submit the query to the database and dis play 
the result.

••• P26.2 Produce a web front end for the ATM program in Worked Example 12.1. 

••• P26.3 Produce a web front end for the appointment calendar application of Exercise P12.2.

••• P26.4 Produce a web front end for the airline reservation program of Exercise P12.6.

••• Business P26.5 Write a shopping cart application. A database contains items that can be purchased 
and their prices, descriptions, and available quantities. If the user wants to check out, 
ask for the user account. If the user does not yet have an account, create one. The 
user name and address should be stored with the account in the database. Display 
an invoice as the last step in the check out process. When the user has con firmed the 
purchase, update the quantities in the warehouse.

P R A C T I C E  E X E R C I S E S

P R O G R A M M I N G  P R O J E C T S
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••• P26.6 Write a web-based grade book application that your instructor might use to man-
age student grades in this course. Your application should have one account for the 
instructor, and one account for each student. Instructors can enter and view grades 
for all students. Students can only see their own grades and their ranking within the 
course. Implement the features that your instructor uses for determining the course 
grade (such as dropping the lowest quiz score, counting homework as 30 percent of 
the total grade, and so on.) All information should be stored in a database.

A N S W E R S  T O  S E L F - C H E C K  Q U E S T I O N S

1. Each protocol has a specific purpose. HTML 
describes the appearance of a page; it would be 
useless for sending requests from a browser to 
a server. HTTP describes a request; it cannot 
describe the appearance of a page.

2. The data of the POST request contain a 
portion username=the name supplied by the 
user&password=the password supplied by the user.

3. Place an image file, say clock.gif, into the time 
directory, and add a tag <img src="clock.gif"/> 
to the index.xhtml file.

4. No—it is possible (and sadly common) for 
programmers to place the business logic into 
the frame and component classes of the user 
interface.

5. The application server knows nothing about 
the files on your computer. You need to hand 
it the WAR file with all the application’s pages, 
code, and configuration files so that it can 
execute the application when it receives a web 
request.

6. No. The Scanner class does not have a construc-
tor with no arguments.

7. There is no way of knowing without looking 
at the source code. Perhaps it simply executes 
a statement city = newValue, setting an instance 
variable of the bean class. But the method may 
also do other work, for example checking 
whether the city name is valid or storing the 
name in a database.

8. Add the tag <h:commandButton value="Help" 
action="help"/> to error.xhtml.

9. The current page would be redisplayed.
10. h:selectOneRadio, h:selectOneMenu, or 

h:selectOneCheckbox

11. You would need a bean with a property such as 
the following:
public Map<String, Integer> getYearChoices()
{
   Map<String, Integer> choices =  
      new TreeMap<>();
   choices.put("2003", 2003);
   choices.put("2004", 2004);
   . . .
   return choices;
}

Then supply a tag <f:selectItems 
value="#{creditCard.yearChoices}"/>.

12. Then the database connection would be kept 
open for the entire session.

13. As long as there are cities, the same page 
(next.xhtml) page is redisplayed. If all cities are 
removed, it is pointless to display the next.
xhtml page, so the application navigates to the 
index.xhtml page. 
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THE BASIC LATIN AND LATIN-1 
SUBSETS OF UNICODE 

This appendix lists the Unicode characters that are most commonly used for process-
ing Western European languages. A complete listing of Unicode characters can be 
found at http://unicode.org.

Table 1  Selected Control Characters

Character Code Decimal Escape Sequence

Tab '\u0009' 9 '\t'

Newline '\u000A' 10 '\n'

Return '\u000D' 13 '\r'

Space '\u0020' 32
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Table 2  The Basic Latin (ASCII) Subset of Unicode

Char. Code Dec. Char. Code Dec. Char. Code Dec.

@ '\u0040' 64 ` '\u0060' 96

! '\u0021' 33 A '\u0041' 65 a '\u0061' 97

" '\u0022' 34 B '\u0042' 66 b '\u0062' 98

# '\u0023' 35 C '\u0043' 67 c '\u0063' 99

$ '\u0024' 36 D '\u0044' 68 d '\u0064' 100

% '\u0025' 37 E '\u0045' 69 e '\u0065' 101

& '\u0026' 38 F '\u0046' 70 f '\u0066' 102

' '\u0027' 39 G '\u0047' 71 g '\u0067' 103

( '\u0028' 40 H '\u0048' 72 h '\u0068' 104

) '\u0029' 41 I '\u0049' 73 i '\u0069' 105

* '\u002A' 42 J '\u004A' 74 j '\u006A' 106

+ '\u002B' 43 K '\u004B' 75 k '\u006B' 107

, '\u002C' 44 L '\u004C' 76 l '\u006C' 108

- '\u002D' 45 M '\u004D' 77 m '\u006D' 109

. '\u002E' 46 N '\u004E' 78 n '\u006E' 110

/ '\u002F' 47 O '\u004F' 79 o '\u006F' 111

0 '\u0030' 48 P '\u0050' 80 p '\u0070' 112

1 '\u0031' 49 Q '\u0051' 81 q '\u0071' 113

2 '\u0032' 50 R '\u0052' 82 r '\u0072' 114

3 '\u0033' 51 S '\u0053' 83 s '\u0073' 115

4 '\u0034' 52 T '\u0054' 84 t '\u0074' 116

5 '\u0035' 53 U '\u0055' 85 u '\u0075' 117

6 '\u0036' 54 V '\u0056' 86 v '\u0076' 118

7 '\u0037' 55 W '\u0057' 87 w '\u0077' 119

8 '\u0038' 56 X '\u0058' 88 x '\u0078' 120

9 '\u0039' 57 Y '\u0059' 89 y '\u0079' 121

: '\u003A' 58 Z '\u005A' 90 z '\u007A' 122

; '\u003B' 59 [ '\u005B' 91 { '\u007B' 123

< '\u003C' 60 \ '\u005C' 92 | '\u007C' 124

= '\u003D' 61 ] '\u005D' 93 } '\u007D' 125

> '\u003E' 62 ˆ '\u005E' 94 ~ '\u007E' 126

? '\u003F' 63 _ '\u005F' 95
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Table 3  The Latin-1 Subset of Unicode

Char. Code Dec. Char. Code Dec. Char. Code Dec.

À '\u00C0' 192 à '\u00E0' 224

¡ '\u00A1' 161 Á '\u00C1' 193 á '\u00E1' 225

¢ '\u00A2' 162 Â '\u00C2' 194 â '\u00E2' 226

£ '\u00A3' 163 Ã '\u00C3' 195 ã '\u00E3' 227

¤ '\u00A4' 164 Ä '\u00C4' 196 ä '\u00E4' 228

¥ '\u00A5' 165 Å '\u00C5' 197 å '\u00E5' 229

¦ '\u00A6' 166 Æ '\u00C6' 198 æ '\u00E6' 230

§ '\u00A7' 167 Ç '\u00C7' 199 ç '\u00E7' 231

¨ '\u00A8' 168 È '\u00C8' 200 è '\u00E8' 232

© '\u00A9' 169 É '\u00C9' 201 é '\u00E9' 233

ª '\u00AA' 170 Ê '\u00CA' 202 ê '\u00EA' 234

« '\u00AB' 171 Ë '\u00CB' 203 ë '\u00EB' 235

¬ '\u00AC' 172 Ì '\u00CC' 204 ì '\u00EC' 236

- '\u00AD' 173 Í '\u00CD' 205 í '\u00ED' 237

® '\u00AE' 174 Î '\u00CE' 206 î '\u00EE' 238

¯ '\u00AF' 175 Ï '\u00CF' 207 ï '\u00EF' 239

° '\u00B0' 176 Ð '\u00D0' 208 ð '\u00F0' 240

± '\u00B1' 177 Ñ '\u00D1' 209 ñ '\u00F1' 241
2 '\u00B2' 178 Ò '\u00D2' 210 ò '\u00F2' 242
3 '\u00B3' 179 Ó '\u00D3' 211 ó '\u00F3' 243

´ '\u00B4' 180 Ô '\u00D4' 212 ô '\u00F4' 244

µ '\u00B5' 181 Õ '\u00D5' 213 õ '\u00F5' 245

¶ '\u00B6' 182 Ö '\u00D6' 214 ö '\u00F6' 246

· '\u00B7' 183 × '\u00D7' 215 ÷ '\u00F7' 247

¸ '\u00B8' 184 Ø '\u00D8' 216 ø '\u00F8' 248
1 '\u00B9' 185 Ù '\u00D9' 217 ù '\u00F9' 249

º '\u00BA' 186 Ú '\u00DA' 218 ú '\u00FA' 250

» '\u00BB' 187 Û '\u00DB' 219 û '\u00FB' 251

¼ '\u00BC' 188 Ü '\u00DC' 220 ü '\u00FC' 252

½ '\u00BD' 189 Ý '\u00DD' 221 ý '\u00FD' 253

¾ '\u00BE' 190 Þ '\u00DE' 222 þ '\u00FE' 254

¿ '\u00BF' 191 ß '\u00DF' 223 ÿ '\u00FF' 255
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JAVA OPERATOR  
SUMMARY 

The Java operators are listed in groups of decreasing precedence in the table below. 
The horizontal lines in the table indicate a change in operator precedence. Opera-
tors with higher precedence bind more strongly than those with lower precedence. 
For example, x + y * z means x + (y * z) because the * operator has higher precedence 
than the + operator. Looking at the table below, you can tell that x && y || z means 
(x && y) || z because the || operator has lower precedence.

The associativity of an operator indicates whether it groups left to right, or right 
to left. For example, the - operator binds left to right. Therefore, x - y - z means 
(x - y) - z. But the = operator binds right to left, and x = y = z means x = (y = z).

Operator Description Associativity

. Access class feature

Left to right[ ] Array subscript

() Function call

++ Increment

Right to left

-- Decrement

! Boolean not

~ Bitwise not

+ (unary) (Has no effect)

- (unary) Negative

(TypeName) Cast

new Object allocation

* Multiplication

Left to right/ Division or integer division

% Integer remainder

+ Addition, string concatenation
Left to right

- Subtraction

<< Shift left

Left to right>> Right shift with sign extension

>>> Right shift with zero extension
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Operator Description Associativity

< Less than

Left to right

<= Less than or equal

> Greater than

>= Greater than or equal

instanceof Tests whether an object’s type is a  
given type or a subtype thereof

== Equal
Left to right

!= Not equal

& Bitwise and Left to right

^ Bitwise exclusive or Left to right

| Bitwise or Left to right

&& Boolean “short circuit” and Left to right

|| Boolean “short circuit” or Left to right

? : Conditional Right to left

= Assignment

Right to leftop= Assignment with binary operator (op is 
one of +, -, *, /, &, |, ̂ , <<, >>, >>>)
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JAVA RESERVED  
WORD SUMMARY

Reserved Word Description

abstract An abstract class or method

assert An assertion that a condition is fulfilled

boolean The Boolean type

break Breaks out of the current loop or labeled statement

byte The 8-bit signed integer type

case A label in a switch statement

catch The handler for an exception in a try block

char The 16-bit Unicode character type

class Defines a class

const Not used

continue Skips the remainder of a loop body

default The default label in a switch statement

do A loop whose body is executed at least once

double The 64-bit double-precision floating-point type

else The alternative clause in an if statement

enum An enumeration type

extends Indicates that a class is a subclass of another class

final A value that cannot be changed after it has been initialized, a method that 
cannot be overridden, or a class that cannot be extended

finally A clause of a try block that is always executed

float The 32-bit single-precision floating-point type

for A loop with initialization, condition, and update expressions

goto Not used

if A conditional branch statement

implements Indicates that a class realizes an interface
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Reserved Word Description

import Allows the use of class names without the package name

instanceof Tests whether an object’s type is a given type or a subtype thereof

int The 32-bit integer type

interface An abstract type with only abstract or default methods and constants

long The 64-bit integer type

native A method implemented in non-Java code

new Allocates an object

package A collection of related classes

private A feature that is accessible only by methods of the same class

protected A feature that is accessible only by methods of the same class, a subclass,  
or another class in the same package

public A feature that is accessible by all methods

return Returns from a method

short The 16-bit integer type

static A feature that is defined for a class, not for individual instances

strictfp Uses strict rules for floating-point computations

super Invokes the superclass constructor or a superclass method

switch A selection statement

synchronized A block of code that is accessible to only one thread at a time

this The implicit parameter of a method; or invocation of another constructor 
of the same class

throw Throws an exception

throws Indicates the exceptions that a method may throw

transient Instance variables that should not be serialized

try A block of code with exception handlers or a finally handler

void Tags a method that doesn’t return a value

volatile A variable that may be accessed by multiple threads without 
synchronization

while A loop statement
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THE JAVA L IBRARY

This appendix lists all classes and methods from the standard Java library that are used 
in this book. Classes are sorted first by package, then alphabetically within a package.

In the following inheritance hierarchy, superclasses that are not used in this book are 
shown in gray type. Some classes implement interfaces not covered in this book; they 
are omitted. 

java.awt.Shape
java.io.Serializable
java.lang.AutoCloseable 
java.lang.Cloneable
java.lang.Object
   java.awt.BorderLayout implements Serializable
   java.awt.Color implements Serializable
   java.awt.Component implements Serializable
      java.awt.Container
         javax.swing.JComponent
            javax.swing.AbstractButton
               javax.swing.JButton
               javax.swing.JMenuItem
                  javax.swing.JMenu
               javax.swing.JToggleButton
                  javax.swing.JCheckBox
                  javax.swing.JRadioButton
            javax.swing.JComboBox
            javax.swing.JFileChooser
            javax.swing.JLabel
            javax.swing.JMenuBar
            javax.swing.JPanel
            javax.swing.JOptionPane
            javax.swing.JScrollPane
            javax.swing.JSlider
            javax.swing.text.JTextComponent
               javax.swing.JTextArea
               javax.swing.JTextField
      java.awt.Window
         java.awt.Frame
            javax.swing.JFrame
   java.awt.Dimension2D
      java.awt.Dimension implements Cloneable, Serializable
   java.awt.FlowLayout implements Serializable
   java.awt.Font implements Serializable
   java.awt.Graphics
      java.awt.Graphics2D;
   java.awt.GridLayout implements Serializable
   java.awt.event.MouseAdapter implements MouseListener
   java.awt.geom.Line2D implements Cloneable, Shape
      java.awt.geom.Line2D.Double implements Serializable
   java.awt.geom.Point2D implements Cloneable
      java.awt.geom.Point2D.Double implements Serializable
   java.awt.geom.RectangularShape implements Cloneable, Shape
        java.awt.geom.Rectangle2D
         java.awt.Rectangle implements Serializable
      java.awt.geom.Ellipse2D
         java.awt.geom.Ellipse2D.Double implements Serializable
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   java.io.File implements Comparable<File>, Serializable
   java.io.InputStream
      java.io.FileInputStream
      java.io.ObjectInputStream
   java.io.OutputStream
      java.io.FileOutputStream
      java.io.FilterOutputStream
         java.io.PrintStream
      java.io.ObjectOutputStream
   java.io.RandomAccessFile
   java.io.Writer
      java.io.PrintWriter
   java.lang.Boolean implements Comparable<Boolean>, Serializable
   java.lang.Character implements Comparable<Character>, Serializable
   java.lang.Class implements Serializable 
   java.lang.Math
   java.lang.Number implements Serializable
      java.math.BigDecimal implements Comparable<BigDecimal>
      java.math.BigInteger implements Comparable<BigInteger>
      java.lang.Double implements Comparable<Double>
      java.lang.Integer implements Comparable<Integer>
   java.lang.String implements Comparable<String>, Serializable
   java.lang.System
   java.lang.Thread implements Runnable
   java.lang.Throwable
      java.lang.Error
      java.lang.Exception
         java.lang.CloneNotSupportedException
         java.lang.InterruptedException
         java.io.IOException
            java.io.EOFException
            java.io.FileNotFoundException
         java.lang.RuntimeException
            java.lang.IllegalArgumentException
               java.lang.NumberFormatException
            java.lang.IllegalStateException 
            java.util.NoSuchElementException
               java.util.InputMismatchException
            java.lang.NullPointerException
         java.sql.SQLException
         javax.xml.xpath.XPathException
            javax.xml.xpath.XPathExpressionException
         org.xml.sax.SAXException
   java.net.ServerSocket
   java.net.Socket
   java.net.URL implements Serializable
   java.net.URLConnection
      java.net.HttpURLConnection
   java.nio.file.Files
   java.nio.file.Paths
   java.sql.DriverManager
   java.text.Format implements Serializable
      java.text.DateFormat
   java.util.AbstractCollection<E>
      java.util.AbstractList<E>
         java.util.AbstractSequentialList<E>
            java.util.LinkedList<E> implements List<E>, Queue<E>, Serializable
         java.util.ArrayList<E> implements List<E>, Serializable
      java.util.AbstractQueue<E>
         java.util.PriorityQueue<E> implements Serializable
      java.util.AbstractSet<E>
         java.util.HashSet<E> implements Serializable, Set<E>
         java.util.TreeSet<E> implements Serializable, SortedSet<E>
   java.util.AbstractMap<K, V>
      java.util.HashMap<K, V> implements Map<K, V>, Serializable
         java.util.LinkedHashMap<K, V>
      java.util.TreeMap<K, V> implements Serializable, Map<K, V>
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   java.util.Arrays
   java.util.Collections
   java.util.Calendar
      java.util.GregorianCalendar
   java.util.Date implements Serializable
   java.util.Dictionary<K, V>
      java.util.Hashtable<K, V>
         java.util.Properties implements Serializable
   java.util.EventObject implements Serializable
      java.awt.AWTEvent
         java.awt.event.ActionEvent
         java.awt.event.ComponentEvent
            java.awt.event.InputEvent
               java.awt.event.KeyEvent
               java.awt.event.MouseEvent
      javax.swing.event.ChangeEvent
   java.util.Objects
   java.util.Optional<T>
   java.util.OptionalDouble
   java.util.OptionalInt
   java.util.OptionalLong
   java.util.Random implements Serializable
   java.util.Scanner
   java.util.TimeZone implements Serializable
   java.util.concurrent.locks.ReentrantLock implements Lock, Serializable
   java.util.logging.Level implements Serializable
   java.util.logging.Logger
   java.util.stream.Collectors
   javax.swing.ButtonGroup implements Serializable
   javax.swing.ImageIcon implements Serializable
   javax.swing.Keystroke implements Serializable
   javax.swing.Timer implements Serializable
   javax.swing.border.AbstractBorder implements Serializable
      javax.swing.border.EtchedBorder
      javax.swing.border.TitledBorder
   javax.xml.parsers.DocumentBuilder
   javax.xml.parsers.DocumentBuilderFactory
   javax.xml.xpath.XPathFactory
java.lang.Comparable<T> 
java.lang.Runnable 
java.nio.file.Path
java.sql.Connection
java.sql.ResultSet
java.sql.ResultSetMetaData
java.sql.Statement
   java.sql.PreparedStatement
java.util.Collection<E>
   java.util.List<E>
   java.util.Set<E>
      java.util.SortedSet<E>
java.util.Comparator<T>
java.util.EventListener
   java.awt.event.ActionListener
   java.awt.event.KeyListener
   java.awt.event.MouseListener
   javax.swing.event.ChangeListener
java.util.Iterator<E>
   java.util.ListIterator<E>
java.util.Map<K, V>
java.util.Queue<E> extends Collection<E>
java.util.concurrent.locks.Condition
java.util.concurrent.locks.Lock
java.util.function.Predicate<T> 
java.util.stream.DoubleStream
java.util.stream.IntStream
java.util.stream.LongStream  
java.util.stream.Stream<T>
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Package java.awt

Class java.awt.BorderLayout

• BorderLayout()
This constructs a border layout. A border layout 
has five regions for adding components, called 
"NORTH", "EAST", "SOUTH", "WEST", and "CENTER".

• static final int CENTER
This value identifies the center position of a border 
layout.

• static final int EAST
This value identifies the east position of a border 
layout.

• static final int NORTH 
This value identifies the north position of a border 
layout.

• static final int SOUTH 
This value identifies the south position of a border 
layout.

• static final int WEST 
This value identifies the west position of a border 
layout.

Class java.awt.Color

• Color(int red, int green, int blue)
This creates a color with the specified red, green, 
and blue values between 0 and 255.
Parameters: red The red component

green The green component
blue The blue component

Class java.awt.Component

• void addKeyListener(KeyListener listener)
This method adds a key listener to the component.
Parameters: listener The key listener to be added 

• void addMouseListener(MouseListener listener)
This method adds a mouse listener to the 
component.
Parameters: listener The mouse listener to 

be added 
• int getHeight()

This method gets the height of this component.
Returns: The height in pixels

• int getWidth()
This method gets the width of this component.
Returns: The width in pixels

• void repaint()
This method repaints this component by scheduling 
a call to the paint method.

• void setFocusable(boolean focusable) 
This method controls whether or not the 
component can receive input focus. 
Parameters: focusable true to have focus, or false to 

lose focus 
• void setPreferredSize(Dimension preferredSize)

This method sets the preferred size of this 
component.

• void setSize(int width, int height) 
This method sets the size of this component. 
Parameters: width the component width 

height the component height
• void setVisible(boolean visible) 

This method shows or hides the component. 
Parameters: visible true to show the component, 

or false to hide it 
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javax.sql.DataSource
javax.xml.xpath.XPath
org.w3c.dom.DOMConfiguration
org.w3c.dom.DOMImplementaton
org.w3c.dom.Node
   org.w3c.dom.CharacterData
      org.w3c.dom.Text
   org.w3c.dom.Document
   org.w3c.dom.Element
org.w3c.dom.ls.DOMImplementationLS
org.w3c.dom.ls.LSSerializer

In the following descriptions, the phrase “this object” (“this component”, “this con-
tainer”, and so forth) means the object (component, container, and so forth) on which 
the method is invoked (the implicit parameter, this).
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Class java.awt.Container

• void add(Component c)
• void add(Component c, Object position)

These methods add a component to the end of this 
container. If a position is given, the layout manager 
is called to position the component.
Parameters: c The component to be added

position An object expressing position 
information for the layout manager

• void setLayout(LayoutManager manager)
This method sets the layout manager for this 
container.
Parameters: manager A layout manager

Class java.awt.Dimension

• Dimension(int width, int height)
This constructs a Dimension object with the given 
width and height.
Parameters: width The width

height The height

Class java.awt.FlowLayout

• FlowLayout()
This constructs a new flow layout. A flow layout 
places as many components as possible in a row, 
without chang ing their size, and starts new rows 
as needed.

Class java.awt.Font

• Font(String name, int style, int size)
This constructs a font object from the specified 
name, style, and point size.
Parameters: name The font name, either a font face 

name or a logical font name, which 
must be one of "Dialog", "DialogInput", 
"Monospaced", "Serif", or "SansSerif"
style One of Font.PLAIN, Font.ITALIC, 
Font.BOLD, or Font.ITALIC+Font.BOLD
size The point size of the font

Class java.awt.Frame

• void setTitle(String title)
This method sets the frame title.
Parameters: title The title to be displayed in the 

border of the frame

Class java.awt.Graphics

• void drawLine(int x1, int y1, int x2, int y2)
Draws a line between two points.
Parameters: x1, y1 The starting point 

x2, y2 The endpoint

• void setColor(Color c)
This method sets the current color. After the 
method call, all graphics operations use this color.
Parameters: c The new drawing color

Class java.awt.Graphics2D

• void draw(Shape s)
This method draws the outline of the given 
shape. Many classes—among them Rectangle and 
Line2D.Double—implement the Shape interface.
Parameters: s The shape to be drawn

• void drawString(String s, int x, int y)
• void drawString(String s, float x, float y)

These methods draw a string in the current font.
Parameters: s The string to draw

x,y The basepoint of the first character 
in the string

• void fill(Shape s)
This method draws the given shape and fills it with 
the current color.
Parameters: s The shape to be filled

Class java.awt.GridLayout

• GridLayout(int rows, int cols)
This constructor creates a grid layout with the 
specified number of rows and columns. The 
components in a grid layout are arranged in a grid 
with equal widths and heights. One, but not both, 
of rows and cols can be zero, in which case any 
number of objects can be placed in a row or in a 
column, respectively.
Parameters: rows The number of rows in the grid

cols The number of columns in 
the grid

Class java.awt.Rectangle

• Rectangle()
This constructs a rectangle with a top-left corner at 
(0, 0) and width and height set to 0.

• Rectangle(int x, int y, int width, int height)
This constructs a rectangle with given top-left 
corner and size.
Parameters: x, y The top-left corner

width The width
height The height

• double getHeight()
• double getWidth()

These methods get the height and width of the 
rectangle.
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• double getX()
• double getY()

These methods get the x- and y-coordinates of the 
top-left corner of the rectangle.

• void grow(int dw, int dh)
This method adjusts the width and height of this 
rectangle.
Parameters: dw The amount to add to the width 

(can be negative)
dh The amount to add to the height 
(can be negative)

• Rectangle intersection(Rectangle other)
This method computes the intersection of this 
rectangle with the specified rectangle.
Parameters: other A rectangle
Returns: The largest rectangle contained in both 

this and other
• void setLocation(int x, int y)

This method moves this rectangle to a new location.
Parameters: x, y The new top-left corner

• void setSize(int width, int height)
This method sets the width and height of this 
rectangle to new values.
Parameters: width The new width

height The new height
• void translate(int dx, int dy)

This method moves this rectangle.
Parameters: dx The distance to move along the 

x-axis
dy The distance to move along the 
y-axis

• Rectangle union(Rectangle other)
This method computes the union of this rectangle 
with the specified rectangle. This is not the set-
theoretic union but the smallest rectangle that 
contains both this and other.
Parameters: other A rectangle
Returns: The smallest rectangle containing both 

this and other

Interface java.awt.Shape
The Shape interface describes shapes that can be 
drawn and filled by a Graphics2D object.

Package java.awt.event

Interface java.awt.event.ActionListener

• void actionPerformed(ActionEvent e)
The event source calls this method when an action 
occurs.

Class java.awt.event.KeyEvent
This event is passed to the KeyListener methods. Use 
the KeyStroke class to obtain the key information 
from the key event.

Interface java.awt.event.KeyListener

• void keyPressed(KeyEvent e)
• void keyReleased(KeyEvent e)

These methods are called when a key has been 
pressed or released. 

• void keyTyped(KeyEvent e)
This method is called when a keystroke has 
been composed by pressing and releasing one or 
more keys.

Class java.awt.event.MouseEvent

• int getX()
This method returns the horizontal position of the 
mouse as of the time the event occurred.
Returns: The x-position of the mouse

• int getY()
This method returns the vertical position of the 
mouse as of the time the event occurred.
Returns: The y-position of the mouse

Interface java.awt.event.MouseListener

• void mouseClicked(MouseEvent e)
This method is called when the mouse has been 
clicked (that is, pressed and released in quick 
succession).

• void mouseEntered(MouseEvent e)
This method is called when the mouse has entered 
the component to which this listener was added.

• void mouseExited(MouseEvent e)
This method is called when the mouse has exited the 
component to which this listener was added.

• void mousePressed(MouseEvent e)
This method is called when a mouse button has been 
pressed.

• void mouseReleased(MouseEvent e)
This method is called when a mouse button has been 
released.
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Package java.awt.geom

Class java.awt.geom.Ellipse2D.Double

• Ellipse2D.Double(double x, double y, double w, 
double h)

This constructs an ellipse from the specified 
coordinates.
Parameters: x, y The top-left corner of the 

bounding rectangle
w The width of the bounding rectangle
h The height of the bounding rectangle

Class java.awt.geom.Line2D

• double getX1()
• double getX2()
• double getY1()
• double getY2()

These methods get the requested coordinate of an 
endpoint of this line.
Returns: The x- or y-coordinate of the first or 

second endpoint
• void setLine(double x1, double y1, double x2, 

double y2)

This methods sets the endpoints of this line.
Parameters: x1, y1 A new endpoint of this line

x2, y2 The other new endpoint

Class java.awt.geom.Line2D.Double

• Line2D.Double(double x1, double y1, double x2, 
double y2)

This constructs a line from the specified 
coordinates.
Parameters: x1, y1 One endpoint of the line

x2, y2 The other endpoint
• Line2D.Double(Point2D p1, Point2D p2)

This constructs a line from the two endpoints.
Parameters: p1, p2 The endpoints of the line

Class java.awt.geom.Point2D

• double getX()
• double getY()

These methods get the requested coordinates of 
this point.
Returns: The x- or y-coordinate of this point

• void setLocation(double x, double y)
This method sets the x- and y-coordinates of 
this point.
Parameters: x, y The new location of this point

Class java.awt.geom.Point2D.Double

• Point2D.Double(double x, double y)
This constructs a point with the specified 
coordinates.
Parameters: x, y The coordinates of the point

Class java.awt.geom.RectangularShape

• int getHeight()
• int getWidth()

These methods get the height or width of the 
bounding rectangle of this rectangular shape.
Returns: The height or width, respectively

• double getCenterX()
• double getCenterY()
• double getMaxX()
• double getMaxY()
• double getMinX()
• double getMinY()

These methods get the requested coordinate value 
of the corners or center of the bounding rectangle of 
this shape.
Returns: The center, maximum, or minimum 

x- and y-coordinates

Package java.io

Class java.io.EOFException

• EOFException(String message)
This constructs an “end of file” exception object.
Parameters: message The detail message

Class java.io.File

• File(String name)
This constructs a File object that describes a file 
(which may or may not exist) with the given name.
Parameters: name The name of the file

• boolean exists()
This method checks whether there is a file in the 
local file system that matches this File object.
Returns: true if there is a matching file, false 

otherwise
• static final String pathSeparator

The sytem-dependent separator between path 
names. A colon (:) in Linux or Mac OS X; a 
semicolon (;) in Win dows.
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Class java.io.FileInputStream

• FileInputStream(File f)
This constructs a file input stream and opens the 
chosen file. If the file cannot be opened for reading, 
a FileNot FoundException is thrown.
Parameters: f The file to be opened for reading

• FileInputStream(String name)
This constructs a file input stream and opens the 
named file. If the file cannot be opened for reading, 
a FileNot FoundException is thrown.
Parameters: name The name of the file to be opened 

for reading

Class java.io. FileNotFoundException
This exception is thrown when a file could not be 
opened.

Class java.io.FileOutputStream

• FileOutputStream(File f)
This constructs a file output stream and opens the 
chosen file. If the file cannot be opened for writing, 
a FileNot FoundException is thrown.
Parameters: f The file to be opened for writing

• FileOutputStream(String name)
This constructs a file output stream and opens the 
named file. If the file cannot be opened for writing, a 
FileNot FoundException is thrown.
Parameters: name The name of the file to be opened 

for writing

Class java.io.InputStream

• void close()
This method closes this input stream (such as a 
FileInputStream) and releases any system resources 
associated with the stream.

• int read()
This method reads the next byte of data from this 
input stream.
Returns: The next byte of data, or –1 if the end 

of the stream is reached

Class java.io.InputStreamReader

• InputStreamReader(InputStream in)
This constructs a reader from a specified input 
stream.
Parameters: in The stream to read from

Class java.io.IOException
This type of exception is thrown when an input /
output error is encountered.

Class java.io.ObjectInputStream

• ObjectInputStream(InputStream in)
This constructs an object input stream.
Parameters: in The input stream to read from

• Object readObject()
This method reads the next object from this object 
input stream.
Returns: The next object

Class java.io.ObjectOutputStream

• ObjectOutputStream(OutputStream out)
This constructs an object output stream.
Parameters: out The output stream to write to

• Object writeObject(Object obj)
This method writes the next object to this object 
output stream.
Parameters: obj The object to write

Class java.io.OutputStream

• void close()
This method closes this output stream (such as a 
FileOutputStream) and releases any system resources 
associated with this stream. A closed stream cannot 
perform output operations and cannot be reopened.

• void write(int b)
This method writes the lowest byte of b to this 
output stream.
Parameters: b The integer whose lowest byte is 

written

Class java.io.PrintStream /  
Class java.io.PrintWriter

• PrintStream(String name)
• PrintWriter(String name)

This constructs a PrintStream or PrintWriter and 
opens the named file. If the file cannot be opened 
for writing, a FileNotFoundException is thrown.
Parameters: name The name of the file to be opened 

for writing
• void close()

This method closes this stream or writer and 
releases any associated system resources.

• void print(int x)
• void print(double x)
• void print(Object x)
• void print(String x)
• void println()
• void println(int x)
• void println(double x)
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• void println(Object x)
• void println(String x)

These methods print a value to this PrintStream or 
PrintWriter. The println methods print a newline 
after the value. Objects are printed by converting 
them to strings with their toString methods.
Parameters: x The value to be printed

• PrintStream printf(String format, Object... values)
• Printwriter printf(String format, Object... values)

These methods print the format string to this 
PrintStream or PrintWriter, substituting the given 
values for place holders that start with %.
Parameters: format The format string

values The values to be printed. You 
can supply any number of values

Returns: The implicit parameter

Class java.io.RandomAccessFile

• RandomAccessFile(String name, String mode)
This method opens a named random access file for 
reading or read/write access.
Parameters: name The file name

mode "r" for reading or "rw" for 
read/write access

• long getFilePointer()
This method gets the current position in this file.
Returns: The current position for reading and 

writing
• long length()

This method gets the length of this file.
Returns: The file length

• char readChar()
• double readDouble()
• int readInt()

These methods read a value from the current 
position in this file.
Returns: The value that was read from the file

• void seek(long position)
This method sets the position for reading and 
writing in this file.
Parameters: position The new position

• void writeChar(int x)
• void writeChars(String x)
• void writeDouble(double x)
• void writeInt(int x)

These methods write a value to the current position 
in this file.
Parameters: x The value to be written

Interface java.io.Serializable
A class should implement this interface in order to 
enable serialization of objects.

Package java.lang

Interface java.lang.AutoCloseable

• void close()
This method is called automatically at the end of a 
try-with-resources statement.

Class java.lang.Boolean

• Boolean(boolean value)
This constructs a wrapper object for a boolean value.
Parameters: value The value to store in this object

• boolean booleanValue()
This method returns the value stored in this boolean 
object.
Returns: The Boolean value of this object

Class java.lang.Character

• static boolean isDigit(ch)
This method tests whether a given character is a 
Unicode digit.
Parameters: ch The character to test
Returns: true if the character is a digit

• static boolean isLetter(ch)
This method tests whether a given character is a 
Unicode letter.
Parameters: ch The character to test
Returns: true if the character is a letter

• static boolean isLowerCase(ch)
This method tests whether a given character is a 
lowercase Unicode letter.
Parameters: ch The character to test
Returns: true if the character is a lowercase letter

• static boolean isUpperCase(ch)
This method tests whether a given character is an 
uppercase Unicode letter.
Parameters: ch The character to test
Returns: true if the character is an uppercase 

letter

Class java.lang.Class

• static Class forName(String className)
This method loads a class with a given name. 
Loading a class initializes its static variables.
Parameters: className The name of the class to load 
Returns: The type descriptor of the class
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Interface java.lang.Cloneable
A class implements this interface to indicate that the 
Object.clone method is allowed to make a shallow 
copy of its instance variables.

Class java.lang.CloneNotSupportedException
This exception is thrown when a program tries to 
use Object.clone to make a shallow copy of an object 
of a class that does not implement the Cloneable 
interface.

Interface java.lang.Comparable<T>

• int compareTo(T other)
This method compares this object with the other 
object.
Parameters: other The object to be compared
Returns: A negative integer if this object is less 

than the other, zero if they are equal, or 
a positive integer other wise

Class java.lang.Double

• Double(double value)
This constructs a wrapper object for a double-
precision floating-point number.
Parameters: value The value to store in this object

• static int compare(double x, double y)
This method compares two numbers.
Parameters: x, y Two floating-point values
Returns: A negative integer if x is less than y, 

zero if they are equal, or a positive 
integer otherwise

• double doubleValue()
This method returns the floating-point value stored 
in this Double wrapper object.
Returns: The value stored in the object

• static double parseDouble(String s)
This method returns the floating-point number 
that the string represents. If the string cannot be 
interpreted as a number, a NumberFormatException is 
thrown.
Parameters: s The string to be parsed
Returns: The value represented by the string 

argument

Class java.lang.Error
This is the superclass for all unchecked system 
errors.

Class java.lang.IllegalArgumentException

• IllegalArgumentException()
This constructs an IllegalArgumentException with no 
detail message.

Class java.lang.IllegalStateException
This exception is thrown if the state of an object 
indicates that a method cannot currently be applied.

Class java.lang.Integer

• Integer(int value)
This constructs a wrapper object for an integer.
Parameters: value The value to store in this object

• static int compare(int x, int y)
This method compares two numbers.
Parameters: x, y Two integer values
Returns: A negative integer if x is less than y, 

zero if they are equal, or a positive 
integer otherwise

• int intValue()
This method returns the integer value stored in this 
wrapper object.
Returns: The value stored in the object

• static int parseInt(String s)
This method returns the integer that the string 
represents. If the string cannot be interpreted as an 
integer, a Num berFormatException is thrown.
Parameters: s The string to be parsed
Returns: The value represented by the string 

argument
• static Integer parseInt(String s, int base)

This method returns the integer value that the 
string represents in a given number system. If 
the string cannot be interpreted as an integer, a 
NumberFormatException is thrown.
Parameters: s The string to be parsed

base The base of the number system 
(such as 2 or 16)

Returns: The value represented by the string 
argument

• static String toString(int i)
• static String toString(int i, int base)

This method creates a string representation of an 
integer in a given number system. If no base is given, 
a decimal representation is created.
Parameters: i An integer number

base The base of the number system 
(such as 2 or 16)

Returns: A string representation of the argument 
in the number system
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• static final int MAX_VALUE
This constant is the largest value of type int.

• static final int MIN_VALUE
This constant is the smallest (negative) value of 
type int.

Class java.lang.InterruptedException
This exception is thrown to interrupt a thread, 
usually with the intention of terminating it.

Class java.lang.Math

• static double abs(double x)
This method returns the absolute value | x |.
Parameters: x A floating-point value
Returns: The absolute value of the argument

• static double acos(double x)
This method returns the angle with the given cosine, 
cos–1 x ∈ [0, π].
Parameters: x A floating-point value between –1 and 1
Returns: The arc cosine of the argument, in 

radians
• static double asin(double x)

This method returns the angle with the given sine, 
sin–1 x ∈ [–π/2, π/2].
Parameters: x A floating-point value between –1 and 1
Returns: The arc sine of the argument, in radians

• static double atan(double x)
This method returns the angle with the given 
tangent, tan–1 x (–π/2, π/2).
Parameters: x A floating-point value
Returns: The arc tangent of the argument, in 

radians
• static double atan2(double y, double x)

This method returns the arc tangent, tan–1 (y/x) 
∈ (–π, π). If x can equal zero, or if it is necessary 
to distinguish “northwest” from “southeast” and 
“northeast” from “southwest”, use this method 
instead of atan(y/x).
Parameters: y, x Two floating-point values
Returns: The angle, in radians, between the 

points (0,0) and (x,y)
• static double ceil(double x)

This method returns the smallest integer ≥ x (as a 
double).
Parameters: x A floating-point value
Returns: The smallest integer greater than or 

equal to the argument

• static double cos(double radians)
This method returns the cosine of an angle given in 
radians.
Parameters: radians An angle, in radians
Returns: The cosine of the argument

• static double exp(double x)
This method returns the value ex, where e is the base 
of the natural logarithms.
Parameters: x A floating-point value
Returns:  ex

• static double floor(double x)
This method returns the largest integer ≤ x (as a 
double).
Parameters: x A floating-point value
Returns: The largest integer less than or equal to 

the argument
• static int floorMod(int x, int y)

This method returns the “floor modulus” remainder 
of the integer division of x by y. If y is positive, the 
result is the (nonnegative) mathematical remainder.
Parameters: x, y Two integers
Returns: For positive y, the smallest nonnegative 

number r such that x = qy + r for some 
r. For negative y, -Math.floorMod(x, -y).

• static double log(double x)
• static double log10(double x)

This method returns the natural (base e) or decimal 
(base 10) logarithm of x, ln x.
Parameters: x A number greater than 0.0
Returns: The natural logarithm of the argument

• static int max(int x, int y)
• static double max(double x, double y)

These methods return the larger of the given 
arguments.
Parameters: x, y Two integers or floating-point values
Returns: The maximum of the arguments

• static int min(int x, int y)
• static double min(double x, double y)

These methods return the smaller of the given 
arguments.
Parameters: x, y Two integers or floating-point values
Returns: The minimum of the arguments

• static double pow(double x, double y)
This method returns the value xy (x > 0, or x = 0 and 
y > 0, or x < 0 and y is an integer).
Parameters: x, y Two floating-point values
Returns: The value of the first argument raised 

to the power of the second argument
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• static long round(double x)
This method returns the closest long integer to the 
argument.
Parameters: x A floating-point value
Returns: The argument rounded to the nearest 

long value
• static double sin(double radians)

This method returns the sine of an angle given in 
radians.
Parameters: radians An angle, in radians
Returns: The sine of the argument

• static double sqrt(double x)
This method returns the square root of x, x.
Parameters: x A nonnegative floating-point value
Returns: The square root of the argument

• static double tan(double radians)
This method returns the tangent of an angle given in 
radians.
Parameters: radians An angle, in radians
Returns: The tangent of the argument

• static double toDegrees(double radians)
This method converts radians to degrees.
Parameters: radians An angle, in radians
Returns: The angle in degrees

• static double toRadians(double degrees)
This methods converts degrees to radians.
Parameters: degrees An angle, in degrees
Returns: The angle in radians

• static final double E
This constant is the value of e, the base of the natural 
logarithms.

• static final double PI
This constant is the value of π. 

Class java.lang.NullPointerException
This exception is thrown when a program tries to 
use an object through a null reference.

Class java.lang.NumberFormatException
This exception is thrown when a program tries to 
parse the numerical value of a string that is not a 
number.

Class java.lang.Object

• protected Object clone()
This constructs and returns a shallow copy of 
this object whose instance variables are copies of 
the instance vari ables of this object. If an instance 
variable of the object is an object reference itself, 

only the reference is copied, not the object itself. 
However, if the class does not implement the 
Cloneable interface, a CloneNotSupportedExcep tion is 
thrown. Subclasses should redefine this method to 
make a deep copy.
Returns: A copy of this object

• boolean equals(Object other)
This method tests whether this and the other object 
are equal. This method tests only whether the 
object refer ences are to the same object. Subclasses 
should redefine this method to compare the instance 
variables.
Parameters: other The object with which to 

compare
Returns: true if the objects are equal, false 

otherwise
• void notify()

This method notifies one of the threads that is 
currently on the wait list for the lock of this object. 

• void notifyAll()
This method notifies all of the threads that are 
currently on the wait list for the lock of this object. 

• String toString()
This method returns a string representation of this 
object. This method produces only the class name 
and loca tions of the objects. Subclasses should 
redefine this method to print the instance variables.
Returns: A string describing this object

• void wait()
This method blocks the currently executing thread 
and puts it on the wait list for the lock of this object. 

Interface java.lang.Runnable

• void run()
This method should be overridden to define 
the tasks to be carried out when this runnable is 
executed. 

Class java.lang.RuntimeException
This is the superclass for all unchecked exceptions.

Class java.lang.String

• int compareTo(String other)
This method compares this string and the other 
string lexicographically.
Parameters: other The other string to be compared
Returns: A value less than 0 if this string is 

lexicographically less than the other, 
0 if the strings are equal, and a value 
greater than 0 otherwise

P
a
ck

a
g

e
 j
a
v
a
.l

a
n

g



Appendix D  The Java Library A-21

• IntStream codePoints()
This method yields a stream of all code points in this 
string.

• boolean equals(String other)
• boolean equalsIgnoreCase(String other)

These methods test whether two strings are equal, 
or whether they are equal when letter case is 
ignored.
Parameters: other The other string to be compared
Returns: true if the strings are equal

• static String format(String format, 
Object... values)

This method formats the given string by 
substituting placeholders beginning with % with the 
given values.
Parameters: format The string with the placeholders

values The values to be substituted for 
the placeholders

Returns: The formatted string, with the place-
holders replaced by the given values

• int length()
This method returns the length of this string.
Returns: The count of characters in this string

• String replace(String match, String replacement)
This method replaces matching substrings with a 
given replacement.
Parameters: match The string whose matches are to 

be replaced
replacement The string with which 
matching substrings are replaced

Returns: A string that is identical to this string, 
with all matching substrings replaced 
by the given replacement

• String replaceAll(String regex, String replacement)
This method replaces occurrences of a regular 
expression.
Parameters: regex A regular expression

replacement The replacement string
Returns: A string in which all substrings 

matching regex are replaced with a 
replacement string

• String[] split(String regex)
This method splits a string around delimiters that 
match a regular expression.
Parameters: regex a regular expression
Returns: An array of strings that results from 

breaking this string along matches of 
regex. For example, "a,b;c".split("[,;]") 
yields an array of strings "a", "b", and "c".

• String substring(int begin)
• String substring(int begin, int pastEnd)

These methods return a new string that is a 
substring of this string, made up of all characters 
starting at position begin and up to either position 
pastEnd - 1, if it is given, or the end of the string.
Parameters: begin The beginning index, inclusive

pastEnd The ending index, exclusive
Returns: The specified substring

• String toLowerCase()
This method returns a new string that consists of all 
characters in this string converted to lowercase.
Returns: A string with all characters in this 

string converted to lowercase
• String toUpperCase()

This method returns a new string that consists of all 
characters in this string converted to uppercase.
Returns: A string with all characters in this 

string converted to uppercase

Class java.lang.System

• static long currentTimeMillis()
This method returns the difference, measured 
in milliseconds, between the current time and 
midnight, Universal Time, January 1, 1970.
Returns: The current time in milliseconds since 

January 1, 1970.
• static void exit(int status)

This method terminates the program.
Parameters: status Exit status. A nonzero status 

code indicates abnormal termination
• static final InputStream in

This object is the “standard input” stream. Reading 
from this stream typically reads keyboard input.

• static final PrintStream out
This object is the “standard output” stream. 
Printing to this stream typically sends output to the 
console window.

Class java.lang.Thread

• boolean interrupted()
This method tests whether another thread has called 
the interrupt method on the current thread.
Returns: true if the thread has been interrupted

• static void sleep(int millis)
This method puts the calling thread to sleep.
Parameters: millis The number of millseconds 

to sleep
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• void start()
This method starts the thread and executes its run 
method. 

Class java.lang.Throwable
This is the superclass of exceptions and errors.

• Throwable()
This constructs a Throwable with no detail message.

• String getMessage()
This method gets the message that describes the 
exception or error.
Returns: The message

• void printStackTrace()
This method prints a stack trace to the “standard 
error” stream. The stack trace lists this object and all 
calls that were pending when it was created.

Package java.math

Class java.math.BigDecimal

• BigDecimal(String value)
This constructs an arbitrary-precision floating-
point number from the digits in the given string.
Parameters: value A string representing the 

floating-point number
• BigDecimal add(BigDecimal other)
• BigDecimal multiply(BigDecimal other)
• BigDecimal subtract(BigDecimal other)

These methods return a BigDecimal whose value is the 
sum, difference, product, or quotient of this number 
and the other.
Parameters: other The other number
Returns: The result of the arithmetic operation

Class java.math.BigInteger

• BigInteger(String value)
This constructs an arbitrary-precision integer from 
the digits in the given string.
Parameters: value A string representing an 

arbitrary-precision integer
• BigInteger add(BigInteger other)
• BigInteger divide(BigInteger other)
• BigInteger mod(BigInteger other)
• BigInteger multiply(BigInteger other)
• BigInteger subtract(BigInteger other)

These methods return a BigInteger whose value is the 
sum, quotient, remainder, product, or difference of 
this number and the other.

Parameters: other The other number
Returns: The result of the arithmetic operation

Package java.net

Class java.net.HttpURLConnection

• int getResponseCode()
This method gets the response status code from this 
connection. A value of HTTP_OK indicates success. 
Returns: The HTTP response code

• String getResponseMessage()
This method gets the response message of this 
connection’s HTTP request. 
Returns: The message, such as "OK" or "File not 

found"

• static int HTTP_OK
This response code indicates a successful fulfillment 
of the request.

Class java.net.ServerSocket

• ServerSocket(int port)
This constructs a server socket that listens to the 
given port.
Parameters: port The port number to listen to 

• Socket accept()
This method waits for a client to connect to the 
port to which this server socket listens. When a 
connection occurs, the method returns a socket 
through which the server can communicate with the 
client. 
Returns: The socket through which the server 

can communicate with the client
• void close()

This method closes the server socket. Clients can no 
longer connect.

Class java.net.Socket

• Socket(String host, int port)
This constructs a socket that connects to a server.
Parameters: host The host name

port The port number to connect to 
• void close()

This method closes the connection with the server.
• InputStream getInputStream()

This method gets the input stream through 
which the client can read the information that the 
server sends. 
Returns: The input stream associated with this 

socket
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• OutputStream getOutputStream()
This method gets the output stream through which 
the client can send information to the server. 
Returns: The output stream associated with this 

socket

Class java.net.URL

• URL(String s)
This constructs a URL object from a string containing 
the URL.
Parameters: s The URL string, such as "http://

horstmann.com/index.html"

• InputStream openStream()
This method gets the input stream through 
which the client can read the information that the 
server sends. 
Returns: The input stream associated with 

this URL

Class java.net.URLConnection

• URLConnection(URL u)
This constructs a URLConnection object from a URL 
object. 
Parameters: u The resource to which you intend to 

connect 
• int getContentLength()

This method gets the value of the content-length 
header of this URL connection. 
Returns: The number of bytes in the content 

that the server is sending
• String getContentType()

This method gets the value of the content-type header 
of this URL connection.
Returns: The MIME type of the content that the 

server is sending, such as "text/plain" or 
"image/gif"

• InputStream getInputStream()
This method gets the input stream through 
which the client can read the information that the 
server sends. 
Returns: The input stream associated with 

this URL
• void setIfModifiedSince(Date d)

This method instructs the connection to request 
that the server send data only if the content has been 
modified since a given date.
Parameters: d The modification date 

Package java.nio.file

Class java.nio.file.Files

• static Path copy(Path source, Path target)
• static Path move(Path source, Path target)

These methods copy or move a file to another. The 
target must not exist.
Parameters: source The path to the source file 

target The path to the target file
Returns: target

• static Path createFile(Path path)
• static Path createDirectory(Path path)

This method creates a file or directory. The parent 
directory must exist.
Parameters: path The path to the file or directory to 

be created
Returns: path

• static void delete(Path file)
This method deletes a file. The file must exist.
Parameters: file The path to the file

• static boolean exists(Path path)
• static boolean isDirectory(Path path)
• static boolean isRegularFile(Path path)

These methods check whether the given path exists, 
is a directory, or a regular file.
Parameters: path The path to check

• static Stream<Path> list(Path dir)
• static Stream<Path> walk(Path dir)

These methods yield streams to all children or 
descendants of a directory.
Parameters: dir The path to the directory

• static byte[] readAllBytes(Path file)
• static List<String> readAllLines(Path file)
• static Stream<String> lines(Path file)

These methods read all bytes or lines in a file.
Parameters: file The path to the file

Interface java.nio.file.Path

• Path getFileName()
• Path getParent()

These methods yield the last part, or all but the last 
part, of this path.

• Path resolve(Path other)
This method yields a path that is obtained by first 
following this path, then the other if the other path 
is relative. If other is absolute, then it is returned.
Parameters: other The path to follow relative to 

this path
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Class java.nio.file.Paths

• static Path get(String... components)
This method constructs a path with the given 
components.

Package java.sql

Interface java.sql.Connection

• void close()
This method closes the connection with the 
database. 

• void commit()
This method commits all database changes since the 
last call to commit or rollback.

• Statement createStatement()
This method creates a statement object, which can 
be used to issue database commands.
Returns:  A statement object

• PreparedStatement prepareStatement(String command)
This method creates a prepared statement for a SQL 
command that is issued repeatedly.
Parameters: command The SQL command 
Returns: The statement object for setting 

parameters and executing the call
• void rollback()

This method abandons all database changes since 
the last call to commit or rollback.

• void setAutoCommit(boolean b)
This method sets the auto commit mode. By default, 
it is true. If it is set to false, then transactions are 
indicated with calls to commit or rollback.
Parameters: b The desired auto commit mode

Class java.sql.DriverManager

• static Connection getConnection(String url,  
String username, String password) 

This method obtains a connection to the database 
specified in the database URL. 
Parameters: url The database URL 

username The database user name 
password The password for the 
database user 

Returns: A connection to the database

Interface java.sql.PreparedStatement

• boolean execute() 
This method executes this prepared statement. 
Returns: true if the execution yielded a result set

• ResultSet executeQuery() 
This method executes this prepared query. 
Returns: The query result

• int executeUpdate() 
This method executes this prepared update 
command. 
Returns: The number of records affected by the 

update
• void setDouble(int index, double value) 

This method sets a floating-point parameter for a 
call of this prepared statement. 
Parameters: index The parameter index (starting 

with 1) 
value The parameter value 

• void setInt(int index, int value) 
This method sets an integer parameter for a call of 
this prepared statement. 
Parameters: index The parameter index (starting 

with 1) 
value The parameter value 

• void setString(int index, String value) 
This method sets a string parameter for a call of this 
prepared statement. 
Parameters: index The parameter index (starting 

with 1) 
value The parameter value 

Interface java.sql.ResultSet

• void close() 
This method closes the result set. 

• double getDouble(int column) 
This method returns the floating-point value at the 
cursor row and the given column.
Parameters: column The column index (starting 

with 1) 
Returns: The data value

• double getDouble(String columnName) 
This method returns the floating-point value at the 
cursor row and the given column name.
Parameters: columnName The column name 
Returns: The data value

• int getInt(int column) 
This method returns the integer value at the cursor 
row and the given column. 
Parameters: column The column index (starting 

with 1) 
Returns: The data value
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